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Abstract
With the rapid proliferation of the Internet of Things (IoT), low-power, connected de-
vices have become ubiquitous due to their versatility, low cost, and ease of integration
into larger systems. These devices enable new applications across domains, offering de-
centralized and resilient solutions even when traditional infrastructure may fail, such as
during natural disasters. This thesis addresses the challenges posed by resource con-
straints, mobility, and decentralized operation by devising and evaluating tailored wireless
protocols that enable autonomy in mobile and low-power IoT systems. Leveraging Blue-
tooth Low Energy technology, this work conceives and evaluates scalable, decentralized
systems for Contact Tracing and Opportunistic Data Exchange that run on low-power
devices. These protocols ensure data exchange and collaborative operation without re-
liance on cloud infrastructure, proving especially valuable during infrastructure failures.
Moreover, this thesis presents advancements in precise Ultra-Wideband ranging to support
accurate localization for indoor navigation and collaborative robotics. Additionally, this
work introduces a decentralized coordination protocol built on Synchronous Transmissions
and IEEE 802.15.4 radios, designed for safe and efficient operation in unreliable wireless
environments. Overall, the solutions presented demonstrate the untapped potential of
low-power IoT systems, enabling decentralized, autonomous operation despite constraints
and mobility. This thesis contributes to a future where low-power devices are not only
central to everyday applications but also pivotal in emergency and disaster scenarios where
robust, resilient, and collaborative systems are required.

Zusammenfassung
Kleine, vernetzte Geräte sind mit dem Internet der Dinge (IoT) allgegenwärtig gewor-
den. Ihr geringer Stromverbrauch und die geringen Kosten erlauben einen vielseitigen
Einsatz über verschiedene Einsatzbereiche hinweg. Besonders die Fähigkeit der draht-
losen Kommunikation erlaubt neue dezentrale und robuste Protokolle, die selbst dann
operieren, wenn bestehende Infrastruktur, z.B. durch Naturkatastrophen, ausfällt. Diese
Arbeit befasst sich mit den Herausforderungen, die sich aus Ressourcenbeschränkungen,
Mobilität und dezentralem Betrieb ergeben. Durch die Entwicklung und Evaluation von
maßgeschneiderten, drahtlosen Protokolle, untersucht und erweitert diese Arbeit die Au-
tonomie in mobilen und stromsparenden IoT-Systemen. Unter Nutzung von Bluetooth
Low Energy werden in dieser Arbeit skalierbare, dezentrale Systeme für die Kontak-
tverfolgung und den opportunistischen Datenaustausch präsentiert, die auf Geräten mit
geringem Stromverbrauch laufen. Die Protokolle gewährleisten den Austausch und die
Zusammenarbeit, ohne auf eine Infrastruktur angewiesen zu sein. Darüber hinaus un-
tersucht diese Arbeit die präzise Distanzmessung mittels Ultrabreitband, um eine genaue
Lokalisierung für die Navigation in Innenräumen und kollaborative Robotikanwendun-
gen zu ermöglichen. Zusätzlich wird in dieser Arbeit ein dezentrales Koordinationspro-
tokoll vorgestellt. Basierend auf synchronen Übertragungen mittels IEEE 802.15.4 Radios
sorgt dieses für eine verlässliche Koordination in unzuverlässigen drahtlosen Umgebun-
gen. Insgesamt zeigen die vorgestellten Lösungen, wie Protokolle für IoT-Systeme trotz
Einschränkungen und Mobilität einen dezentralen, autonomen Betrieb ermöglichen. Diese
Arbeit ebnet den Weg in eine Zukunft, in der IoT-Geräte nicht nur für alltägliche Anwen-
dungen von zentraler Bedeutung sind, sondern auch in Notfall- und Katastrophenszenarien
eine Schlüsselrolle spielen, in denen robuste, widerstandsfähige und kollaborative Systeme
von essentieller Bedeutung sind.
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Chapter 1

Introduction

1.1 Context and Motivation

The Internet of Things Paradigm. The Internet of Things (IoT) [7] transformed how
devices and machines interact: formerly disconnected devices now form networks, share
information, and work together, promoting a general trend towards interconnected de-
vices, either being connected locally or over the public Internet. IoT drives innovations
in multiple �elds, such as industrial automation [8], smart logistics [9], healthcare, smart
cities [10], and swarm robotics [11]. Today, IoT systems are not only ubiquitous but
become increasingly responsible for safety-critical applications in applications like smart
factories or connected cars [12].

The Need for IoT Autonomy. Traditionally, IoT devices such as sensor networks monitor
industrial machines, record temperature data, and then send it to the cloud for further
processing. This o�oading, however, incurs a considerable latency that is problematic for
real-time operations: Real-time indoor localization requires low latency, and maneuvering
a swarm of drones requires immediate reactivity. At the same time, the infrastructure
and services must be available and operational. However, natural disasters might render
infrastructure or data centers unusable [13], while remote areas may not be adequately
equipped due to the associated costs of installing and maintaining infrastructure [14]. In
addition, o�oading raises privacy concerns as IoT devices capture and store increasingly
sensitive data. Consequently, the reliance on central infrastructure can limit a system's
reactivity, availability, and privacy.

Towards IoT Autonomy. To address these challenges, recent trends like Edge Computing
have begun to push the computation to the network, i.e., closer to the data source and
away from traditional cloud infrastructure, promoting lower latency and reduced band-
width while increasing privacy [5, 15]. Unlike Edge Computing, which often depends on
cloud connectivity, Mist Computing moves computations onto sensor and actuator de-
vices. In this emerging concept, IoT devices build on local communication and on-device
processing to form decentralized, self-reliant systems, attaining independence from central
infrastructure [16, 17]. Hence, these systems can achieve autonomy, i.e., they make deci-
sions and perform tasks without any central authority or continuous human intervention.
This includes the ability to adapt to changing environments and to maintain functionality
despite unavailable infrastructure. Consequently, growing autonomy in IoT systems can
enable more reliable and dependable IoT applications [12].

For instance, in 2020's COVID-19 pandemic, smartphone-based contact tracing emerged
as a helpful tool for breaking infectious chains and containing the virus [18�20]. For privacy
reasons, many countries built on decentralized risk analysis: Millions of smartphones
autonomously recorded day-to-day interactions and identi�ed risk contacts from their
recorded contact logs, keeping the sensitive contact data to the devices themselves.

The Rise of Low-Power IoT Devices. Fitness trackers, asset tracking tags, sensors �
today, we are surrounded by countless low-power IoT devices smaller than smartphones.
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1. Introduction

Equipped with low-power radios, like IEEE 802.15.4 or Bluetooth Low Energy (BLE)
for communication, they are ubiquitous due to their low cost and small size. Plus, they
are versatile: They can be worn, integrated, attached, and battery-driven due to their
low power consumption. With prospected 1.8 billion BLE single-mode devices to ship in
2024 alone, growing to potentially 3.5 billion devices per year by 2028 [21], these low-
power IoT devices are at the frontier of IoT proliferation. They facilitate vast networks
of interconnected and mobile devices to collect, process, and transmit data, even on small
everyday devices like lightbulbs.

The Low-Power Potential. Lightweight and battery-driven, these low-power devices pro-
vide a versatile and low-cost platform for an expansive range of novel decentralized ap-
plications in automation, robotics, autonomous drones, and disaster response [17, 22].
Consequently, constrained but interconnected devices sit at the heart of Mist Comput-
ing: They build on ad hoc communication to collaborate and run resilient applications
despite unavailable infrastructure, increasing fault tolerance and availability. In addition,
low-power IoT systems can take advantage of their inherent mobility and low power con-
sumption, operating on batteries for months. At the same time, autonomous, on-device
processing reduces the need for data o�oading, resulting in reduced latency for real-time
operation and increased privacy.

1.2 Research Scope

This work focuses on the collaborative aspects of constrained IoT devices, i.e., how a sys-
tem or collection of low-power devices can coordinate and work together autonomously,
i.e., without central infrastructure. Moreover, motivated by low-power devices' inherent
portability, we target mobile systems, pushing low-power IoT devices out of their tradi-
tional use cases, like wireless sensor networks, and towards emerging trends, such as Mist
Computing. In the context of this work, we characterize low-power IoT devices as follows:

ˆ Limited Computing Capabilities: Devices bring computational power but are resource-
constrained, i.e., they o�er limited memory (e.g., about 256 kB) and reduced CPU
clock frequencies around64 MHz, corresponding to low-end IoT devices [23].

ˆ Limited Bandwidth: Devices are equipped with wireless transceivers. However,
wireless communication is unreliable, and its data rate is limited.

ˆ Limited Energy Resources: Devices can operate on batteries for several days or even
up to a few months, owing to their low power consumption.

For communication, we concentrate on two prominent low-power technologies: Blue-
tooth Low Energy (BLE) and IEEE 802.15.4. While BLE provides e�cient and low-cost
communication between two devices, IEEE 802.15.4 supports synchronous transmissions
for e�cient network-wide communication and enables precise-ranging applications based
on Ultra-Wideband technology. Chapter 2 introduces both technologies in detail. Never-
theless, the proposed concepts can be transferred to one another or forthcoming technolo-
gies: Synchronous transmissions also work on BLE [24], and BLE 6 extends support for
ranging and localization [25].

Challenges. The inherent resource constraints and the distributed nature pose unique
challenges for IoT systems. On a device level, limited computing capabilities and bat-
tery life are challenges caused by their low-power and cost-e�cient nature. As soon as
we connect these individual devices to collaborate over unreliable links and rate-limited
wireless transceivers, the combined devices form a system that has to overcome additional
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hindrances [17, 26]. Despite being low-power, fault tolerance, scalability, and security are
essential aspects of the overall system. In addition, mobile deployments, e.g., drone swarms
or wearables, result in highly dynamic network topologies and sparse interactions, chal-
lenging the system's autonomy and resilience. Consequently, protocols and applications
should be designed to handle such mobile, connected, and constrained facets - essential
for the e�ective deployment of low-power IoT devices.

Research Questions. Due to their autonomous and collaborative potential in a versatile
form factor, low-power IoT systems can be advantageous, inspiring new �elds or improving
existing applications, e.g., in the context of Mist Computing [17]. However, their resource
constraints and inherent dynamics challenge their autonomy. With this work, we set out
to answer the following research questions:

ˆ RQ 1: How can we design communication protocols to enable autonomy and collab-
oration in low-power IoT systems with resource constraints and mobility?

ˆ RQ 2: How can constrained devices support scalable, decentralized contact tracing?
ˆ RQ 3: How can low-power IoT systems exploit mobility for robust communication

without relying on centralized infrastructure?
ˆ RQ 4: How can low-power devices achieve e�cient and accurate localization in

highly dynamic and mobile environments?
ˆ RQ 5: How can low-power IoT systems autonomously and safely coordinate actions

in real-time?
As the next section outlines, these questions cover di�erent aspects of low-power IoT

systems but are all motivated by practical applications.

1.3 Contributions

While this work spans multiple application scenarios and their speci�c challenges, the
connecting element remains RQ 1, i.e.,how can we devise communication protocols to
facilitate autonomy and collaboration between low-cost IoT devices?Hence, the devised
protocols should be decentralized and executed on-device. Resource scarcity and dynamic
interactions in the larger system are the prevalent challenges throughout this work.

We divide this work's research into two major parts. In the �rst part, we focus on
data exchange and conceive BLE-based solutions for healthcare and opportunistic data
sharing in low-power IoT systems. More concretely, we enable low-power BLE devices to
conduct decentralized large-scale contact tracing during virus outbreaks. We also enable
them to use daily interactions to store and forward data without relying on infrastructure
and devise obfuscation to secure such embedded devices.

The second part moves the emphasis further down the communication stack, incorporat-
ing wireless communication's physical properties. It covers localization and coordination
using IEEE 802.15.4 radios in low-power systems, which are advantageous for indoor lo-
calization and collision avoidance applications, such as robotic swarms.

In this section, we brie�y outline our contributions. Later, Chapter 4 covers each
contribution in-depth, diving into the challenges and discussion of our �ndings.

1.3.1 Part I: Contact Tracing and Opportunistic Networking

Motivated by the COVID-19 pandemic, in Part I, we set out to answer how low-power
devices can aid in large-scale contact tracing and data exchange using Bluetooth Low
Energy (BLE).
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Paper A. The �rst paper, �TraceBand: Privacy-Preserving Contact Tracing on Low-
Power Wristbands� [A] sets out to answer question RQ 2: With TraceBand, we show that
those small devices enable versatile and autonomous BLE-based contact tracing compati-
ble with the smartphone-based contact tracing prevalent in, e.g., Germany, helping break
infection chains. Moreover, TraceBand permits on-device risk evaluation, removing the
need for synchronization and o�oading sensible contact records to proxy devices. Trace-
Band's application, however, is limited by its battery life and the timely distribution and
processing of infection data.

Paper B. The second paper �DisruptaBLE: Opportunistic BLE Networking� [B] devises
opportunistic networking of low-power devices to propagate information without a cen-
tral infrastructure, targeting RQ 3. It builds on the vast network of BLE devices to
forward information opportunistically. Spreading data of interest to all devices is espe-
cially e�cient. This way, emergency broadcast information can be distributed despite
power outages. Similarly, in the context of BLE-based contact tracing, it enables devices
to propagate relevant infection data in a peer-to-peer manner. This work is, hence, also
relevant for RQ 2. While broadcasting data is e�ciently possible, high system dynamics
incur signi�cant overheads when addressing single devices.

Paper C. The third publication of Part I, titled �Securing Embedded Devices through
Obfuscation with Predictable Size and Execution Overhead� [C], proposes software obfus-
cation for embedded devices to increase the privacy of stored data, relevant in the context
of RQ 2. This hinders the automated extraction of sensible and private data, like the per-
sonal encounters recorded for COVID-19 contact tracing. While the proposed techniques
remain predictable and hence suitable for embedded devices, the accompanying overhead
in both size and runtime imposes limitations for production deployments.

1.3.2 Part II: Ranging and Coordination

While Part I is primarily concerned with collaborative data management and sharing,
Part II concentrates on the spatial coordination of devices. It builds on IEEE 802.15.4's
wideband and narrowband radio technology to enable precise ranging and reliable, collision-
free coordination.

Paper D. Focusing on RQ 4, Part II starts with �ALADIn: Autonomous Linear An-
tenna Delay Inference on Resource-Constrained Ultra-Wideband Devices� [D]. Based on
an e�cient many-to-many ranging scheme and known ground-truth distances, this pro-
tocol allows Ultra-Wideband (UWB) devices to calibrate antenna delays to improve the
overall accuracy of a localization system. While the protocol executes within minutes and
autonomously on the constrained devices, i.e., without external hardware, it is restricted
to the linear antenna delay and requires available ground-truth distances.

Paper E. The second paper, �Precise Ranging: Modeling Bias and Variance of Double-
Sided Two-Way Ranging with TDoA Extraction under Multipath and NLOS E�ects� [E],
analyzes the underlying bias and variance of the well-known Double-Sided Two-Way-
Ranging protocol. Motivated by RQ 4, it dissects the protocol and its scalable overhearing
extension and embeds them in a shared mathematical model. The model's predictions are
accurate in simulations and testbed experiments and more elaborate than previous models.
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1. Introduction

Table 1.1: Research Questions Covered by Our Publications: Each of the included pub-
lications pursues one or multiple research questions in the context of low-power IoT.

Chapter A Chapter B Chapter C Chapter D Chapter E Chapter F

TraceBand DisruptaBLE Predictable Obfuscation ALADIn Precise Ranging STARC

RQ 1

RQ 2

RQ 3

RQ 4

RQ 5

It includes challenging multipath scenarios and provides insights into the quality and er-
rors of underlying distance measurements, which are useful for existing and future ranging
systems and applications. However, the model cannot mitigate or resolve inherent errors
from multipath or non-line-of-sight conditions common in actual deployments.

Paper F. The last paper of this work, �STARC: Decentralized Coordination Primitive
on Low-Power IoT Devices for Autonomous Intersection Management� [F], provides a
safe coordination mechanism suitable for embedded IoT devices, as formulated by RQ 5.
Motivated by decentralized intersection management, we devise a low-power coordination
primitive based on Synchronous Transmissions that provides safe and e�cient vehicle
coordination even under unreliable wireless conditions. However, it lacks formal proof and
validation in actual deployments.

Table 1.1 indicates the speci�c questions pursued by each of our included papers. Except
for Chapter C, they all share RQ 1 and are relevant to more than one question.

1.4 Approach

The included works in this thesis sit right in the middle between theory and practice.
Devised systems and protocols are motivated mathematically and then veri�ed and eval-
uated in simulations or, if possible, using practical experiments. We tailor protocols to
the prevailing resource constraints and implement them in the C programming language
to run on the respective devices.

As simulations and mathematical models might fail to capture relevant external in-
�uences, practical experiments are preferable. Wireless transmissions, for example, with
complex interactions with the environment or energy consumption, which depends on
the underlying hardware and software, are best captured on physical devices in a realis-
tic setting. At the same time, devising mobile or large-scale experiments is challenging.
Hence, this work utilizes a hybrid approach between simulations and on-device evalua-
tions: Balancing feasibility and realism, we commonly employ available testbeds to either
evaluate the protocols directly or to gather lower-level performance metrics that we can
subsequently use to model larger systems, e.g., by calibrating simulations. This approach
enables us to capture the relevant metrics without sacri�cing reproducibility. Lastly, we
publish our code and processing toolchains as open source for easy adaptation, develop-
ment, and reproducible research.
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1. Introduction

Figure 1.1: Thesis Structure: After the introductory Prelude, the two main parts hold
our six included papers as separate chapters.

1.5 Outline

This thesis is a cumulative collection of six of our recent scienti�c articles. We organize
this work into this introductory Prelude and two main parts, each with three articles as
separate chapters. Within this Prelude, Chapter 1 explains the context and motivation of
this work, Chapter 2 presents its broader background. Afterward, Chapter 3 recapitulates
the related work while Chapter 4 summarizes our contributions for each included article.
Chapter 5 complete this Prelude with conclusions and an outlook. Afterward, Part I
dives into the main part of this work, presenting three articles under the broader topic
of �Contact Tracing and Opportunistic Networking�. Then, Part II contains three works
in the domain of �Ranging and Coordination�. Figure 1.1 depicts the overall structure of
this work. In the next chapter, we dive into the technical depths necessary for the main
parts of this work.
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Chapter 2

Background

Being connected allows even tiny embedded devices to collaborate on a large scale. This
section starts by characterizing those small and resource-constrained devices. It then
provides a brief overview of how information can be exchanged using electromagnetic ra-
diation and di�erent notions of wireless communication and networks used in this work.
We also cover distributed consensus algorithms, which we use to achieve dynamic network
membership and safe coordination in unreliable radio environments, presented in Chap-
ter F. Then, it dives deep into the technologies commonly found on the targeted devices
and employed throughout this work, namely Bluetooth Low-Energy (BLE) for Part I and
IEEE 802.15.4 for Part II, also covering Ultra-Wideband (UWB) technology. The last
section of this chapter presents methods for ranging and positioning relevant for Part II.

Note that the individual papers already cover the most important background. This
background is, therefore, broader for the fundamentals and more elaborate for the concrete
technologies used throughout this work.

2.1 Resource-Constrained Devices

Today, even such small devices, albeit resource-constrained, contain decent computing and
communication capabilities. At the same time, their design aims for a long battery lifetime
for mobile or remote operations. For instance, running on a mere coin cell battery (3 V,
200 mAh), an nRF52840 device can compute for several days nonstop and sleep in a low-
power mode for years. This device o�ers a CPU running at64 MHz in combination with
256 kB of memory and1 MB of onboard �ash - a typical specimen for resource-constrained
devices [27]. Figure 2.1 displays the resource-constrained devices used throughout this
work and Table 2.1 lists their most important features.

2.2 Security for IoT Devices

Often deployed on-site, for example, in our homes, IoT devices hold access to personal and
private data; simultaneously, the devices carry increasing responsibility and intellectual
property in code. Securing these devices (and their communication) is vital to prevent
unauthorized access. Building on cryptography, encryption secures wireless communica-
tion from malicious eavesdroppers, while trusted computing and obfuscation techniques
harden attacks on the code and hardware. While not explicitly used, encryption is a
fundamental building block for all wireless protocols in this work, while Obfuscation ap-
pears in Chapter C. We provide a quick overview of both approaches in the following
paragraphs.

Encryption and Authentication. The wireless interface remains a common attack vector
for IoT systems [30]. Hence, protocols build on encryption to ensure the con�dential-
ity of the transmitted data, mitigating such attacks. For one, devices utilize symmetric
encryption to encrypt and decrypt transmissions using only a single, shared key. While
this approach is reasonably e�cient and easy to deploy, the shared key poses a signi�cant
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2. Background

Feature Tmote Sky [28] nRF52840 [27] DWM1001 [29]

Release Year 2006 2017 2017

Manufacturer Moteiv Corporation Nordic
Semiconductor

Decawave (now
Qorvo)

Core TI MSP430 ARM Cortex-M4 ARM Cortex-M4
(nRF52832 SoC)

Frequency 8 MHz 64 MHz 64 MHz

Flash Memory 48 kB 1 MB 512 kB

RAM 10 kB 256 kB 64 kB

Wireless
Connectivity

802.15.42:4 GHz
narrowband

802.15.42:4 GHz
narrowband,
Bluetooth 5.4 &
BLE,

802.15.42:4 GHz
narrowband, BLE,
802.15.4 UWB

Sleep with timer
(approx.)

5:1µA 3:16µA 4 to 12µA

Active, radio o�
(approx.)

1:8 mA 3 to 5 mA 13 mA (DW1000
idling)

Active, radio
TX/RX (approx)

21:8 mA RX,
19:5 mA TX, (IEEE
802.15.4 @2:4 GHz)

5 to 10 mA (BLE
TX / RX @ 1
Mbps)

81 mA TX (AVG),
132 mA RX (AVG)
(UWB)

Operating Voltage 2.1V - 3.6V
(Typically 3V)

1.7V - 5.5V 2.8V - 3.6V
(Typically 3.3V)

Table 2.1: Overview of Device Features: Throughout this work, three main devices
are used. In addition to the older Tmote Sky, we use the more recent and common
BLE-equipped nRF52840 platform and the DWM1001 Ultra-Wideband transceiver, which
combines an nRF52832 and a DW1000 Ultra-Wideband transceiver IC.

security risk. Alternatively, asymmetric or public-key cryptography introduces a public-
private key per device, which is computationally more expensive. Both symmetric and
asymmetric approaches provide means for authentication, i.e., con�rming the message's
origin using Message Authentication codes (symmetric) and Digital Signatures (asymmet-
ric), a concept crucial for remote �rmware updates and, for example, decentralized contact
tracing, important for Chapter A.

Hardware Acceleration. If not accelerated through dedicated hardware, the constrained
nature restricts the complexity of security measures (though some adapted algorithms
exist [31, 32]). Accordingly, devices like the nRF52840 [27] already ship with hardware-
accelerated cryptographic primitives like random number generators, public key cryptog-
raphy, cryptographic hash functions, and symmetric encryption, e.g., AES. Moreover, the
underlying hardware can provide a "root of trust." Optimally implemented in dedicated
hardware, it o�ers on-chip data encryption, certi�cate validation, and key administration.

Software Obfuscation. Instead of securing the hardware itself, software obfuscation pre-
vents or slows down reverse engineering by disguising the inner workings of a program.
This conceals intellectual property like proprietary algorithms, secrets, or keys and com-
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(a) Tmote Sky [28] (b) nRF52840-DK [27] (c) DWM1001-DEV [29]

Figure 2.1: Resource-Constrained Platforms Used in this Work: The boards (not de-
picted to scale) vary in size as they are designed for evaluation purposes. All boards
support IEEE 802.15.4 2:4 GHz narrowband, while the recent boards, nRF52840 and
DWM1001-DEV, also support BLE. The DWM1001-DEV board integrates the DW1000
UWB transceiver and the distinct UWB antenna at the top.

plicates extraction [33]. Obfuscation typically happens in multiple passes, each adding
more complexity to make attacks more challenging. While one pass might insert dummy
code, additional passes could change the program's control �ow, hiding its execution order.
Chapter C covers a selection of techniques. As today's obfuscation passes are hard to revert
manually, attackers typically utilize automated tooling to break obfuscation. Attacks can
be split into two categories: static and dynamic. The attack is static when the program
is analyzed without executing the code. In a dynamic attack, however, the attacker also
runs the code to dissect it. Hence, to prevent attackers from debugging the application or
tampering with the code or hardware, anti-debug and anti-tamper strategies can be used.

2.3 Wireless Communication

Wireless communication is an essential aspect of the included works and a key enabler for
collaboration in IoT systems. This section covers basic notions of wireless communications.
Familiar readers may want to skip to the more in-depth sections 2.4 and 2.5, which dive
into Bluetooth Low Energy and IEEE 802.15.4.

2.3.1 Communication utilizing Electromagnetic Radiation

Mobile devices need to rely on wireless communication to exchange information. Funda-
mentally, a transmitting device converts the respective data to a signal and imposes it
onto a physical channel, carrying the signal forward. At the other end, a listener extracts
the signal from the physical channel and tries to recover the information. This physical
channel, in our case, is an electromagnetic wave.
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2. Background

Electromagnetic Waves. Electromagnetic (EM) waves are oscillations in the electromag-
netic �eld that propagate at c, the speed of light (in a vacuum). The induced waves ripple
spherically in all directions and are characterized by their velocity, phase, frequency, am-
plitude, and polarization. As numerous waves may in�uence the �eld at a juncture in space
and time, waves are superimposed and can interfere with each other. This interference,
for one, can be constructive, amplifying the original wave, or deconstructive, decreasing or
even entirely canceling the e�ect of the original wave. Accordingly, complex interference
patterns emerge as multiple waves overlay, e.g., with di�erent frequencies, phases, and/or
directions. Along with their intricate interactions with matter (mitigated by quantized
photons), this interference results in several relevant e�ects on electromagnetic radiation,
resulting in complex propagation of EM waves.

Antenna. A transmitting antenna vibrates electrons by alternating the current, in turn
causing oscillations in the electromagnetic �eld. The waves excite electrons, resulting in
a change in current, measurable by the receiving antenna. Antenna length, shape, and
incident angle determine how well the antenna resonates with the incoming waves and,
thus, the resulting current. The lower the signal frequency, the larger the antenna needs
to be (though innovative antenna designs can partly decrease the overall dimensions). In
addition, the waves lose intensity (i.e., a reduced amplitude) as they travel outwards. This
reduction is generally proportional to 1

d2 with d being the traversed distance according to
the inverse-square law. Due to this path loss and obstacles such as walls, the received
signal is attenuated and considerably weaker, requiring ampli�cation on the receiver side.
However, due to ground noise in the electromagnetic �eld and the ampli�cation hardware,
the signal can only be retrieved up to a certain level (antenna sensitivity); therefore, the
e�ective communication range is limited. Moreover, as the medium (the electromagnetic
�eld) is shared, transmissions interfere. At the same time, due to interactions with the
environment, a transmission even interferes with itself. Simultaneously, in the receiving
antenna, the wave induces a voltage/current, producing an electromagnetic wave superim-
posed on the original incident wave. Accordingly, these e�ects make it harder to recover
the original signal.

Modulation. Information is not directly mapped onto the physical carrier. Instead, it
is converted into physical symbols and modulated onto a carrier wave. This translation
into symbols enables using the wave's attributes, such as frequency, amplitude, phase, and
polarization, to encode information. Hence, the communication system can be adapted to
the desired wave's properties independently of the information, allowing, e.g., operation
around a speci�c frequency. This is especially important from a hardware perspective:
Lower frequency signals resonate better in longer antennas. Accordingly, higher-frequency
signals are used to limit space, keeping antennas small. On the receiver side, demodula-
tion requires more e�ort: The receiving signal contains noise and might be out of phase
or transmitted with some frequency o�set. After locking onto the signal and matching
symbols, which are tricky tasks, a receiver typically uses error correction to restore the
original information, correcting for any misinterpretations of symbols. Nevertheless, due
to electromagnetic waves' complex propagation and interference, even a single wireless
transmission interferes with itself. For example, multipath propagation might result in
the signal of an earlier symbol interfering with later symbols, a phenomenon known as
intersymbol interference. At the same time, other electromagnetic waves from various
sources might interfere with the original transmitted signal. For one, the Direct-sequence
spread spectrum (DSSS) modulation reduces overall signal interference by further encod-
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ing each symbol as a distinct sequence of smaller transmissions called chips. Because
the chips have shorter durations than the original symbol, DSSS increases the signal's
bandwidth. Hence, the information is spread over a larger frequency range and is less
susceptible to interference on a speci�c frequency. This spreading modulation is used in
IEEE 802.15.4, which we cover in Section 2.5.

2.3.2 Synchronous Transmissions

Typical medium access strategies try to minimize interference on the channel, for example,
by devising distinct transmission slots. They focus on transmissions from one device
to another (one-to-one) or from one device to many (one-to-many). The idea behind
Synchronous Transmissions (ST), also known as Concurrent Transmissions, opposes both
paradigms: Instead, many devices broadcast data in parallel. However, transmissions
are tightly scheduled, so their signals roughly align at a receiving device. This prevents
destructive interference, improving signal recovery. In addition, the so-called capture e�ect
allows nodes to lock onto stronger signals even though weaker preambles were locked on
just before.

Glossy builds on those e�ects to enable e�cient network-wide time synchronization and
one-to-all communication (i.e., network-wide �ooding) in IEEE 802.15.4 narrowband [34].
The fundamental principles, however, remain applicable for Ultra-Wideband impulse ra-
dios [35] and BLE [24] and have been used to build e�cient communication primitives [36],
as well as for localization based on interference e�ects [37].

2.3.3 Routing and Networking

As the range of wireless transmissions is typically constrained, especially in indoor scenar-
ios due to attenuating walls or elevator shafts, information might not be able to reach its
destination with just a single transmission. Hence, the information needs to be routed,
i.e., addressed and forwarded to the recipient or recipients, potentially over multiple hops.

Wireless Personal Area Network. Wireless Personal Area Networks (WPAN) are typically
low-power and operate over short distances (e.g., less than25 m). A designated coordinator
or central node commonly manages the network and its communication. Originating
as a Working Group for Wireless Personal Area Networks, the IEEE 802.15 Working
Group for Wireless Specialty Networks has de�ned several standards for WPANs. Among
them are the IEEE 802.15.1 (Bluetooth) standard for communication within the personal
operation space and the IEEE 802.15.4 standard for low-rate WPAN. Later sections cover
WPAN protocols in more depth: Section 2.4 presents details of Bluetooth Low Energy, a
lower power IEEE 802.15.1 Bluetooth variant, and Section 2.5 presents the relevant IEEE
802.15.4 protocol, covering one narrowband as well as its Ultra-Wideband physical layer.

Opportunistic Networks. Opportunistic networks are overlay networks, i.e., they build a
virtual network on top of existing networks or even simple device-to-device communica-
tion [38]. In contrast to traditional networks, end-to-end links are generally not assumed
to be available. Instead, individual nodes store and forward data on behalf of other nodes,
traversing multiple networks and/or technologies. Closely related to Delay-Tolerant Net-
works [39], which cope with long delays and scheduled availability for, e.g., interplane-
tary communication of satellites, Opportunistic Networks are tailored to opportunistic
and, hence, unplanned data exchanges. As such, spontaneous encounters with forward-
ing devices can employ ad-hoc networks to exchange data related to the overlay network.
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Potential application scenarios include collecting sensor data in remote areas or emer-
gency scenarios when traditional communication infrastructure fails [40]. E�cient routing
remains challenging without assumptions about the underlying topology and device en-
counters. For one, data can be broadcast and shared with every device in the overlay
network, wasting communication and storage resources. At the same time, only sharing
the data with its destined recipient requires the sending device to meet the recipient in
the same network eventually, a potentially unlikely case in spatially vast scenarios. For
instance, the Bundle protocol [41] speci�es the overlay network's interaction: Application
data is discretized into meaningful bundles, which are then forwarded accordingly. The
protocol de�nes how those bundles can be handled, e.g., split and merged, and describes
security measures such as encryption. In Chapter B, we build on the Bundle protocol to
enable Opportunistic Networking over BLE.

2.3.4 Consensus for Safe Coordination

Even constrained IoT systems must remain tolerant and behave as intended despite chal-
lenging scenarios like unreliable radio environments. Most importantly, the system must
not agree on con�icting values. Otherwise, two drones could choose the same con�icting
�ight path, leading to an inadvertent crash. Coordination, however, is di�cult when no
infrastructure or central entity exists. However, these devices can employ distributed pro-
tocols to reach an agreement, so-called Consensus [42]. Chapter F builds on Consensus to
enable safe coordination in dynamic environments. In the following, we �rst describe the
di�erent communication and failure models. We then summarize Consensus, Two-Phase
Commit, and Paxos.

Synchronous and Asynchronous Model. In the context of consensus, the synchronous and
asynchronous models characterize the assumptions of the underlying communication: The
synchronous model has an upper and known bound for maximum communication delay.
In contrast, this bound is unknown in the asynchronous model, and the delay can be
unbounded (i.e., a message never arrives). Because radio communication is known to
degrade due to interference or attenuation, the synchronous model might not always hold
in practical scenarios. Hence, we employ the asynchronous model in this work to analyze
safety behavior in the worst-case scenario. However, we assume that communication
eventually stabilizes to allow the system's progress (i.e., a partially synchronous model).
It is worth noting that the previously introduced concept of Synchronous Transmissions,
albeit an e�cient low-power communication protocol, does not automatically result in the
synchronous Model. We discuss this topic in Section 4.6.

Failure Models. A wide range of failures can a�ect nodes and may further disrupt the
system as a whole. In the best case, a node is non-faulty, i.e., correct, and executes the
protocol as intended. However, nodes can also be faulty and, e.g., (1) crash-stop (crash
randomly and stop), (2) crash-recover (crash randomly but recover eventually), or (3) be
Byzantine. In the Byzantine case, nodes may not only fail or be unreachable but can
actively disrupt the protocol by sending random or even malicious data. The respective
analysis then assumes the worst-case scenario, i.e., that all Byzantine nodes are controlled
by a single adversary whose goal is to disturb the agreement of correctly behaving, benign
nodes. Byzantine behavior is the most general type of failure but also the hardest to
handle. Our contributions in Chapter F concentrate on the crash-recovery model in an
unreliable radio environment with dynamic network join and leave.
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Consensus. Consensus protocols allow multiple devices or nodes to agree on a unique
value despite failures, such as node failures and challenging radio conditions, which might
result in delayed messages or unreachable nodes. Typically, protocols assume an upper
bound f of faulty nodes. Formally, consensus protocols provide the following properties:

ˆ Agreement: All non-faulty nodes decide on the same value.
ˆ Integrity: If all non-faulty nodes propose the same value, this value should be agreed

on.
ˆ Termination: Eventually, all non-faulty nodes decide.

While these requirements seem straightforward, it has been shown that it is impossible
to achieve all of them deterministically in asynchronous systems [42]. The intuition
behind this impossibility is that nodes cannot distinguish between a broken connection
and a crashed node, i.e., the network could potentially wait inde�nitely for a crashed
node, contradicting the termination property. In the following, we cover some notions of
consensus and agreement useful to coordinate dynamic networks in a decentralized fashion.
Note that these protocols vary in the assumptions about failures and, in the case of Paxos,
also relax the termination requirement.

Leader Election. Leader Election algorithms elect a single and unique leader (or coordi-
nator) out of several candidates [43]. This leader can then e�ciently handle and coordinate
the network, e.g., control network membership or manage transmission schedules for ef-
�cient communication. An important building block is handing over the coordination
to another device if the leader wants to leave the network. Nevertheless, network-wide
changes, such as the election or a handover, commonly require consistent information in
the network itself, i.e., Consensus. Two-Phase Commit and Paxos are two such algorithms
covered in the following paragraphs.

Two-Phase Commit. The Two-Phase Commit protocol (2PC) is a special kind of Con-
sensus protocol and provides distributed atomic transactions for a consistent information
state for the whole network [44]. A coordinator (e.g., elected by the network) distributes
the transactions (the state change) to the entire network. The coordinator ensures that
the whole network �rst agrees to the transaction and then con�rms that all nodes execute
the transaction before applying the next one. Node crashes stall and block the protocol,
but the protocol does not result in inconsistent states across the network, assuming the
coordinator has persistent memory and nodes recover eventually.

Paxos. The Paxos algorithm provides consensus in the (partially) asynchronous model,
relaxing the termination requirement [45]. Paxos uni�es a leader election and a commit
protocol, enabling fault-tolerant consensus. In contrast to 2PC, Paxos allows the net-
work to progress as long as more than half the nodes are non-faulty. While Paxos was
initially designed for unicast-based links, it is also available for low-power communication
over Synchronous Transmissions [46]. We discuss the applicability of Paxos to our safe
coordination in Section 4.6 and Chapter F.

2.4 Bluetooth Low Energy

Bluetooth Low Energy is designed for low-cost, energy-e�cient communication in wireless
personal area networks (WPAN). In contrast to the older Bluetooth BR/EDR standard,
it prioritizes low power over high throughout. Devised by the Bluetooth Special Interest
Group (Bluetooth SIG), this technology powers communication between everyday devices

15



2. Background

such as smartphones, smartwatches, and wireless headphones. Due to its e�ciency both
in terms of cost and power, it became a prevalent technology in the Internet of Things,
connecting devices such as smart lights at home. Since the COVID-19 pandemic in 2020,
it has been further used for contact tracing [20]. This section describes Bluetooth Low
Energy based on the current Version 5.4 [47]. It is more in-depth and technical than the
brief description in Chapter A and Chapter B.

Architecture Overview. As shown by Figure 2.2, BLE incorporates several layers. For
interoperability on the application layer, BLE adds pro�les that specify how these layers
work together, especially when communicating with other devices. The core pro�le, the
Generic Access Pro�le (GAP) de�nes four fundamental roles: Central and Peripheral, as
well as Broadcaster and Observer, each with a set of mandatory features. As a Periph-
eral, a device o�ers its services to nearby devices using advertisement transmissions as
local broadcasts over the LE Advertising Physical Channel. Other devices, acting as the
Central, may form a small network or piconet with this peripheral over the LE Piconet
Physical Channel. Note that in BLE, a peripheral device does not share the same LE
Piconet Physical Channel with other peripherals (see [47, 4.1.2 LE topology]). However, a
device can act as the peripheral for multiple devices and simultaneously be the Central for
other peripherals; we use this to enable opportunistic BLE networking in Chapter B. In
the Broadcaster and Observer roles, the devices stay disconnected: A Broadcaster sends
information to nearby using the advertising physical channel while an Observer receives
those broadcasts. Other pro�les can extend the GAP, adding functionality in a hierarchal
manner.

Transport Modes. On the lower layers, BLE schedules events for both the Advertising
and the Piconet Physical channels, supporting multiple communication channels in paral-
lel. In addition, the pre-determined durations allow energy-e�cient operation, as devices
can enter low-power modes between events. Based on those two primitives, BLE de�nes
di�erent transport modes, LE Advertising Broadcast and LE asynchronous connection be-
ing the most prominent and relevant for this work. It further o�ers di�erent isochronous
transports (connectionless and connection-oriented) for communication to multiple pe-
ripherals, e.g., sending a stereo audio stream's left and right channels to two peripheral
devices. However, this work focuses on the basic advertising broadcast and connection
mode.

Security and Privacy. BLE features encryption, using, for example, a previously ex-
changed session key. For privacy, BLE LE devices can periodically change their Bluetooth
Device Address, which identi�es them in, e.g., advertisements; otherwise, the device could
be tracked easily. However, for previously paired devices, the private address must be
resolvable and is hence derived from a previously exchanged device's identity resolving
key (IRK).

2.4.1 Physical Transport in BLE

Operating in the unlicensed 2.4 GHz Industrial, Scienti�c, and Medical (ISM) band at
2400 MHz to 2483.5 MHz, BLE de�nes 40 RF channels spaced 2 MHz apart (from 2402
MHz to 2480 MHz). As the ISM band is shared with other wireless technologies, such
as wireless LAN and devices like microwave ovens, BLE communication typically utilizes
di�erent channels over time. Further, it allows dynamic adaption to the current wireless
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Figure 2.2: Bluetooth Low Energy Layer Overview: BLE incorporates several layers.
For brevity, some Periodic and Isochronous Physical Channels are omitted. For interoper-
ability, BLE pro�les such as the Generic Access Pro�le (GAP) de�ne interactions between
these layers and the communication between devices.

PHY Modulation Header Coding Payload Coding Data Rate

LE 1M 1 Msym/s Uncoded Uncoded 1 Mb/s
LE 2M 2 Msym/s Uncoded Uncoded 2 Mb/s
LE Coded 125 1 Msym/s S=8 S=8 125 Kb/s
LE Coded 500 1 Msym/s S=8 S=2 500 Kb/s

Table 2.2: Bluetooth Low Energy PHY Modes: BLE de�nes di�erent PHY modes with
varying rates and ranges. Modulation is given in Megasymbols per second. [47, Table 3.1]

environment by excluding frequencies through changing channel maps [48]. BLE employs
Gaussian Frequency Shift Keying (GFSK) for modulation. In Frequency Shift Keying,
information is modulated by periodically tuning the signal to distinct frequencies. A
Gaussian �lter is used to smooth those transitions.

PHY Modes. BLE contains di�erent PHY modes ranging from 2 Mbps to 125 Kbps data
rates as displayed in Table 2.2. These de�ne the physical data rates; the application
speed is slower. There are two uncoded and one coded mode. In the two uncoded PHY
modes, each bit directly corresponds to a single radio symbol in the packet, while the third,
coded PHY, adds error correction and encodes a bit with two or eight symbols per bit.
This encoding improves signal recovery on the receiver side, for example, in long-range
transmissions, but it comes at the cost of higher consumption and reduced data rate.

2.4.2 Physical Channels in BLE

BLE distinguishes between unconnected and connected transmissions on the Advertising
and Piconet Physical Channels (the Periodic Physical Channel and LE Isochronous phys-
ical channel are out of scope for this work). In both cases, communication is scheduled in
discrete events. However, the channels di�er in their permitted RF channels and concrete
event timings.
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Figure 2.3: Bluetooth Low Energy Packet Format: In BLE, the Physical Link wraps the
upper layer data in Physical Data Units (PDU). The access address identi�es transmissions
on the lower physical layers. A cyclic redundancy check (CRC) allows error correction
and a Constant Tone Extension direction �nding applications. [47, Figure 3.5: The packet
structure for the LE Uncoded PHYs].

LE Advertising Physical Channel. BLE broadcasts information between unconnected de-
vices over the LE advertising physical channel. This allows for simple but unacknowledged
data transfer and is the foundation of forming connections. Three of the 40 RF channels
are reserved as primary advertising channels, residing at the beginning, center, and end
of the spectrum to mitigate possible interference. On the primary advertising channel,
only LE 1M and the LE-coded PHY modes are allowed. The other 37 RF channels are
general purpose and are used as secondary advertising channels [47, 1.4.1 Physical channel
indices]. Communication is scheduled as advertising events at regular intervals (an inte-
ger multiple of 0.625ms), with potential random delays between 0 and 10ms. However, a
device can send multiple copies on multiple channels to increase reliability within a single
event.

LE Piconet Physical Channel. When forming a Piconet Physical channel, a Central
schedules connection events between itself and a Peripheral device (every 7.5ms to 4.0s).
The central device starts transmitting at the beginning of every connection event, after
which the central and peripheral alternate in sending and receiving packets; either device
may close the connection event. Channel hopping may occur with every connection event.
A con�gurable subrate allows the devices to operate only at fewer connection events. This
subrate can be adapted to the current application demands. The connection is deemed
lost when a connection supervision timer runs out, which is managed on both devices.

2.4.3 Physical Links in BLE

Figure 2.3 displays the packet structure in the uncoded LE PHY mode. The preamble,
a �xed sequence of alternating 1 and 0 bits, is used to detect and lock on to a potential
signal; the packet further contains an access address that identi�es the physical channels.
The Protocol Data Unit (PDU) carries the main payload data with a 2 or 3 octets header.
An optional Message Integrity Check (MIC) value authenticates the data PDU and is
included in its length. An optional constant tone extension (CTE) allows direction-�nding
applications to estimate the phase di�erence of several arriving signals, enabling Angle of
Arrival (AoA) and Angle of Departure (AoD) based localization applications, which are
described in Section 2.6. This extension in the uncoded PHYs speci�es an unmodulated
carrier, i.e., an unwhitened sequence of modulated 1's with an overall duration between16
and 160µs. Hence, this tone does not encode information, as changes in frequency result
in a more challenging phase estimation of the signal. The overall packet takes between44
and 2128µs to transmit.

Advertising Physical Channel PDU. The Advertising Physical Channel PDU contains a
two-octet header and 1 to 255 octets of advertisement broadcasts. However, its length
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Payload [Byte] LE 1M LE Coded S=8

0 80µs 720µs
15 200µs 1680µs
31 328µs 2704µs

255 2120µs 17 040µs

Table 2.3: Bluetooth Low Energy On-Air Duration: Displayed is the on-air duration for
uncoded physical channel packets without Constant Tone extension [47, Table 3.3].

might be determined by the speci�c type of advertisements [47, Figure 2.4: Advertising
physical channel PDU]. It is used both in physical advertising and in general-purpose
channels. For advertisements repeated three times on one of the advertisement channels,
it takes at least 384µs without advertisement data, 744µs for 15 Bytes and1128µs for 31
Bytes using the LE 1M PHY mode.

Data Physical Channel PDU. The header of the Data Physical Channel PDU encodes
additional information for the logical link, like its identi�er as well as the next expected and
the current sequence number (both a single bit) [47, Table 2.19: Data Physical Channel
PDU header �eld]. These sequence number bits acknowledge transmissions and hence
allow retransmissions in case of, for example, a failed CRC veri�cation. The PDU payload
contains L2CAP data for reliable transport of higher protocol layers.

2.4.4 Advertising and Scanning in BLE

BLE builds on an asymmetric procedure for advertising broadcasts and, hence, device
discovery: Broadcast devices send data to nearby Observer devices without limiting the
number of devices. Peripherals advertise their presence so that Central devices can detect
them.

Advertising Broadcast Logical Transport. In both cases, devices transmit unidirectional
broadcasts over the LE advertising broadcast Logical Transport (ADVB), which uses the
underlying Advertising Physical Channel. The broadcasts can be undirected or directed,
i.e., targeted to speci�c devices and set as connectable or non-connectable. Advertising is
further possible when a device is already part of a piconet and hence connected.

Advertising Events. Advertising events are scheduled at regular intervals with random
delay o�sets. For each event, one or more advertisement broadcasts can be sent over
one or more of the three primary advertisement physical channels with a 6 to 37 octet
payload. Typically, the respective payload consists of 6 octets for the Bluetooth device
address and contains several Advertising Data (AD) components describing, for example,
the services GATT o�ers (as described in the next section). Each component requires
one octet to encode the length and another octet to de�ne its respective type; the rest
is used to specify the service and its parameters. As the space is limited on the primary
advertising channel, the Bluetooth SIG assigns shorter identi�ers to standardized and
registered entities to keep the payload short, like 16-bit UUID. A prime example is the
code 0xFD6Fidentifying the Google and Apple Exposure Noti�cation Advertisement for
Covid-19 contact tracing. Longer advertisements can extend advertising events: a packet
on the primary advertisement channel then points to the channel and time o�set for some

19



2. Background

auxiliary packet on one of the 37 secondary advertisement PHY channels, which support
up to 255 octets of payload.

Connection Requests. Depending on the advertisement type, scanning devices may re-
quest additional broadcast user data or issue a connection request using control data
(ADVB-C). These can be o�oaded to the secondary advertisement PHY channels as well.

2.4.5 Piconet Connections in BLE

A Central device may initiate connections to available peripherals, forming a piconet. An
everyday use case is a smartphone connecting to a �tness tracker; they typically stay
connected over time to exchange data.

Connection. While connecting, the Central speci�es the basic con�guration for their
piconet, such as connection event timing or the channel map. However, their connection
remains adaptive, permitting later changes to these values. Hence, changing the subrate
or the maximum length of packets remains possible without closing the connection.

Their connection builds on the LE asynchronous connection (LE ACL)[47, Table 3.4:
Logical transport types], providing reliable, bidirectional transport for both logical link
control data (LE-C) as well as asynchronous framed user data (LE-U). This transport
further assigns the Access Address to identify the active connection on the physical channel
and link layers.

L2CAP. These higher protocol interactions are transmitted using the Logical Link Con-
trol and Adaptation Layer Protocol (L2CAP). This protocol bridges the base physical
and logical layers with higher layers and o�ers multiplexed channels with segmentation
and reassembly. This way, upper-layer data is packaged into Service Data Units (SDU),
which are subsequently segmented and transported using individual transmission events
before they get reassembled on the receiver side. L2CAP further provides con�gurable �ow
control, quality of service, and optional enhanced error detection with retransmissions. A
Channel Identi�er (CID) identi�es the respective channel endpoints. This L2CAP concept
is a central building block for our BLE-based opportunistic transport in Chapter B.

ATT and GATT. Based on these L2CAP channels, BLE de�nes generic protocols, such
as the Attribute Protocol (ATT) and the Generic ATT (GATT) pro�le. ATT de�nes
interactions between the central device, which acts as a client, and the peripheral, which
acts as a server, holding addressable data values called attributes. Using L2CAP's reliable
channels, ATT allows the client to read and write the stored attributes on the server side.
The server, in turn, can use indications and noti�cation for asynchronous communication
to the client. As part of the GAP, the Generic ATT pro�le (GATT) sits on top of the
ATT protocol and organizes these attributes into characteristics and services. It further
de�nes pro�les, which in turn include several services or other pro�les.

2.5 IEEE 802.15.4

The IEEE 802.15.4 (2020) standard [49] devises the physical layer and medium access
control for low-rate communication on inexpensive devices in the same area, e�ectively
providing the lower network protocols for a low-rate wireless personal area network (LR-
WPAN). It extends the use case for ranging primitives, further extended in the IEEE
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Figure 2.4: IEEE 802.15.4 Layer Overview: IEEE 802.15.4 de�nes only the PHY and
MAC layers. Other standards can be built on top to de�ne network and application layers.

802.15.4z amendment (2020)[50] for enhanced ultra-wideband physical layers and ranging
methods. Higher layers, like network and application layers, are not speci�ed. Hence,
network con�guration or how messages are routed through the network are left to other
standards. Our works in Part II all build on IEEE 802.15.4. More concretely, we primarily
build on the IEEE 802.15.4 PHY, the MAC sublayer that further coordinates transmissions
over the shared medium, e.g., using Time Slotted Channel Hopping (TSCH), is out of scope
for this work (cf. Figure 2.4).

Topologies. IEEE 802.15.4 operates either in a star or a peer-to-peer topology. In the
star topology suited for, e.g., home automation, all devices communicate directly to a PAN
coordinator within the network. This coordinator manages the network topology and syn-
chronization; it is typically mains-powered, while other devices are likely battery-powered.
The peer-to-peer topology is used throughout this work as it permits transmissions be-
tween all devices, allowing multiple hops to forward messages from and to any device on
the network. Although it increases management complexity, this topology is well-suited
for industrial control and wireless sensor network applications.

The standard further devises an externally con�gured PAN ID that identi�es the net-
work. However, not part of the standard is how the initial networks form: some unique
coordinator is assumed to form the network initially. Not handled and speci�ed, for ex-
ample, are cases in which two coordinators try to create and control two networks using
the same PAN ID, thus leading to a collision (though a resolution is de�ned in case two
coordinators con�ict with their PAN ID). After creation, other devices can request the
coordinator to join or leave the network. Beacons, i.e., local broadcasts, advertise the
network to nearby devices. Further, a mesh of neighboring clusters is possible, but this is
beyond the scope of this work.

2.5.1 Physical Layer in IEEE 802.15.4

In IEEE 802.15.4, the PHY layer has direct control over the radio transceiver. It handles
ranging, transmitting, receiving, and lower-level features such as energy detection, channel
selection, or link quality indication. The PHY layer de�nes a PHY PAN information base
(PIB), allowing higher layers to read and con�gure the lower layer radio behavior.

The standard incorporates di�erent PHY modes with various modulations. For one,
the high-rate pulse repetition frequency (HRP) uses short pulses to modulate information
onto the carrier signal, enabling precise ranging in Ultra-Wideband. IEEE 802.15.4 also
supports GFSK (like Bluetooth) and other PHY modes. This section covers the two most
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Figure 2.5: IEEE 802.15.4 O-QPSK Packet Structure: The basic physical packet format
for O-QPSK starts with a synchronization preamble of four binary zero octets (i.e., eight
symbols). The 1 Byte Start of Frame delimiter (SFD) sequence marks the beginning of the
packet and is followed by the PHY header, which encodes the length of the PHY payload
using 7 bit .

relevant to this work: O-QPSK and HRP UWB PHY.

O-QPSK PHY. The O-QPSK PHY de�nes physical transport over a handful of dif-
ferent frequencies. The2450 MHz band is particularly important for this work. This
PHY achieves a data rate of250 kbit s� 1 in this band. Using a 16-ary quasi-orthogonal
modulation technique, the O-QPSK PHY maps every four data bits onto 1 of 16 pseudo-
random sequences consisting of 32 chips. This sequence is then modulated onto the carrier
frequency using o�set quadrature phase-shift keying (O-QPSK), i.e., changing the electro-
magnetic wave's phase. Figure 2.5 displays the associated PHY packet format.

HRP UWB PHY. The High Rate Pulse Ultra-Wideband PHY (HRP UWB PHY) builds
on an impulse radio signaling scheme. Initially proposed in IEEE 802.15.4a, it is now
part of the IEEE 802.15.4-2020 standard. Due to its modulation as nanosecond pulses,
UWB o�ers increased multipath fading resistance and further allows precise timestamping
of a packet's transmission and reception: The individual pulses only have a duration of
2 ns and provide a clean edge, providing accurate timestamps, motivating its usage in the
ranging domain and indoor localization. Section 2.6 covers the background on ranging
and localization. IEEE 802.15.4 UWB's packet format is comparable to the one de�ned
by the O-QPSK PHY, i.e., a synchronization part and a start of frame delimiter followed
by a header and the actual payload. However, in the case of UWB, the payload does
not carry the raw user data (PDSU) but is additionally encoded, among other things, for
forward error encoding. In addition, the modulation depends on the part of the packet:
The synchronization header (SHR) is modulated based on ternary chip or pulse sequences
(with a zero chip as an absent pulse). This modulation only uses the phase of the pulse
and not its position. An associated spreading factor adds zero chips between the speci�ed
codes. The whole sequence then constitutes a single preamble symbol, which, in turn, is
repeated based on a preamble symbol repetition (PSR) factor. While a higher repetition
factor elongates the preamble and on-air duration, it enhances detection at the receiver
side.

The modulation for the PHY header (PHR) and PHY payload combines burst position
modulation (BPM) and binary phase shift keying (BPSK) modulation [49, Figure 15-2]. In
this BPM-BPSK scheme, each symbol carries two bits of information. One bit is encoded
by the burst position, i.e., within the �rst or the second half of the symbol duration.
The other bit is modulated by the burst's phase or polarity. A burst is a sequence of
consecutive pulses de�ned by a chip scrambling sequence. The precise position of the burst
is further varied based on a burst hopping sequence. Both the chip scrambling and the
burst hopping sequence change over time, improving interference rejection capabilities [49,
15.3 Modulation]. Figure 2.7 illustrates the overall modulation. While the standard de�nes
a peak Pulse Repetition Frequency (PRF) of499:2 MHz, the mean frequency is lower as
pulses are only modulated within those burst windows: No pulses are transmitted during
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Figure 2.6: IEEE 802.15.4z-2020 HRP UWB ERDEV PHY Frame Format: The IEEE
802.15.4z-2020 standard extends the IEEE 802.15.4 HRP UWB PHY and introduces a
Scrambled Timestamping Sequence (here displayed in con�guration one, i.e., STS after
SFD) [50]. Ranging markers provide timestamping information, which can be used for
ranging based on the time of arrival, which is suitable, for example, for indoor localization.

the guard times and unused possible burst positions. The mean PRF depends on the
individual con�guration (see [49, Table 15-3]). To decode the respective signal, a potential
receiver samples the signal at least two times this peak frequency, i.e., at1 GHz.

Next to a sub-gigahertz band from249:6 to 749:6 MHz, the standard de�nes four chan-
nels in a low band from 3:1 to 4:8 GHz and eleven channels in a high band from6:0
to 10:6 GHz. Notably, Channel 5 operates in the high band on a center frequency of
6489:6 MHz with a bandwidth of 499:2 MHz and allows data rates of up to6:8 Mbit s � 1.

The current ranging amendment IEEE 802.15.4z-2020 [50] extends the standard and
describes enhanced ranging capable devices (ERDEV) along di�erent PIB con�gurations
and alternative sequences, e.g., for the SYNC preamble or SFD. This amendment de�nes
a base pulse repetition frequency (BPRF) mode at a nominal frequency of62:4 MHz and
introduces higher values (HPRF) starting from 124:8 MHz with slightly modi�ed modu-
lations. It further speci�es the concept of a Scrambled Timestamping Sequence (STS) in
which AES symmetric encryption scrambles the data to mitigate attacks on the times-
tamping (see Figure 2.6 for the respective packet format). The BPRF without the STS
allows interoperability with the usual IEEE 802.15.4 standard. Notably, the extension
further extends the maximum length of the payload to up to 4095 octets.

The IEEE 802.15.4 standard is an essential building block for various parts of this
work. Moreover, its standardized UWB radio technology provides basic mechanisms for
RF-based ranging, which we cover in the next section.

2.6 Ranging and Localization using RF Communication

Many applications, from asset tracking to navigation and virtual reality, require pre-
cise localization. Spatial knowledge remains a crucial building block, especially for our
resource-constrained mobile devices: it enables location-dependent services and applica-
tions. Further, it provides vital information for e�cient routing, i.e., allowing e�cient
communication.

This section introduces the ranging techniques, which provide metrics based on the
fundamental physical properties of electromagnetic waves. As covered in the second part
of this section, those metrics then allow subsequent localization.
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Figure 2.7: IEEE 802.15.4 BPM-BPSK Symbol Modulation: For the PHR and PSDU,
a symbol consists of a precisely timed burst of multiple consecutive chips as pulses. The
burst encodes one bit of information being either in the �rst or the second half of the
symbol's duration, while its phase encodes another bit of information. The burst's exact
position and chip sequence depend on the transmitted symbol's index.

2.6.1 Metrics

Estimating the distances between devices is a fundamental building block for localization.
Based on the physical properties of the underlying EM wave, several ways allow the
extraction of distance metrics: Signal Strength, Propagation time, and Phase Di�erence.

Signal Strength. As electromagnetic waves propagate in all directions, their amplitude
slowly fades with the inverse square law. A device can gauge the loss in signal strength
by comparing the received strength of the signal (RSSI) with its original strength at the
source. This method is commonly used for rough distance estimation in Bluetooth Low
Energy, for example. Based on propagation models, the received strength is related to the
propagation distance. In free space, for example, the lossL of a signal with wavelength �
that traveled a distance d is captured by the free-space path loss model, i.e.:

L dB = 20 log10

�
4�d
�

�

However, this model might be inadequate for other environments due to multipath prop-
agation and signal interference (e.g., constructive or destructive) [51]. Other models, such
as the log-distance path loss model, approximate the path loss in buildings. We employ
this model in Chapter B.

Propagation Time. As electromagnetic waves propagate at the speed of light, we can
gauge their propagation time, known as time of �ight (ToF), by measuring their time
of arrival (ToA) at the receiver relative to the time of departure at the sender. The
distance d between two nodes can be estimated using the time-of-�ightt of interchanged
wireless packets: d = t=c, with c as the speed of light. However, this requires sub-ns
time synchronization for decimetre-accurate measurements as a timestamping error of1ns
results in an error of 30cm. Instead of syncing the clock in advance, Two-Way Ranging
(TWR) protocols employ a two-way exchange. Based on the signal's round trip and
known processing delay, devices can gauge the time of �ight despite absolute clock o�sets.
However, the longer the processing delay, the higher the in�uence of clock drifts caused by
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minute inaccuracies in the underlying hardware. Due to the high velocity of EM waves,
those relative drifts need to be accounted for using, e.g., the measured clock frequency
o�set by the radio [52] or double-sided variants [53]. Moreover, the TWR protocols require
active participation, i.e., two devices must transmit a signal. This is a massive drawback
in terms of scalability, as the shared medium limits the number of active transmissions
per timeframe.

Hence, the time di�erence of arrival (TDoA) approach builds on the relative di�erence
of two or more received signals, allowing pseudoranges to be extracted for subsequent
localization. This approach scales well without the need for active transmissions and is
found, for example, in GNSS systems.

Phase Di�erence. Another characteristic is the EM wave's phase. However, the phase
can only be measured relative to another ground truth signal, i.e., measuring the phase
di�erence. Two perfectly synchronized oscillators, for example, can determine the phase
di�erence between the generated wave and the received wave. The measured di�erence in
phase� depends on the wavelength� and propagation distanced of the signal:

� =
�

2�d
�

�
mod 2�

Note that due to the periodic nature, the phase measurement wraps around at distances
of N� , multiples of the wavelength. Hence, the distance estimate retains a so-called
integer ambiguity N . At 2:4 GHz, the wavelength of 12:5 cm result in potentially high
ambiguities. Hence, several distinct frequencies are employed in practice to resolve these
ambiguities [54, 55]. In addition, other means, such as the propagation time, can be used
to resolve ambiguities. In the case of UWB, this approach increases the distance estimate's
resolution from centimeters down to millimeters [56]. Moreover, as each device inherently
runs its own (imperfect) oscillator, phase, and frequency o�sets need to be compensated
jointly [57].

The phase di�erence can also be measured between two (or more) receiving antennas
driven by the same oscillator. Knowing the distance between the antennas (ideally below�2
to prevent ambiguities) allows for calculating the di�erences in distance from the signal's
source to the individual antennas. As this relates to the signal's incoming angle, this
method is commonly known as Angle-of-Arrival (AoA) and can be found, for example, in
Bluetooth Low Energy with its tone extension as well as in Ultra-Wideband [58].

Obstacles and Non-Line-of-Sight. Obstacles like walls or the human body can profoundly
a�ect the signal's propagation, preventing signal recovery or reducing signal strength.
However, a reduced signal strength would also indicate an increased distance, resulting in
a positive ranging error when measuring distances based on signal strength. At the same
time, multipath propagation could cause an increased signal strength, again inducing
ranging errors. In the same way, walls or non-line-of-sight (NLOS) conditions a�ect the
extraction of the arrival time. For instance, an obstacle can attenuate a signal so that
the receiver cannot reliably identify the so-called �rst path anymore and instead might
wrongfully identify a re�ection or multipath signal as the reception timestamp, causing a
positive ranking bias. Identifying such NLOS measurements remains challenging and is
subject to active research (cf. Section 3.4.4).
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Figure 2.8: E�ect of Geometric Dilution of Precision: GDoP ampli�es the underlying
measurement variance in both time of �ight (ToF) and time di�erence of arrival (TDoA)
based localization, resulting in an increased variance and, hence, increased RMSE of the
resulting positional estimate. While the geometry (white anchors) fully determines the
GDOP, the variance depends on the speci�c ranging technique. Displayed values use
� T oF = 5 cm and � T DoA =

p
5� T oF � 11:2 cm based on our �ndings in Chapter E.

2.6.2 Localization

This section brie�y outlines the topic of localization to illustrate the ranging's e�ects on
overall accuracy, motivating our work on the underlying ranging primitives (cf. Chapter D
and Chapter E).

Localization is the process of determining a device's position based on underlying esti-
mations, such as distances or angles to known anchor positions. Hence, the localization
problem inherits all uncertainties and biases in the underlying measurements, often caused
by non-line-of-sight (NLOS) or multipath propagation of signals. Moreover, the underly-
ing topology de�nes the geometric dilution of precision (GDoP) (cf. Figure 2.8), which
can be interpreted as a multiplier for underlying measurement noises.

Localization approaches typically include a model that de�nes the relationship between
positions and expected measurements. The model parameters are optimized to minimize
the error between the expected and the actual measurements. Trilateration, for example,
infers the position relative to known anchor positions using, e.g., a least-squares error for-
mulation. However, approaches di�er in the underlying measurements. For one, instead
of distances, Triangulation uses angular information. TDoA-based systems can build on
pseudo-ranges or hyperbolic positioning (using the sender devices as focal points) to infer
positions, as illustrated by Figure 2.9. Fingerprinting, on the other hand, builds on a
database mapping known positions to several measurable metrics. Hence, new measure-
ments can easily be compared with recorded ones to �nd the best positional �t. These
methods may grow arbitrarily complex and can combine several metrics into a shared
model; for instance, the model might include sensor data from, e.g., Inertial Measurement
Units (IMU). The time domain can also be included to make use of the natural connection
between past and current measurements; after only a short duration, it is likely that the
current position is close to the previous one.

Further di�erences can be found in how the problem is solved: If all measurements are
available on a single, powerful device, that device might infer positions in a centralized
fashion. However, if the information is spread across multiple devices, a distributed ap-
proach, in the spirit of this work, might be more appealing: Typically used in cooperative

26



2. Background

Figure 2.9: Time of Flight and Time Di�erence of Arrival: Time of Flight (ToF) mea-
surements result in a circular positional likelihood around an anchor position. In contrast,
Time Di�erence of Arrival (TDoA) metrics imply hyperbolas with two anchor points as
focal points.

localization systems, nodes can advertise their estimated position to their neighbors, al-
lowing a whole network to position itself based on local views and communication. In
Belief Propagation, for example, devices quantify their positional uncertainty as a belief
which is subsequently exchanged with neighbors [59]. Nodes then regard the uncertainty
of other nodes to update their own beliefs. This approach (while not guaranteed) often
converges, reducing the positional uncertainty of the entire system. Figure 2.10 illustrates
an exemplary scenario using particles to approximate the underlying beliefs. In Chapter E,
we present and analyze a hybrid protocol that does not require static anchor networks,
ideal for such cooperative scenarios.
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Figure 2.10: Cooperative Localization Example: We simulated belief propagation (ap-
proximated by particles). Each of the four tags around the center holds access to a single
anchor, which con�nes possible locations to a quarter circle. By ranging and communi-
cating with each other, the tags exchange their beliefs to improve their estimate. Our
work on the fundamental ranging protocols, presented in Chapter E, is well suited for
such cooperative localization scenarios.
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Chapter 3

Related Work

After the last chapter covered the necessary background, this chapter now presents the
most important works for the diverse studies in this thesis. Starting with di�erent options
for contact tracing using wireless protocols, it covers related works for opportunistic data
exchange and obfuscation for embedded devices. Afterward, this chapter covers related
work for Ultra-Wideband ranging and safe coordination based on Synchronous Transmis-
sions.

3.1 Digital Contact Tracing on Wearables

When COVID-19 hit in 2020, the resulting pandemic paralyzed the world. As the virus
primarily spreads via droplets and airborne particles and simultaneously has an incubation
time of several days, people could keep track of their interactions and notify each other
as soon as an infection is detected, which is the main idea behind Contact Tracing. Using
technology, Digital Contact Tracing was expected to provide an easy and fast way to
record interactions. Often based on mobile devices, it enables prompt noti�cations in
case of infections and, importantly, allows contact tracing between strangers without the
need to exchange contact details. This way, Digital Contact Tracing could enable e�ective
large-scale contact tracing [18, 19]. While it gave rise to privacy concerns, depending on
the protocol, it could also enable privacy by reducing the amount of sensible data shared
with other devices or a central system.

DP-3T. As many people as possible should use a tracing system to become e�ective.
At the same time, privacy and utility are essential for user acceptance [60]. Accordingly,
protocols such as the Decentralized Privacy-Preserving Proximity Tracing (DP-3T) pro-
mote a privacy-preserving tracing protocol that runs on BLE, which is widely available on
smartphones: BLE devices exchange anonymized tracking beacons with nearby devices.
These pseudorandom beacons change throughout the day and are published to inform po-
tential risk contacts in case of a con�rmed infection. Devices further record the received
signal strength to gauge the distance. This way, other devices can check whether they have
been in close contact by comparing the stored beacons with the published ones, enabling
large-scale contact tracing in a decentralized fashion. The protocol remains e�cient and
preserves privacy as data is recorded and compared on the device. Further, no personal
information is required to notify others.

Google and Apple's Exposure Noti�cation Protocol. Google and Apple unveiled their Ex-
posure Noti�cation Protocol (GAEN) in April 2020, enabling privacy-preserving contact
tracing on smartphones running iOS or Android [20]. Like DP-3T, the GAEN protocol
builds on BLE to exchange wireless beacons. Directly integrated into the respective oper-
ating systems, this protocol became widely available to smartphones, fostering large-scale
decentralized contact tracing.

Other Contact Tracing Protocols. The urgent need for privacy-preserving protocols in-
spired numerous tracing protocols beyond this work's scope. These protocols di�er in how
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tokens are generated, matched, and analyzed (i.e., centralized vs. decentralized); Garofalo
et al. present an overview, assessing the privacy and security of several protocols [61].
For one, the Pronto-B2 and Pronto-C2 o�er increased privacy by deriving unique keys
for each interaction/contact [62]. Instead of recording the other party's key, both parties
combine their broadcasted ephemeral keys into a shared one (e.g., using a cryptographic
hash function). Within the Pronto-C2 protocol, the ephemeral keys are public keys and
are subsequently used to derive a shared secret based on a Di�e-Hellman-Merkle key ex-
change. This way, in case of an infection, noti�cations address individual interactions,
increasing the privacy and security of the protocol.

BLE's Privacy. Besides e�ective tracing, the main objective of (most) tracing protocols
is to preserve the users' privacy. Most security protocols focus on the protocol itself. Yet,
leveraging BLE's advertising beacons for local broadcasts, as done, for example, in the
GAEN protocol, potentially allows identifying and tracking devices [63]. Seiskari provided
a proof-of-concept implementation and simulation [64]: Based on the published infected
keys, 400 BLE-sni�ng devices could identify and track 15 infected out of 300 simulated
individuals within a 2:25 km2 area. Yet, identifying and tracking devices might be feasible
independent of security vulnerabilities in the speci�c protocol. For one, Ru²in, ² et al.
analyzed BLE's radio characteristics and could identify six devices with an accuracy of
more than 84% by deriving a device-speci�c RF �ngerprint, potentially enabling device
tracking [65].

BLE's Ranging Accuracy. The underlying RSSI-based distance estimation becomes inac-
curate when the direct path between the BLE devices is attenuated. Hence, as the human
body also attenuates the signal, the raw BLE path loss model is overly simplistic [66, 67].
Etzlinger et al. �nd that despite the sensitivity to carrying positions, BLE's ranging accu-
racy permits exposure noti�cation [66]. In addition, their work indicates that multipath
propagation in an indoor environment actually counteracts and reduces the e�ect of body
attenuation. In subsequent work, Nuÿbaummüller et al. tune the underlying BLE path
loss model based on the device context derived by the carry position (hand-held, in the
pocket, phone call, and at the table) and environment (indoor/ outdoor) [67]. Leverag-
ing machine learning to distinguish the di�erent contexts, the distance estimation error
could be reduced to1 m in short-distance scenarios, i.e., less than3 m. They �nd that
Ultra-Wideband distinguishes indoor and outdoor scenarios with 99% accuracy because
of the inherent multipath re�ections present indoors; BLE's accuracy was assumed to be
86% based on a previous work by Poirot et al. [68]. Alternatively, collaborative tracing,
as proposed by the CoCoT protocol, could overcome BLE's ranging limitations by sharing
distance estimations with neighboring devices [69].

Combining BLE and UWB. By combining BLE's e�cient neighbor detection with UWB's
precise distance measurements, SociTrack achieves sub-meter accuracy [70], resulting in
a general-purpose infrastructure-free solution to track social interactions between, for ex-
ample, a caregiver and infant. Janus [71] is a dual-radio approach for energy-e�cient and
accurate proximity detection, achieving a battery lifetime of weeks to months with an
average error below30 cm. Leoni et al. deployed Janus in three summer camps for �eld
evaluations. Their �ndings indicate that Janus provides a high temporal and spatial res-
olution that is bene�cial for complex interaction scenarios (such as summer camps) [72].
With PEPPER, Molina et al. present Privacy-Preserving Contact Tracing on low-cost
tokens equipped with both BLE and Ultra-Wideband [73]. Based on Desire [74], a Di�e-
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Hellman-based tracing approach like Pronto-C2, devices use BLE to exchange ephemeral
keys in PEPPER. To mitigate BLE's range inaccuracies (based on RSSI), PEPPER builds
on UWB to estimate the range, which is opportunistically engaged after BLE's initial de-
tection. This approach produces fewer false negatives, especially in occluded positions like
the pocket or backpack, but also incurs higher false positives. However, risk evaluation
and record matching cannot be performed on-device and are o�oaded to trusted proxy
devices.

Low-Power Solutions. The Bluetooth SIG devised the Wearable Exposure Noti�cation
Service, a communication protocol to extend contact tracing to wearables [75]. This proto-
col focuses on o�oading records to a trusted proxy device and maintains compatibility with
di�erent tracing protocols, including the GAEN protocol. Several works employ wearables
for contact tracing due to their inherent versatility. Thompson et al. analyzed the e�-
cacy of wearables for contact tracing in care homes during the COVID-19 pandemic [76].
Their work focuses on the integration and engagement with their tracing wearables, which
identi�ed the perceived inconvenience and actual limitations (like battery lifetime) as hin-
drances to acceptance. Tripathy et al. envision Easyband, a BLE-based contact tracing
wearable, but do not provide implementation details [77]. Verbelen et al. build upon Wi-
Fi on a battery-powered circuit board to measure RSSI and exchange UUIDs for contact
tracing [78]. While most works build on BLE or UWB as the fundamental technologies to
measure distances, others utilize Ultrasonic sensors [79]. LoRaWAN, a long-range wireless
protocol, was used for contact synchronization [76].

Our Contribution. Chapter A present TraceBand, our contribution to digital contact
tracing. TraceBand is a low-cost, versatile wristband for decentralized contact tracing
that is compatible with the GAEN protocol. In contrast to other works, TraceBand
prioritizes compatibility with existing tracing protocols to enhance their reach. We further
evaluate the possibility of on-device risk analysis, a function o�oaded to trusted proxies
in other works. TraceBand prioritizes low costs and solely builds on BLE for tracing and
synchronization of keys.

3.2 Opportunistic Networking over Bluetooth Low Energy

Data exchange is essential in today's connected world and an elemental building block for
distributed systems. For instance, BLE-based contact tracing is only e�ective when the
devices are later noti�ed about infected contacts. However, what if stable communication
links are not available? What if communication infrastructure is unavailable or was left
inoperable by natural disasters?

Delay-Tolerant Networking. Delay-tolerant networking (DTN) proposes a store-and-forward
approach to overcome challenging network conditions [39]: Intermediate nodes store mes-
sages on behalf of other nodes and forward them to di�erent nodes until the data reaches
its destination. This way, data can be exchanged even if end-to-end links are unavail-
able. The concept behind DTNs is not limited to a single networking technology and may
span di�erent networks, therefore spanning a so-called Overlay network. For one, DTN
enables communication to distant satellites, overcoming the typically prolonged disrup-
tions of inter-satellite links caused by obstacles such as blocking planets. For example,
Contact Graph Routing [80] plans routing based on scheduled and episodic communica-
tion windows. However, such deterministic links are not always available. Opportunistic
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Networking describes a speci�c kind of delay-tolerant networking [38] in which commu-
nication opportunities are not scheduled or planned but opportunistic, using, e.g., the
inherent mobility for data forwarding. Hence, data might propagate from one connected
vehicle to another or �ow through people's social interactions.

Bundle Protocol. The Bundle Protocol (BP) [41] speci�es the architecture and respective
data format for DTN communication: Endpoint Identi�er addresses identify nodes across
network boundaries, i.e., in the overlay network. The data is packaged into "bundles"
containing all necessary information for addressing routing and security features such as
encryption. Convergence Layer Adapters handle bundle transport over a speci�c network
technology like TCP [81], or SCTP [82]. At the bare minimum, a Convergence Layer
Adapter must send serialized bundles to a neighboring node and receive incoming bun-
dles. This transport does not need to be bidirectional, reliable, or in order, even allowing
transport over email [83]. In a store-and-forward manner, bundles generally travel over
several nodes; metrics like delivery ratio and delay determine the forwarding quality within
the overlay network. The routing itself highly depends on the dynamics, the application,
and available resources: Bundles might be forwarded only selectively to their destination
to minimize resource usage or broadcast to all nodes to reduce delays. Accordingly, plenty
of routing algorithms are available but are out of this work's scope. We refer to Dalal et al.
for a systematic overview [84]. Several independent but interoperable implementations of
the Bundle protocol exist, e.g., the recent Unibo-BP [85], DTN7 [86], or� D3TN. � D3TN,
subsequently used in this work, is a �eld-tested DTN implementation, exemplarily used
to provide internet access to remote areas using delay-tolerant networking techniques and
CubeSat satellites [87]. Their recent work proposes architectural re�nements for� D3TN,
provides an overview of di�erent BP implementations, and devises essential design princi-
ples for BP software [88].

Delay-Tolerant IoT. Bluetooth technology, with its energy e�ciency and neighbor discov-
ery, has been a viable prospect for opportunistic networking. In 2005, the Haggle project
experimentally measured the mobility of 41 persons at the INFOCOM conference using
small devices equipped with Bluetooth, envisioning pocket-switched networks running over
Wi-Fi or Bluetooth [89]. Indeed, the Bundle protocol's earlier reference implementation
supported transport over Bluetooth classic. However, it did not support dynamic connec-
tions or the recent Bluetooth Low Energy technology; this transport option has also been
removed from newer versions [86]. Several custom and application-speci�c DTN imple-
mentations exist in the IoT domain, ranging from emergency communication [90] over the
collection of sensor data [91] to opportunistic device-to-device interactions [92]. Yet, some
approaches provide IoT devices with general DTN functionality: Auzias et al. present
BoAP for Delay-Tolerant Internet of Things [93]. BoAP is a Bundle Protocol binding
for the Constrained Application Protocol (CoAP), a UDP-based Internet application pro-
tocol for resource-constrained devices. Pöttner et al. generalize the bundle protocol to
low-power IEEE 802.15.4 sensor nodes like the TelosB, facilitating delay-tolerant wireless
sensor networks on top of the Bundle protocol [40]. They build on an IEEE 802.15.4 Con-
vergence Layer Adapter and a custom� DTN implementation based on Contiki (not to be
confused with � D3TN). Compared to raw 802.15.4 usage, adding an IPv6 layer through
6LoWPAN was found to cause additional overhead.

Jesús-Azabal et al. evaluate the quality of service (QoS) for opportunistic mobile ad
hoc network [94]. Using BLE-based communication, they monitor critical metrics like the
latency and delivery probability in simulations based on �the ONE� [95] and their practical
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deployment using Android smartphones. They �nd that the metrics they obtain through
simulations di�er signi�cantly from the ones they get in their realistic scenario: While
both results were acquired using random movements and epidemic routing, the simulation
contained a higher rate of encounters and, thus, improved forwarding.

Simulating Opportunistic Networks. Opportunistic Networks build upon the dynamics
in the underlying networks for data forwarding, induced mainly by the mobility of the
participating devices. Hence, simulators play a signi�cant role in the DTN domain as they
provide a manageable way to evaluate DTN and Opportunistic Networking approaches [96,
97]. Simulators like ns-3 [98] or OMNeT++ [99] are established simulators, focusing on
emulating the underlying networking protocol.

Dede et al. compare and categorize di�erent simulators for opportunistic networks [97].
They postulate best practices, relevant for Section 4.2: (1) Real traces are preferable over
random mobility models; the mobility model determines performance. (2) Complex radio
propagation signi�cantly impacts network performance but is best explored in a testbed
and simpli�ed for simulations to reduce overhead. (3) Communication and processing time
should be analyzed instead of device lifetime and battery life, as the latter metrics highly
depend on user behavior.

The ONE simulator [95] holds a variety of available movement patterns and real-life
datasets. It focuses on mobility but simpli�es the radio environment. In addition, code
has to be written explicitly for simulations.

LEPTON, a Java-based mobility simulator, allows emulating the actual code through
custom adapters to facilitate the development of opportunistic networking middleware
and applications [100]. Available adapters utilize UDP for neighbor discovery and TCP
for bundle transport, employing a simple max range model for transmissions. It sup-
ports diverse mobility scenarios, including the KTH Walkers dataset. Obtained through
LEGION studio [101], a pedestrian modeling and simulation software, the KTH Walk-
ers datasets hold recordings of hundreds of pedestrians walking around in a city area in
Stockholm, Sweden.

Our Contributions. In Chapter B, we present DisruptaBLE, a BLE-powered solution
for Opportunistic Networking on low-power IoT devices. DisruptaBLE integrates into
existing DTN technologies based on the Bundle Protocol and optimizes neighbor discovery
and communication, enabling e�cient broadcasts. DisruptaBLE also comes with a system-
level simulation architecture that enables the execution of the same code in simulation and
on real devices. This opposes the mentioned best practices but allows deep insights into
the system by keeping the simulation close to actual deployments; Section 4.2 discusses
this further.

3.3 Obfuscation for Resource-Constrained Devices

In the best case, obfuscation obscures the code so that an attacker cannot infer any-
thing about the program but its speci�c output for a given input; the program remains a
black box to the attacker. However, it has been shown that such Black-box obfuscation
is impossible [102]. The best-possible obfuscation method relaxes the black-box require-
ment, requiring that the obfuscated program reveals no more information than any other
program with the same functionality [103]. While current obfuscation techniques do not
guarantee complete immunity to reverse engineering, they make attacks more complex and
are still widely used in practice. An attacker might not have the necessary resources, i.e.,
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Figure 3.1: Example of Control Flow Flattening: Control Flow Flattening squashes the
�ow of a program, making it harder to analyze. The original program (left) counts up to
24. The obfuscated program (right) introduces a variable to determine the sequence of
blocks.

the computational power or time, to break the obfuscation. Another approach, White-Box
Cryptography, tries to embed and hide a secret key from an attacker who has full access
to the implementation. For one, block cipher implementations like AES are commonly
augmented with a secret key. Nevertheless, the feasibility of (secure) White-Box Cryptog-
raphy is questioned, even if bindings to the underlying hardware are introduced [104].

Obfuscation for IoT. Saputra et al. propose substitution-based bytecode obfuscation
to prevent unauthorized execution of Java code [105]: Based on a conversion table, the
respective opcodes are mapped to di�erent codes, preventing unauthorized mobile devices
from executing the obfuscated code.

Chakraborty et al. build upon key-based control �ow obfuscation to mitigate static and
dynamic analyses of embedded code (without hardware access) [33]. Figure 3.1 illustrates
this concepts. Pre-determined keys are read from dynamically calculated memory locations
during execution. If all the keys match, the execution follows the usual control �ow;
otherwise, it diverges and produces wrong outputs.

Fyrbiak et al. use a hybrid approach, obfuscating embedded software and its microar-
chitecture, substitution, and permuting opcodes [106]. Additional hardware-level tamper
response mechanisms (triggered by a detected attack) shall prevent attacks on their in-
struction set architecture by, e.g., clearing the decoding unit from memory.

Similarly, Cyr et al. obfuscate by swapping a subset of instructions to protect a system
from cloning [107]. Targeted toward resource-constrained IoT devices, Shi et al. explore
lightweight white-box encryption schemes [108, 109].

Obfuscation Overhead. Typical Obfuscation passes add dummy code to hide the pro-
gram's inner workings. Thus, obfuscation typically incurs processing time and program
size overhead. However, the resulting size and processing time are not straightforward
to determine. Hence, the added obfuscation might render programs too large to �t onto
constrained IoT devices or too slow to meet real-time requirements. For one, Di Pietro
explores neural networks to predict the caused overhead, achieving better performance
than naive methods [110].

In the context of embedded devices, Suresh and Sankaran compare Obfuscator-LLVM
(OLLVM, an obfuscator for LLVM's intermediate representation) [111] and Tigress (a
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source-to-source obfuscator) [112]. Their work shows that the choice of obfuscator in-
�uences the resulting performance, which might render it non-functional for embedded
devices [113].

Our Contributions. In Chapter C, we propose predictable obfuscation: With predictable
obfuscation, the overhead does not need to be gauged but is perfectly predictable. This
way, the obfuscation is adapted to the available space and processing time, making it
perfectly suitable for constrained devices. While the proposed techniques allow predictable
obfuscation, they have more overhead than available obfuscators.

3.4 Ultra-Wideband Ranging

As implied by its name, Ultra-Wideband (UWB) signals utilize a wide frequency band due
to their short pulses of1 to 2 ns(see Section 2.5.1). Compared to narrowband technologies,
UWB allows for extracting a reception's arrival time with lower variance, making it an ideal
candidate for ranging applications. The lower variance potential can be directly derived
from the Cramer-Rao bound (CRB) for the unbiased time of arrival estimation [114, 115]:

� 2
� �

1
8� 2� 2

f SNR
(3.1)

with � 2
� being the variance of the estimation and� f the bandwidth of the received signal

and SNR denoting the signal-to-noise ratio (SNR). Hence, while the SNR shows a linear
in�uence on the estimation's variance bound, the bandwidth holds a quadratic e�ect. For
this reason, UWB's larger bandwidth of 500 MHz (or even1 GHz) allows for more accurate
timestamping estimates than, for example, BLE.

Focusing on this variance, Chung and Ha reduce the timestamping (and hence the rang-
ing error) by averaging over multiple pulses, i.e., decreasing the e�ect of noise inherent in
each pulse [114]. They show that their approach comes close to the theoretical CRB (un-
der certain conditions). However, their work makes two crucial assumptions: (1) perfect
synchronization of clocks between the sender and the receiver and (2) a direct LOS path
between the sender and the receiver.

Neither assumption holds in practical settings: Hardware inaccuracies inevitably lead
to diverging clocks, and indoor scenarios, a prominent setting for UWB ranging, e�ectively
result in signal attenuation and multipath propagation.

In the following, we start by discussing in�uential works in the domain of UWB ranging
based on the time of �ight. We cover fundamental ranging techniques like Two-Way
Ranging, which aim to mitigate clock inaccuracies. As these techniques require many radio
transmissions and are less e�cient, we also cover other techniques, such as Many-To-Many
ranging or TDoA-based ranging for scalability. The main goal across all of these works
is precise clock synchronization, which is required to extract precise ranging estimates.
This section then focuses on other essential elements that a�ect the ranging process: It
covers the calibration of the underlying hardware and sources of error, such as Non-line-
of-sight (NLOS) measurements. Finally, we brie�y mention phase-based approaches for
Ultra-Wideband, enabling angle-of-arrival or distance estimates with high precision. Note
that we do not cover the security aspects of these systems, which are critical for practical
deployments. We refer to Stocker et al. for security in UWB ranging [116, 117].
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3.4.1 Two-Way Ranging

Two-Way Ranging describes a two-way message exchange between two devices to measure
the time of �ight and subsequently to reckon the distance based on the duration between
arrival and departure (i.e., time of arrival, cf. Subsection 2.6.1). This exchange mitigates
o�sets between the clocks but does not account for clock drifts resulting from less accurate
oscillators in UWB hardware, cf. Figure 3.2, While this approach is viable for slower
signals (like acoustic signals), RF wireless transmissions travel with the speed of light,
requiring precise timestamping for the most accurate results. However, di�erences in
the clock frequencies of both devices, induced by the underlying hardware, can result in
errors so signi�cant that the estimated distance is o� by several kilometers, rendering
it unusable. Hence, several protocol variants exist to measure and mitigate the relative
drift between the devices (with varying success) [118]. For one, the symmetrical double-
sided two-way ranging (SDS-TWR) approach builds on two interleaved ranging rounds
with symmetric response delays to estimate the range [119]. Yet, hardware inaccuracies
or the relative clock drift render perfectly symmetric response times di�cult, resulting in
drift-induced biases [120]. With the Alternative-Double-Sided Two-Way Ranging (Alt-DS-
TWR) protocol, Neirynckm Luk and McLaughlin fully mitigate the bias caused by relative
drifts between the devices, even for asymmetric response delays [53]. In their protocol
variant (like in SDS-TWR), one device sends out an additional message that allows the
calculation of the respective clock drift at the other device (assuming the distance remains
the same). Navrátil and Franti²ek analyze the bias and variance of this common ranging
protocol [121]. In Chapter E, we derive a more accurate analysis and show that our
analysis holds up in practice.

Dotlic, Connell, and McLaughlin present Carrier-Frequency O�set (CFO) estimation
as an alternative to measure (and subsequently) mitigate the relative drift between de-
vices [52]. UWB transceivers like the DWM1001 [29] determine this CFO estimate on
reception, as the carrier frequency o�set is directly linked to the underlying clocks. While
the CFO estimation introduces additional noise, they demonstrate that, on average, the
distance measurements remain comparable with their Alt-DS-TWR variant while only re-
quiring the traditional two-message exchange or Single-Sided TWR (SS-TWR). Figure 3.3
shows the message exchanges employed by SS-TWR and DS-TWR.

3.4.2 Time Di�erence of Arrival

Time Di�erence of Arrival (TDoA) determines the di�erence between the arrival times of
two or multiple transmissions. This approach enables the extraction of positional informa-
tion from other transmissions; the receiving device does not need to transmit, increasing
scalability. Two main approaches to TDoA localization systems exist, which we brie�y
cover: Uplink and Downlink TDoA.

Uplink TDoA. In Uplink TDoA (U-TDoA), the tag (i.e., the object to be localized) sends
a signal to be received by multiple anchors, i.e., static devices with known positions. Based
on the known anchor geometry, the di�erences in arrival timestamps at the anchors can
be used to derive the tag's position. Hence, the positional information is not directly
available on the device. At the same time, the tag has to transmit, limiting the scalability.
With TALLA, Vecchia et al. present a large-scale Uplink TDoA solution based on wireless
synchronization, achieving decimeter-level localization accuracy [123].
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Figure 3.2: Exemplary Relative Drift of Two UWB Devices Over Time: The IEEE
802.15.4 standard requires clock drifts, i.e., change in clock frequencies, of less than20ppm
for UWB devices [50]. Devices must estimate and correct relative drifts for high-quality
distance estimates. Based on records for ALADIn, cf. Chapter D, we display the relative
drift over time of UWB devices 5 and 3 (relative to node 2) in CLOVES-7 [122]. Rel-
ative drift was estimated using the Double-Sided TWR protocol. CI values correspond
to the CFO estimation based on the carrier integrator, which mitigates relative drift in
Single-Sided Two-Way ranging protocols. Devices commonly exhibit a startup drift before
stabilizing.

Figure 3.3: Message Exchange in SS-TWR and DS-TWR for Time of Flight Estimation:
DevicesA and B actively exchange messages to correct for clock o�set and relative drift.
The SS-TWR protocol uses the frequency o�set (CFO) to estimate the relative drift, while
the DS-TWR protocol adds another �nal message.
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Downlink TDoA. Downlink TDoA (DL-TDoA) reverses the roles of Uplink TDoA and
shares similarities with GNSS positioning: The former passive anchors now broadcast
periodically while tags listen and record the time di�erences. This way, the tags can
infer their position based on known anchor positions and their TDoA information. The
estimated position is thus available on the device and does not limit the number of listening
tags [124, 125]. This concept is further optimized by SnapLoc [126] and Chorus [127],
which leverage the available Channel Impulse Response on the tag to detect multiple
anchor transmissions within one reception, covered by the next section.

Wireless Time Synchronization for TDoA. Both TDoA approaches require synchroniza-
tion of the anchor devices. Hence, just as in Two-Way Ranging, clock drift limits the
accuracy of TDoA approaches [124]. Leugner et al. analyze the quality of wired and
wireless time synchronization [128]. They achieve synchronization with a standard de-
viation of 400 ps for wireless (drift-compensated) and133 ps for wired synchronization.
They further propose the TriClock protocol, which compensates for clock drift (using the
preamble duration) and clock o�set with one message and compensates for propagation
delays with a second message, achieving a (worst-case) mean error of420 psand a standard
deviation of 78 ps. Further options for wireless time synchronization are being explored,
achieving around300 psof standard deviation [129]. Hamer and D'Andrea demonstrate a
self-calibrating anchor network for TDoA localization of drones and exemplarily achieve an
error with 0:77 psmean (0:023 cm) and 50 ps(1:5 cm) standard deviation [130]. Tiemann et
al. evaluate the in�uence of synchronization frequency on the localization accuracy [131].
Their experimental �ndings are backed up by larger scale deployments like TALLA, i.e.,
higher synchronization frequencies enable better accuracy and should roughly be above
1 Hz for accurate TDoA measurements [123].

In Chapter E, we describe how Two-Way ranging can be extended to allow drift-
corrected TDoA extraction without prior clock synchronization; the basic calculations
are available as preprint [4]. This results in a hybrid solution, balancing scalability and
the need for precise time synchronization. We cover these in the following.

3.4.3 Scalability

While Downlink TDoA allows for easy scalability in terms of tags, large-scale deployments
like ATLAS FaST [132] and TALLA [123] build on time-slotted schedules for anchor trans-
missions. This approach prevents packet collisions and allows for energy-e�cient TDoA
localization. While the scheduling remains relevant, we can further employ three funda-
mental techniques to scale UWB localization systems: (1) concurrent ranging, (2) Many-
To-Many ranging, and (3) TWR/TDoA hybrid methods. We brie�y cover all three in the
following paragraphs.

Concurrent Ranging. Concurrent (or Simultaneous) Ranging builds on (almost) concur-
rent transmissions from the anchor network. While receivers can typically receive only
one of the transmissions, they can employ the Channel Impulse Response (CIR), which
includes channel amplitudes around the received signal [126]: Based on peaks in the CIR,
arrival timestamps can be estimated. This technique is well suited for the Downlink-
TDoA approach. The mentioned TDoA approaches SnapLoc and Chorus are prominent
works exploring this method. Based on the timing and the relative phase, the decoded
transmission is not necessarily the one �rst arriving at the receiver, cf. [35, 133]. Fur-
ther, the transmissions must be timed correctly: There should be enough time between
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transmissions to separate the peaks in the receiver's CIR. Also, hardware constraints may
restrict the transmission time even if clocks are well synchronized. For one, the DW1000
transceiver has a timer resolution of15:65 psfor receptions (approximately 0:47 cm) but is
only able to schedule transmission every8 ns, i.e., the low-order 9 bits are ignored for TX
scheduling [134]. This is sometimes referred to as "TX uncertainty" from a receiver's per-
spective [133], yet the transmission remains deterministic for the sending device. However,
this TX ignorance would deteriorate the TDoA calculations without mitigation. Accord-
ingly, SnapLoc [126] proposes sending correction values containing the di�erence between
planned and actual TX timestamps. Instead of correction, Chorus [127] explores the im-
pact of having imperfect TX timestamps. Their later work explores how the clocks can
be tuned to transmit at the desired moment [133].

Many-To-Many Ranging. Many-to-many ranging reduces the number of overall transmis-
sions by converting them to broadcasts [50, 135]. Instead of executing pairwise two-way
rangings, which would needn(n � 1) messages in the case of SS-TWR, this variant re-
duces the number of transmissions down to2n (given that the packet size is large enough
to carry the timing data for n nodes). Hence, each message in the original protocol can be
converted into a series ofn broadcasts. Accordingly, to execute the DS-TWR protocol (as
intended between all devices), the protocol would requiren additional transmissions, i.e.,
3n overall, to exchange the additional third message. We leverage DS-TWR many-to-many
ranging in Chapter D for e�cient antenna delay calibration.

Hybrid ToA and TDoA Methods. As Two-Way Ranging implicitly synchronizes clocks
(mitigating o�set and drift for a brief moment), passive listeners can overhear the ranging
exchange and extract TDoA information without prior clock synchronization [4]; Figure 3.4
illustrates this scenario. Hence, if a system builds on Two-Way ranging, it allows TDoA
localization without additional messages. For one, Dotlic et al. propose Asynchronous
TDoA (A-TDoA) for Uplink TDoA scenarios within SS-TWR exchanges [52]. Several
other works propose related mechanisms as their key enabler for scalable TWR-based
systems [4, 136�143]. Chapter E presents an in-depth analysis of our generalized DS-
TWR hybrid approach, which o�ers reduced variance compared to single-sided variants
at the expense of message complexity.

3.4.4 Calibration and Sources of Error

As the RF signals travel at a high velocity (i.e., the speed of light), slight time deviations in
the underlying hardware and its processing a�ect the estimation quality. In the following,
we cover calibration techniques to correct these deviations and discuss sources of error for
UWB ranging.

Calibrating Antenna Delays. The signal processing hardware induces individual delays
for transmissions and receptions, such that the reported time might not correspond to
the actual time, potentially resulting in a measurement bias. Such antenna delays mainly
depend on the individual hardware but vary with temperature and battery voltage, e.g.,
in the case of the DWM1001 platform, by2:15 mm � C� 1 and by 5:35 cm V� 1 [144]. For the
DWM1001 hardware, calibrating this delay reduced the related ranging error from30 cm
to 4:5 cm in 99:7% on 2000sample devices [144].

If the anchor geometry is known, the devices could calibrate themselves using the di�er-
ence in measured and actual distances. Horváth et al. extend symmetric two-way ranging
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Figure 3.4: Hybrid Method for UWB Ranging: Devices A and B measure the time of
�ight using Two-Way Ranging to estimate their distance. Overhearing deviceL determines
the time di�erence of arrival (TDoA), allowing scalable positioning along hyperbolas.

(SDS-TWR) using passive devices as overhearing devices for antenna delay calibration
based on TDoA extraction [145]. They analyze the impact of drift-induced error, yet their
initial TWR formula does not correct the relative drift. Although their passively extended
calibration can signi�cantly reduce the systematic error, it retains a random error induced
by relative drifts and the overall delay times. They present a randomized calibration,
randomly choosing two other devices for mutual calibration of three devices. In addition,
they validate the calibrated distances to mitigate outliers.

Shah et al. propose another TDoA-based technique for antenna delay calibration [146].
Based on known geometry, their approach estimates the delay of one node per ranging
session between two active and one passive node. Their calibration requires individual
ranging rounds and external hardware.

Other approaches to calibration build on the Alt-DS-TWR protocol, which corrects for
relative clock drifts. However, this ranging protocol employs an inherent non-linearity that
makes isolating the antenna delays challenging. Gui et al. collect measurements and solve
the resulting non-linear system using Particle-Swarm-Optimization (PSO) to gauge the
antenna delays [147]. Piavanini et al. enhance the performance using Gauss-Newton (GN)
optimization [148]. Both approaches retain the non-linear ranging equation and solve non-
linear systems containing alln(n� 1)=2 pairs, demanding substantial resources. Afterward,
both cases use an ordinary least-squares approach to estimate individual antenna delays.

Shalaby et al. propose a DS-TWR variant [149], calibrate antenna delays, and further
formulate the relation between the remaining bias and the uncertainty of the measurements
as a function of the received signal power. They achieve an average improvement of 46%
in localization by using an Extended Kalman Filter and Cauchy loss.

In Chapter D, we propose a di�erent formulation for the Alt-DS-TWR protocol that
allows isolating the antenna delays linearly (and without TDoA). This formulation lets
us directly infer the calibration values using ordinary least squares, even on constrained
devices, without requiring less e�cient (non-linear) methods like PSO or GN. Moreover,
our approach is holistic, i.e., it determines optimal calibration values regarding the whole
network instead of isolated groups. Nevertheless, this approach might over�t to speci�c
non-linearities such as non-linear range and orientation biases which the following para-
graph covers.
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Non-Linear Range and Orientation Bias. The delay in the signal-processing hardware
further depends on the strength of the received signal, i.e., reception timestamps are also
skewed based on the received power, leading to underestimating short and overestimating
long distances. In the case of the DWM1001, calibration values are available and allow the
derivation of correction values based on the received signal strength indicator (RSSI) [144].
Moreover, in the case of UWB, even slight variations in the relative orientation of the
devices can a�ect the experienced bias by up to a few decimeters [150, 151]. These biases
stem, for example, from the non-omnidirectional radiation radiation [151].

Self-Calibration. Within Self-Calibration, nodes (especially anchors) derive positions based
on a localization algorithm. The problem of self-calibration is beyond this work's scope
as the problem quickly grows too complex and hence becomes increasingly challenging to
solve on constrained devices. For one, De Preter et al. use Gauss-Newton optimization
to track a tag relative to a network of anchors with unknown positions [152]. The tra-
jectory of the tag, anchor positions, and a linear ranging bias are jointly estimated. We
refer to Ridol� et al. for an extensive survey on Self-Calibration for UWB Positioning
Systems [153].

Multipath and Non-Line-of-Sight Conditions. Attenuation is another challenge for UWB
ranging. Caused by re�ections and obstacles, strong enough attenuation can cause the
UWB transceiver to incorrectly identify a later peak as the �rst path, thus missing the
direct path. This adds a potentially signi�cant positive error to the timestamping and can
bias distance estimates by several meters. In Chapter E, we present our model for DS-
TWR and TDoA that captures the in�uence of NLOS and multipath e�ects. Yet, detecting
and mitigating NLOS for links or individual transmissions is crucial for qualitative distance
estimates (especially in indoor scenarios). Works typically rely on machine learning to
classify individual transmissions/measurements as NLOS [154]. Works often employ the
channel impulse response as this holds crucial information about the multipath components
[155]. Gallacher, Stocker, et al. present NLOS error mitigation and classi�cation with an
accuracy of up to 78% on constrained devices using e�cient XGBoost models [156]. Ember
et al. thoroughly analyze 29 features and their impact on NLOS classi�cation [157].
They identify a set of three features that, combined with machine learning, achieves a
classi�cation accuracy of 77% to 91%.

Multipath re�ections can also aid in positioning: For one, Groÿwindhager, Rath, et
al. present a multipath-assisted single-anchor localization system named SALMA [158].
Based on a �oor plan, SALMA compares candidate CIRs with received ones, achieving a
median error below8 cm in LOS and 30:7 cm in NLOS conditions.

3.4.5 Phase-Based Ranging

As covered in Subsection 2.6.1, the signal's phase inherently depends on the traveled
distance. This information enables two other approaches relevant to UWB localization:
Angle of Arrival and phase-based distance estimation. We brie�y cover both techniques
as they are relevant for later discussions and outlook.

Phase Di�erence of Arrival and Angle of Arrival. An essential metric for localization is a
signal's Angle of Arrival (AoA). For AoA estimation, two or more phase-locked transceivers
(i.e., running o� the same oscillator) are placed less than half the wavelength apart. Such
antenna arrays can extract phase di�erences (without ambiguity) in an incoming signal,
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i.e., Phase Di�erence of Arrival (PDoA), which allows for calculating the AoA [58]. They
also enable another receiver to determine the phase di�erences of individual transmissions
by each antenna, i.e., Phase Di�erence of Departure (PDoD) and Angle of Departure
(AoD). This AoA estimation works concurrently (i.e., almost simultaneous transmissions)
using the CIR [159] and with four phase-locked receivers for distributed and relative 3D
localization [160]. Without a shared clock, phase measurements of di�erent receivers have
to be aligned due to their inherent clock drift and o�sets: Märzinger et al. extend the DS-
TWR-based scheme and fuse time-stamp-based synchronization with phase measurements,
achieving comparable AoA estimation accuracy to traditional parallel antenna arrays [57].

Phase-based Distance Estimation. In the case of UWB's channel 5 with a center frequency
of 6489:6 MHz, the phase repeats every4:62 cm. Hence, measuring the phase would allow
(in theory) millimeter-accurate distance estimates. However, the missing clock (and hence
phase) synchronization, as well as the potentially high integer ambiguity, are challenging.
Commonly, two main approaches enable phase-based ranging: (1) a two-way ranging
protocol to measure phase o�sets on both sides and (2) multiple frequencies (and hence
di�erent wavelengths) to reduce and resolve ambiguities. With InPhase, Schröder et al.
present phase-based ranging in IEEE 802.15.4 narrowband [54]. In the Microsoft Indoor
Localization Competition 2018, their approach showed less MAE than (some) UWB-based
solutions. Ma et al. present phase-based ranging for Ultra-Wideband on the DW1000
transceiver [56]. They build on the DS-TWR protocol to provide the ToF for a coarse
initial estimate of the integer ambiguity, which they further re�ne by incorporating another
measurement frequency. They obtain a median ranging error of0:77 mm, a reduction of
96.54% compared to pure DS-TWR.

3.4.6 Our Contributions

Our contributions to UWB ranging reside in Chapter D and Chapter E. In Chapter D, we
enable constrained devices to calibrate their inherent antenna delay to improve localization
accuracy autonomously. We leverage Many-To-Many ranging to collect distance estimates
swiftly, while our alternative formulation for Alt-DS-TWR enables an e�cient inference.
Chapter E holds our joint model for DS-TWR and DS-TDoA (i.e., TDoA extraction from
overhearing the DS-TWR protocol). This model, a result of our detailed analysis of both
approaches, relates the inherent bias and variance to underlying reception noise, including
NLOS or multipath e�ects. Our model holds in practice and provides �ner estimates than
existing models.

3.5 Safe Coordination using Synchronous Transmissions

The concept of Synchronous Transmissions builds on non-destructive interference and the
capture e�ect to allow e�cient communication in low-power IoT networks [34]. Based
on time-synchronized slots, nodes relay information without routing or knowledge of the
underlying network topology.

Data Dissemination. Glossy pioneered this concept and enabled e�cient one-to-all com-
munication with network-wide �oods [34]. While Glossy's identical packets reduce decon-
structive interference, Chaos builds on Synchronous Transmissions and in-network pro-
cessing to enable all-to-all data aggregation and sharing in which nodes transmit di�erent
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packets (i.e., relying on the Capture E�ect) [161]. Glossy is the base for Low-Power Wire-
less Bus (LWB) [162], which maps tra�c to network-wide �oods for multihop bus-like
communication in static networks. Glossy is also the underlying primitive for Crystal, a
network stack designed to support aperiodic tra�c [163]. Another protocol, Mixer, over-
lays M di�erent �oods using Random Linear Network Coding (coding included in the
packet) [164]: Nodes randomly recode, i.e., mix, a subset of previous messages. With each
new linearly independent message, nodes increase the rank of their coding matrix until
it reaches rank M , which allows solving for the original �oods. The proposed Weaver
protocol interleaves data and control packets to improve e�ciency for concurrent �oods
on UWB devices [165].

Another approach, Flick, provides fast binary dissemination using only the preamble
(or its absence) of UWB packets, informing a ten-hop diameter in less than500µs [36].

Network-Wide Consensus. While data dissemination is a fundamental building block in
networking, the network must ensure that nodes stay informed and that their view of the
network and task remains consistent. VIRTUS devises atomic multicast and view man-
agement on resource-constrained devices [166]. Al Nahas et al. present Synchrotron, a
synchronous transmission kernel for distributed consensus algorithms in low-power multi-
hop networks [167]. Synchrotron builds on Chaos' in-network processing to provide con-
sensus algorithms like 2PC and Three-Phase Commit (3PC) for network-wide agreement
and essential dissemination and �ooding mechanisms. Spina et al. propose Hybrid 2PC
and 3PC protocols based on their XPC abstractions for atomic commit protocols [168].
Their Hybrid protocols optimize retransmissions to combine the speed of Chaos with the
reliability of Glossy. Their work internally builds on Baloo, a �exible framework for Syn-
chronous Transmission-based network stacks [169]. They further introduce WISP, a Paxos
implementation for their XPC abstraction, and WiPP for majority-based protocols [170].
Valentin et al. propose Wireless Paxos based on Synchronous Transmissions and the
Paxos protocol [46]. Building on Synchrotron for partial synchrony, Wireless Paxos tailors
a multicast Paxos variant to the underlying synchronous transmissions. As only the ma-
jority has to participate, the proposed protocol reduces the number of slots and provides
fault-tolerant Consensus.

Dynamic Network. As nodes become mobile, joining and leaving a network are essential
functions. Accordingly, Synchrotron devises basic join and leave mechanisms, identifying
network con�gurations using an incremental counter [167]. Hydra enables safe consensus
despite nodes joining and leaving the network [171]. We discuss Hydra more deeply in
Section 4.6. Instead of blocking and waiting for the network to recover, in Demos [172],
nodes form clusters through continuous re-elections, enabling fault-tolerant operation with
minimal delay and supporting arbitrary network splits.

Our Contributions. Our contributions, summarized in Section 4.6, are twofold: Regard-
ing low-power coordination, we devise a safe, decentralized primitive for low-power IoT
that supports leader election with handover support and dynamic networks with devices
joining and leaving the coordination network despite radio failures. Concerning our cho-
sen application scenario, autonomous intersection management, which we cover in-depth
in Chapter F, we introduce the concept of Synchronous Transmissions running on inex-
pensive, low-power IoT devices. While the decentralized property reduces infrastructure
costs, versatile IoT devices can be worn or integrated, enabling safe coordination for all
tra�c participants.
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Chapter 4

Contributions

After covering the necessary background and related work, this chapter summarizes and
discusses our contributions and each of the included publications. The length of the
individual sections varies according to the size of the underlying work, the length of the
discussion, and possible extensions. We �nish this chapter with a synopsis of our further
works, which are not included in this thesis.

4.1 Paper A � TraceBand: Privacy-Preserving Contact
Tracing on Low-Power Wristbands

Context and Motivation. In April 2020, Google and Apple, the leading providers of
smartphone operating systems (i.e., Android and iOS), presented Exposure Noti�cation
(GAEN) [20]. This protocol is similar to DP-3T and immediately made BLE-based contact
tracing available at the system level for most smartphone owners. However, the imple-
mentation was restricted to smartphones, excluding vulnerable groups without phones,
such as children or older people. At the same time, the focus on smartphones restricts
their usage in scenarios where no smartphone usage is possible, such as in sports, at work,
or in security-critical environments. Therefore, for the best e�cacy of the tracing, it was
essential to enable contact tracing for these excluded groups and scenarios while remaining
compatible with the widespread GAEN protocol. Low-power BLE devices were promis-
ing platforms for versatile and cost-e�cient deployments, enabling a�ordable wearables or
small tracking devices. For one, �tness trackers, which are widely available, already ful�ll
the mandatory components. Some devices are waterproof and even add GPS support.

Challenges. The Exposure Noti�cation protocol mainly builds on BLE, a technology
widely available on low-power platforms. Nevertheless, the available implementation was
solely provided for smartphone operating systems and hence unavailable for constrained
systems. Thus, adaptation for low-power systems was required, but its feasibility and
performance were unknown due to cryptographic requirements and the protocol's energy
consumption. Above all, the risk analysis remained a challenge: The device would need
to download the published keys and compare them to locally stored records, a signi�cant
challenge given the potentially thousands or millions of daily reported infection keys.

Contributions of the Paper. Wearables are essential to making digital contact tracing
more accessible and inclusive. With TraceBand, we devise a low-cost, low-power, versatile
wristband for digital BLE-based contact tracing. Existing works for contact tracing wear-
ables couple their hardware to custom tracing protocols, limiting their reach and impact
(cf. [69, 73, 78, 173, 174]). In contrast, TraceBand does not propose a new tracing proto-
col but builds on the available GAEN protocol, extending its reach and e�cacy. Our trial
deployment identi�ed hurdles to user acceptance, which reside mainly in inconveniences
caused by short battery lifetimes or the need for manual synchronization in case of risk
o�oading to a trusted proxy device. Consequently, TraceBand brings optimized energy
consumption and on-device risk evaluation, which existing works commonly o�oad to
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Figure 4.1: Decentralized Contact Tracing Using TraceBand: TraceBand integrates into
existing, smartphone-based tracking systems and can assess risk contacts directly on-
device. Our subsequent contribution, DisruptaBLE, enables device-to-device propagation
of infected keys.

Figure 4.2: TraceBand UI Extension: TraceBand can assess risk contacts directly on-
device. With a possible UI extension, the TraceBand software can display risk contacts
running o�-the-shelf hardware, such as the PineTime smartwatch, which can operate as
an ordinary wearable after a pandemic.

trusted devices or consider out-of-scope in their analysis [73].
Our contributions with this work are summarized as follows:
ˆ We introduce TraceBand, a versatile, low-cost, and low-power wearable to extend

the reach of Exposure Noti�cation and, thus, BLE-based contact tracing.
ˆ TraceBand uses companion devices and gateways to o�oad recorded contacts or to

download infected data for an on-device risk assessment.
ˆ We analyze energy consumption and the number of manageable records to check

on-device. Using only2 mAh per day for regular operation, TraceBand could run
o� a single coin cell for weeks. However, checking contacts on-device signi�cantly
increases energy consumption to approximately80 mAh, i.e., draining a coin cell
within a single day when checking up to5 000 000infected keys daily.

Discussion. As indicated by the accompanying survey, the perceived design drawbacks
include short battery life and the need to visit synchronization points. Hence, we optimized
energy consumption, signi�cantly improving the expected battery lifetime. Yet, these
results only hold approximately and are not backed up by another real-life deployment.
Simultaneously, while o�oading to a trusted proxy device was part of the trial deployment,
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the transport of infected keys for on-device risk analysis was only emulated.
With DisruptaBLE, another publication included in this work, we lay the foundation

for potential data forwarding and synchronization, especially for broadcasting infected
records. Yet, the two works remain independent, and TraceBand's on-device analysis
remains only proof of concept. In terms of security, TraceBand builds on the GAEN
protocol; it thus inherits potential security vulnerabilities and inaccuracies (as discussed
in Section 3.1).

Further open questions reside in its contact tracing performance, i.e., how accurate
interactions are detected in dense or mobile settings and whether a watch-like wearable is
less prone to attenuation caused by the human body.

Once a pandemic is over, another question arises: What happens with TraceBand de-
vices after a pandemic? Reducing TraceBand's costs to the bare minimum also means
that its functionality is reduced and specialized accordingly. Hence, for long-term usage,
we envision deploying devices that include additional functionality to extend the lifetime
of the hardware beyond a pandemic. For example, we extend TraceBand's software to run
on a PineTime smartwatch. The PineTime runs on an nRF52832 chip, o�ering 64 KB
of memory and 512 KB on-chip storage with 4 MB of SPI storage. Most noticeably, the
PineTime features a square 1.3-inch IPS capacitive touch display, enabling us to display
vital information like the battery state, stored contacts, and, of course, the number of risk
contacts in case of autonomous mode (see Figure 4.2). Besides, we worked on compatibil-
ity with the Exposure Noti�cation Service [175, 176] for seamless integration with other
wearables and the corresponding administration devices. The TraceBand's software could
also be integrated into existing wearables for digital health monitoring, such as the sphere
wearable 3 [177], making contact tracing even more accessible.

Given the short timeframe and sub-ideal conditions for implementation and evaluation,
future works may improve these �aws to unfold wearables' potential for large-scale digital
contact tracing [76].

Personal Contribution Statement. I am the sole PhD student, the principal author, and
the leading designer of TraceBand's software. The work was scienti�cally peer-reviewed,
accepted, and published in 2022 at the �International Conference on Embedded wireless
systems and networks� (EWSN) as a short paper [A].

4.2 Paper B � DisruptaBLE: Opportunistic BLE Network-
ing

Context and Motivation. Be it battery-driven sensors that limit their radio usage to
save energy, mobile devices that interchange or collect data from sensors [91], or disaster
communication [90, 178], many applications within the Internet of Things are challenged
by intermittent connectivity. Under such challenging network conditions, devices typically
store and forward data on behalf of other devices following the Delay/Disruption-Tolerant-
Networking (DTN) principle [179]. The Bundle Protocol standardizes this approach and
forms an overlay network to cope with intermittent connectivity and heterogeneous de-
vices [41]. It stores and forwards bundles on behalf of other nodes to compensate for
unavailable end-to-end links, enabling delay-tolerant and even opportunistic networking.

Today, billions of IoT devices, such as smartphones, wearables, and smart-home devices,
accompany us daily. Often mobile and equipped with Bluetooth Low Energy (BLE) for
low-power wireless communication, BLE devices o�er a vast infrastructure that could
enable the collection of sensor data or even emergency communication in disaster scenarios.
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We argue that the rise of Bluetooth Low Energy (BLE) demands DTN networking tailored
to BLE devices: numerous short-lived interactions of mobile and static devices come
into communication range and disappear as they move away. The resulting interactions
inherently become opportunistic, combining Opportunistic Networks with BLE in the
Internet of Things [180].

Challenges. Though BLE is the prevalent IoT radio technology and ideally suited for
mobile and battery-driven applications, it is not designed for intermittent connectivity
and opportunistic networking. Consequently, a delay-tolerant approach for BLE must be
tailored to the communication primitives BLE provides while matching DTN semantics
and, especially, the constrained resources available. In the best case, an approach should
�t numerous deployment scenarios stretching beyond BLE's typical use case and interface
with existing DTN solutions, like the Bundle Protocol.

Finally, the evaluation must realistically and reproducibly model mobility, resource con-
straints, and BLE communication. Yet, while existing BLE test environments allow for
realistic evaluations, they do not include the mobility aspects required to model a chal-
lenging, mobile DTN environment. While simulations are often used as a reproducible
evaluation ground for Opportunistic Networking, authentic results must include IoT soft-
and hardware characteristics, such as resource constraints and realistic BLE radio commu-
nication. Simulators for Opportunistic Networking, however, generally focus on the upper
layer performances, simplifying device interactions and radio models, albeit their impact
on performance [97].

Contributions of the Paper. Several works introduce DTN semantics for IoT networks
in general: The Bundle Protocol supports resource-constrained wireless sensor nodes,
including IEEE 802.15.4 communication [40] and the Constrained Application Protocol
for IoT devices [93]. However, BLE, which provides cheap and energy-e�cient short-range
communication and is a widespread IoT radio technology, is left out. As a consequence,
BLE-based approaches merely target individual scenarios such as sensor data collection [91]
or disaster communication [90], but none constitute a general DTN approach for BLE.

We introduce DisruptaBLE to �ll this gap: A universal BLE-based store-and-forward
architecture for delay-tolerant and opportunistic networking. Building on established DTN
technology (� D3TN) and a certi�ed and open-source BLE stack, DisruptaBLE integrates
into existing networks running the Bundle protocol [87], expanding opportunistic network-
ing to BLE. DisruptaBLE is tailored to resource-constrained IoT nodes, allows real-world
deployments, and comes with a system-level simulation that captures system details and
protocol characteristics from the physical layer up. In contrast to existing simulators, we
execute the same device-ready code base in the simulation and the testbed, emulating
the complete BLE and protocol stacks, including complex physical layer behavior such as
interference. Optimizations, unicast, and broadcast forwarding are evaluated in simula-
tions which are calibrated through testbed experiments. In a highly dynamic pedestrian
scenario in downtown Stockholm, broadcasts reached up to 100% of pedestrians within 7.1
seconds, while unicast messages were delivered within 20 minutes in up to 48.1% of cases.

We summarize the contributions as follows:
1. We present DisruptaBLE, a BLE-tailored DTN solution supporting resource-constrained

platforms.1

2. We match and augment BLE's feature set to DTN semantics, scaling DisruptaBLE
to high-density scenarios by introducing an e�ective �lter mechanism for optimized

1Source available at https://github.com/ds-kiel/disruptable
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Figure 4.3: DisruptaBLE's Simulation Architecture: Utilizing Zephyr's POSIX abstrac-
tion, DisruptaBLE spawns independent POSIX processes for each device, which are e�-
cient in terms of memory and computation since they run the same code and BLE network-
ing stack as on real hardware. BabbleSim's PHY simulation, extended by a mobility-aware
channel, captures lower-level radio e�ects like interference but constitutes a performance
bottleneck for large-scale simulations.

neighbor discovery, reducing communication overhead.
3. DisruptaBLE introduces a system-level simulation architecture for mobility-based

experiments, allowing DisruptaBLE to run the same code base in simulations and
deployments on the actual hardware.

4. We calibrate simulations based on metrics acquired on a static testbed. Based on
the adjusted simulations, we evaluate opportunistic BLE networking in downtown
Stockholm using the KTH walkers pedestrian mobility dataset.

Discussion. Although BLE is a widely deployed radio technology for mobile devices, and
Bluetooth is a classic example of short-range communication in Opportunistic Networks,
we are unaware of any prior work that introduced a general DTN approach for BLE
itself. We are con�dent that DisruptaBLE, a practical BLE-based DTN and Opportunistic
Network solution, provides a foundation for applications and research in the joint direction
of Opportunistic Networks and Delay-Tolerant IoT.

Regarding technical novelty, using BLE's L2CAP channels, as done by DisruptaBLE,
appears to be a straightforward concept. However, the proposed Convergence Layer
Adapter also handles neighbor discovery, optimized with a hash value to prevent un-
productive, energy-consuming connections; Figure 4.4 displays its e�cacy.

Even in low-power BLE networks, the IP-over-everything approach emerges with 6LoW-
PAN allowing IP communication over BLE [181, 182]. In the context of the Bundle Pro-
tocol, IP-based transport protocols like the minimal TCP convergence layer [81] could be
used, as Wood et al. argue [183]. As 6LoWPAN for BLE also builds on top of L2CAP
channels, our adapter entirely circumvents 6LoWPAN's protocol overhead and reduces
communication overhead, as shown by Pöttner et al. for IEEE 802.15.4 [40]. In addition,
IP-based neighbor discovery [184] requires an active 6LoWPAN link and, thus, an active
BLE connection. Our design, in contrast, reuses BLE's existing advertisements and only
establishes connections for data exchange, leading to a resource-e�cient design.

For its simulation, DisruptaBLE combines existing tools into a large-scale, reproducible
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Figure 4.4: DisruptaBLE's Hash-Based Neighbor Filtering: DisruptaBLE introduces a
simple hash that summarizes available bundles. Contained in BLE's advertisement bea-
cons, devices identify already-seen devices based on their o�ered bundles. This approach
reduces unproductive (�idle�) connections and is especially e�ective for broadcasts.

simulation for delay-tolerant and mobile IoT systems, cf. Figure 4.3. The simulation
spawns a POSIX thread per device, which remains lightweight in terms of memory and
computation. Nevertheless, the decision to simulate the underlying physical layer with
complex interference behavior resulted in a performance bottleneck and even opposes best
practices for opportunistic network simulators (cf. Section 3.2). Higher-level simulators
like the ONE [95] or LEPTON [100] that employ simpler radio models might be more suited
to study routing algorithms or higher-level metrics [97]. Nonetheless, DisruptaBLE's de-
cision to execute the same code in simulations as on the hardware is advantageous when
deep insights into the system are needed: Applications running on top of DisruptaBLE
can be evaluated and tested in concrete application scenarios. For one, this allows for run-
ning large-scale but reproducible integration tests. Involuntary, we underwent the same
process, surfacing bugs in DisruptaBLE and further in the well-tested and open-source
BLE stack [185].

While we minimize the level of abstraction by running the device-ready code on virtual
pedestrians in a calibrated radio environment, a few gaps remain. For one, while our
calibration of the radio environment captures some e�ects of walls in the communication
path, we limited the complexity of our simulations. We did not include the impact of
individual walls. DisruptaBLE's simulation, thus, remains an approximation. At the same
time, the employed KTH Walkers dataset is obtained through LEGION Studio [101], a
mobility simulator claimed to be scienti�cally validated. While this dataset contains high-
resolution data, it widens the gap between performance in real life and simulations [94].

Jesús-Azabal et al. argue that DisruptaBLE is constrained to low-power devices [94].
While we tailor our implementation to resource-constrained devices, we believe the design
and simulation architecture remain applicable to other platforms and devices.

Possible Extensions. Combined with our open implementation based on� D3TN and
Zephyr RTOS, DisruptaBLE provides a foundation for future research and opportunistic
and delay-tolerant applications via BLE-enabled devices.

Apart from validation in �eld tests, possible future work includes examining energy
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consumption and transport incentives, i.e., why a device would store and forward data,
consuming precious resources.

Further, advanced and optimized approaches to neighbor selection discovery [186] and
support for multiple connections [187] improve the performance and energy e�ciency of the
underlying BLE communication and thus directly enhance the overall DTN performance.
Chatharajupalli et al. propose using BLE and Wi-Fi together to optimize energy us-
age [188]: By quickly activating Wi-Fi on-demand through BLE connections, they achieve
a throughput of 13:36 Mbit s� 1 with an e�ciency of 23:7 Mbit J � 1 for a 584 kB payload. In
addition, coded BLE modes, as covered by Section 2.4, could cover larger distances, po-
tentially advantageous in sparse scenarios. Finally, a detailed comparison with 6LoWPAN
could be valuable.

Personal Contribution Statement. I am the exclusive PhD student, the principal author,
and the sole designer of DisruptaBLE. The work was scienti�cally peer-reviewed, accepted,
and published as a full paper in 2022 at the �IEEE 47th Conference on Local Computer
Networks� (LCN) [B].

4.3 Paper C � Securing Embedded Devices through Obfus-
cation with Predictable Size and Execution Overhead

Context, Motivation, and Challenges. Constrained IoT devices, often deployed on-site
and in untrusted environments, are especially vulnerable to attacks on their software and
hardware. At the same time, they hold access to sensitive data or algorithms. Software
obfuscation can harden the device's software from attacks for an extra layer of protection.
However, it adds unpredictable overhead in processing time and code size and might exceed
the limit of a constrained device.

Contributions of the Paper. For constrained devices, several lightweight obfuscation tech-
niques exist [33, 105�109, 113]. However, estimating the overhead before the obfuscation is
not straightforward [110]. Instead, we propose to make the whole Obfuscation process pre-
dictable from the ground up: We introduce Predictable Obfuscation to make obfuscation
overhead predictable before performing the actual obfuscation. Based on the fundamental
properties of the underlying program, Predictable Obfuscation can tell whether a combi-
nation of obfuscation techniques would exceed resource limitations. Inversely, Predicable
Obfuscation allows testing combinations of obfuscation techniques before starting the ac-
tual (potentially expensive) obfuscation process, �nding the best con�guration for the
available resources.

Our contributions within this work are:
ˆ We introduce the concept of Predictable Obfuscation.
ˆ We present and evaluate several techniques for Predictable Obfuscation in our open-

source framework targeting ARMv7-Thumb2 obfuscation.2

ˆ Our evaluation compares predictable techniques to state-of-the-art, indicating per-
fect predictability at the cost of additional overhead.

Discussion. The concept of Predictable Obfuscation decouples overhead estimation from
the actual obfuscation process. Yet, as displayed by Figure 4.5, the proposed predictable
techniques cause signi�cant overhead compared to other obfuscation tools. This overhead

2Available at: https://bytecode.re/obfuscat
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Figure 4.5: Predicable Obfuscation in Action: When comparing the number of executed
instructions for randomized 1024-byte inputs on CRC32 after Obfuscation, our predicable
obfuscation framework has considerable overhead but remains predictable for each run.

is mainly caused by additional padding, which subsequently could be used for additional
obfuscation passes or to add anti-debugging or anti-tampering techniques.

Thus, in its current state, it is questionable whether the ability to predict the overhead
justi�es the amount of overhead. Limiting prediction to a worst-case overhead might
enable less overhead while allowing reasoning about the �nal resource costs.

Moreover, this initial work does not incorporate any bindings to the underlying hard-
ware. Hence, an attacker could extract the obfuscated code and run dynamic attacks
without hindrance.

Personal Contribution Statement. The paper is based on the core idea and results from
Leif Brötzmann, as presented in his thesis in 2021. I am a co-author of this paper and a
supervisor of the original thesis. The work was scienti�cally peer-reviewed, accepted, and
published in the �Workshop on Security and Privacy In Connected Embedded Systems�
(SPICES) at EWSN 2023 [C].

4.4 Paper D � ALADIn: Autonomous Linear Antenna De-
lay Inference on Resource-Constrained Ultra-Wideband
Devices

Context and Motivation. Ultra-wideband (UWB) is a prominent method for indoor local-
ization due to its resilience against multipath interference and centimeter-level precision.
However, the underlying hardware contains timestamping inaccuracies that potentially
bias measurements, lowering a localization system's accuracy. For the DWM1001 hard-
ware, calibration of the inherent antenna delays, which skew the recorded timestamps,
reduced the related ranging error from 30 cm to 4:5 cm in 99:7% on 2000 sample de-
vices [144].

Challenges. The Alt-DS-TWR protocol in its original formulation contains a non-linearity
that makes isolating the antenna delay challenging [53]. Consequently, existing works build
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on nonlinear optimization like Particle-Swarm-Optimization [147] or Gauss-Newton Op-
timization [148] to estimate antenna delays. However, such optimization algorithms are
expensive and restrict execution on the UWB devices, requiring external hardware and a
backbone for calibration.

Contributions of the Paper. With ALADIn, we bring calibration to the constrained UWB
devices. ALADIn uses known geometry, i.e., the distances between nodes, to calibrate the
antenna delays, enabling an autonomous calibration without external hardware. Utilizing
e�cient all-to-all TWR ranging, ALADIn captures all pairs' distances at once, reducing
air time occupancy. Our linear model reduces computational complexity and enables the
aggregation of measurements for all node pairs, resulting in a calibration well-suited for
resource-constrained devices. As nodes overhear all rangings, we execute the inference
on each device separately, removing the need to coordinate the inference process using
backbone communication or a central instance. By recording the standard deviation for
each connection, ALADIn can �lter out any outliers that may have been recorded.

We summarize the contributions as follows:
ˆ We devise ALADIn: Autonomous Linear Antenna Delay Inference for UWB antenna

delay calibration.3

ˆ We present our derivations for a linear model, enabling e�cient on-device execution.
ˆ Our evaluations in three deployments reveal reduced MAE by up to4 cm and de-

creased standard deviation. ALADIn further shows up to 26.7% MAE reduction in
CLOVES-14 compared to factory values.

Limitations. Due to its e�cient design, ALADIn's application is limited to (1) fully
connected networks, (2) linear e�ects, and (3) LOS connections.

First and foremost, ALADIn assumes fully connected networks for the most e�cient
operation. Most deployments, however, do not o�er direct links between all devices.
Nevertheless, ALADIn stays applicable for at least three fully connected devices. Hence,
the protocol can be executed for each fully connected cluster with at least three nodes.

ALADIn's alternative formulation allows a linear estimation of the underlying antenna
delay. For the estimation, ALADIn assumes that nonlinear e�ects such as the range
bias are fully mitigated before estimation. However, nonlinear e�ects like orientation bias
might not be entirely compensated for and can in�uence the calibration. Hence, ALADIn's
estimation still contains nonlinear e�ects based on the current anchor geometry. This could
be why ALADIn reduces ranging errors even compared to factory calibration, as ALADIn's
on-premise calibration would include these nonlinear e�ects.

While ALADIn can �lter high-variance connections, challenging NLOS conditions can
result in biases of several meters, deteriorating the calibration result. Thus, measurements
should be classi�ed and potentially mitigated for NLOS conditions. For one, calibrated
ranges could be compared to the known geometry.

Despite these limitations, ALADIn reduced MAE and standard deviations over pairs in
three di�erent deployments, even compared to factory-calibrated values (cf. Figure 4.6).
While the absolute improvement seems diminutive compared to errors from, e.g., NLOS
propagation, ALADIn does not require additional hardware and executes swiftly, allowing
a quick calibration. ALADIn even supports calibrating remote installations.

Discussion. Around the same time as ALADIn, Shalaby et al. proposed antenna delay
calibration for UWB based on an adapted DS-TWR protocol [149]. Their evaluation

3Source code available athttps://github.com/ds-kiel/aladin-uwb
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Figure 4.6: Excerpt from ALADIn's Results: ALADIn's linear calibration reduces rang-
ing errors between all pairs in all tested installations. Devices carry out calibration fully
autonomously based on known anchor geometry.

shows an error reduction of 36% through antenna-delay calibration. ALADIn shows up
to 26.7% in CLOVES-14 compared to factory calibration (39% compared to uncalibrated
values). Shalaby et al. further reduce the error by another 20% by factoring in the
nonlinear, power-induced bias, a function they estimate with the average received as the
sole parameter. They further model the variance as a function of the �rst-path power to
detect and exclude outlier measurements. ALADIn builds on available correction values
for the range bias but does not include orientation biases. However, ALADIn does provide
means to �lter high-variance links (yet no individual measurements). In addition, ALADIn
builds on e�cient many-to-many (or all-to-all) ranging and on-device inference for easy
and quick operation.

ALADIn builds on ordinary linear least squares to e�ciently estimate antenna delays
and presents an elaborate derivation of how this linear model holds in the (nonlinear)
DS-TWR protocol. One year after ALADIn, Shrive et al. present another solution based
on genetic algorithms to calibrate UWB antenna delays [189]. At the point of writing,
only their abstract was available. Released in 2018, the o�cial documentation for the
DWM1001 suggests sampling and testing a set of candidate delays for calibration [144].
Given that the antenna delay in�uences the ranging linearly, as indicated by our �ndings,
the standard approach feels overly complex.

Possible Extensions. ALADIn's main motivation lies in the e�ciency, enabling autonomous,
on-device execution. Nevertheless, it is restricted to linear e�ects and fully-connected net-
works. Accordingly, adding support for nonlinear e�ects like range and orientation bias
and NLOS or multipath scenarios remain interesting extensions when brought onto con-
strained devices [149]. Consensus protocols like Wireless Paxos [46] could be used to
overcome the fully-connected assumption. Moreover, e�cient algorithms for distributed
inference, such as Sigma-Point Belief-Propagation, could enable distributed, on-device
self-calibration [153, 190, 191].
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Personal Contribution Statement. I am the exclusive PhD student, the principal author,
and the sole designer of ALADIn. The work was scienti�cally peer-reviewed, accepted,
and published in 2023 at the �International Conference on Embedded wireless systems
and networks� (EWSN) as a full paper [D].

4.5 Paper E � Precise Ranging: Modeling Bias and Vari-
ance of Double-Sided Two-Way Ranging with TDoA Ex-
traction under Multipath and NLOS E�ects

Context and Motivation. Technologies such as impulse-radio Ultra-wideband (UWB) pro-
vide precise timestamping capabilities in a small form factor and enable decimeter-accurate
distance estimation using two-way-ranging protocols [192]. Active ranging protocols, like
Alt-DS-TWR, use transmissions to mitigate clock o�sets and drifts. Unfortunately, as the
wireless medium is shared, the frequency of ranging or the number of nodes is restricted.
However, using hybrid TDoA, listening nodes can extract positional information without
actively transmitting for increased scalability (cf. Section 3.4.3) relevant in, for example,
cooperative localization scenarios.

While (Alt-)DS-TWR and variants of hybrid TDoA extraction are protocols used through-
out multiple systems, few works focus on their underlying bias and variance. However,
as the quality of any positional estimate depends on the inherent errors and certainty
stemming from the underlying measurements, identifying uncertainty of the underlying
ranging is a necessary step in enabling precise and reliable localization [53, 149, 156, 193].
Yet, any practical performance directly depends on the tested layout, speci�c technology,
hardware, and software implementation. For one, the lack of a theoretical foundation has
led to speculative assumptions about the variance of DS-TDoA, ranging from being com-
parable to DS-TWR [141] to exhibiting twice as much variance [137]. A theoretical model,
in contrast, does not rely on those factors and allows the formulation of clear expectations
about the quality of measurements.

Challenges. The original Alt-DS-TWR formula estimates the distance based on two
rounds and delay times of two devices (A and B in this case). The original formula-
tion looks as follows [53]:

d =
R̂A � R̂B � D̂A � D̂B

2(R̂A + D̂A )
� c

The X̂ denotes the value ofX , which is skewed by clock drift and shifted by some recep-
tion noise (which might include nonlinear range bias or even NLOS error). Even though
the protocol only consists of three messages, analyzing the nonlinear Alt-DS-TWR for-
mula is not straightforward. This is especially true since some durations share the same
timestamping errors, which need careful tracking for an accurate derivation. Finally,
we also want to analyze the TDoA extraction. These passive overhearing devices make
the examination more complex by adding another clock domain and additional reception
timestamps.

Contributions of the Paper. Our work, presented in Chapter E, revisits the established
DS-TWR protocol and its TDoA extraction. Under the assumption of noisy timestamps,
we derive an in-depth model of DS-TWR and de�ne DS-TDoA, a generalized formulation
that directly calculates the TDoA information on overhearing listeners. Our proposed
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Figure 4.7: Excerpt of Our Variance Model Contributions: Our devised model precisely
captures the in�uence of the delay ratio on the variance of both DS-TWR and DS-TDoA.
It is also more accurate than existing variance models, which are further limited to DS-
TWR [121]. The standard deviation reduces when the delays of the active devices are
symmetric. DS-TDoA's scalability comes with an increase in variance. The displayed
values assume a reception noise of� = 1ns on all signal paths.

model captures the in�uence of the underlying timestamping noise on the bias and vari-
ance of the time of �ight estimation and further includes LOS and NLOS e�ects, which we
verify in simulations and testbed deployments. While the least variance can be expected
with symmetric response delays, DS-TDoA is expected to yield approximately a �ve-fold
increase in variance compared to DS-TWR; both remain unbiased under zero-centered
timestamping noise (e.g., perfectly calibrated and LOS conditions). In addition, we com-
pare the double-sided approach with SS-TWR [52]: Bias and variance of DS-TWR and
DS-TDoA stay low even under asymmetric delays. At the same time, longer protocol
durations increase variance and bias in CFO-based methods.

In summary, with this work, we contribute the following:
1. We analytically derive the bias and variance of both DS-TWR and DS-TDoA un-

der NLOS and multipath e�ects as theoretical foundations for the common ranging
techniques, providing more accurate predictions than existing models. Our results in-
dicate that DS-TWR shows half the variance previously anticipated (cf. Figure 4.7).

2. DS-TDoA displays a �ve-fold increase in variance compared to DS-TWR exchange.
Symmetric response times reduce the expected variances of both protocols.

3. We verify our model using numerical simulations and experiments on UWB devices
in a public testbed. The deployment showsR2 scores of up to 98%.

4. We release our simulation code, �rmware, and data, accompanied by its processing
scripts as open-source.4

Discussion. While our derivations hold for the original Alt-DS-TWR formulation, our
analysis employs a di�erent formulation for DS-TWR, which is similar to the CFO-based

4https://github.com/ds-kiel/dstwr-variance
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SS-TWR [52]:

d = 0 :5(
R̂B + D̂B

R̂A + D̂A
R̂A � D̂B ) � c

In contrast to the Alt-DS-TWR computation, this one highlights the estimation and miti-
gation of the relative drift, as approximated by R̂B + D̂ B

R̂A + D̂ A
. Moreover, this formulation allows

us to track the individual errors in our analysis. For comparison, Navrátil and Vejraºka
use the original formulation and employ Taylor series approximation to analyze DS-TWR's
variance [121]. While their result explores long time of �ight durations, their variance es-
timation is constantly higher than our model, both in simulations and experiments. They
use a second-order approximation for the bias but restrict their variance analysis to a
�rst-order approximation to reduce complexity. Presumably, our manual noise tracking
results in an improved approximation than their �rst-order Taylor approximation. Yet,
their Monte-Carlo simulations support their �ndings. We suspect that their simulations
cannot capture the interplay entirely because they sample noise from the covariance matrix
and do not model the actual shared nature of timestamps.

Shah et al. propose a hybrid protocol for active-passive anchor networks [143]. They
build on the known anchor geometry to reduce the required messages in three protocol
variants. Their error analysis assumes an RMSE for AltDS-TWR of � RX with � RX be-
ing the rx timestamping error standard deviation. Our analysis in Chapter E, however,
indicates that the RMSE (assuming zero-mean noise) is better modeled as

p
0:5� RX or,

optimally with symmetric response times, as
p

0:375� RX (cf. Figure E.3). They further
analyze the RMSE di�erences between ToF and TDoA measurements: They expect a1:4
times increase going from ToF to TDoA (in LOS conditions) and show data to support
this claim. However, the relative increase based on the depicted values is closer to1:6
(i.e., 1:59; 1:60; 1:58; 1:61), cf. [143, Figure 3]; we have not yet found an explanation for
this di�erence. Chapter E presents our new model, which captures these nuances. In our
model, the di�erence in variance (and hence the RMSE) depends on the conditions of the
individual link; a larger distance, for example, is likely to induce a higher variance.

Possible Extensions. Appended to Chapter E are the reviews from our submission to
�The 22nd ACM Conference on Embedded Networked Sensor Systems� (ACM SenSys
2024). It received three votes for Weak Accept (all with some familiarity) and two Weak
Rejects (one reviewer with some familiarity and one without). The main objections were
twofold: First, the practical impact was unclear, and second, the employed practical
experiments were considered too simple to validate the theoretical �ndings, especially for
NLOS scenarios.

Accordingly, additional experiments could be the way forward. From our point of view,
these would focus on a) NLOS performance and b) other RF technologies. For example,
while we evaluate multipath e�ects in the testbed, the NLOS e�ects have only been shown
in simulations. At the same time, the practical experiments are currently run on UWB
devices. Other technologies could be candidates for evaluating the practical relevance and
technology independence of the ranging protocol's analysis. Suitable candidates are 5G
NR, BLE 6 [25], or Wi-Fi (based, e.g., on the recent 802.11mc's Fine Time Measure-
ments [194]). Analyzing the CRLB remains an open task from the theoretical perspective
(cf. Shalaby et al. [149]).

Personal Contribution Statement. I am the sole PhD student, the principal author, and
the main designer of this work. It was scienti�cally peer-reviewed at ACM SenSys 2024

57



4. Contributions

and released as a preprint [E]. Section E.10 contains the individual reviews and overall
results.

4.6 Paper F � STARC: Decentralized Coordination Prim-
itive on Low-Power IoT Devices for Autonomous Inter-
section Management

Context and Motivation. Coordinating mobile entities safely and e�ciently is a crucial
building block for applications across domains like swarm robotics and Intelligent Trans-
portation. For instance, the Internet of Vehicles (IoV) enables new ways of e�cient road
usage through wireless communication [195, 196]. With lives at stake, the communication
protocols should be safe and functional for vehicles and other road users, especially in
unreliable radio environments.

Challenges. Vehicle-to-everything (V2X) communication protocols leverage communica-
tion to enable decentralized coordination, avoiding costly management infrastructure in
remote areas [197, 198]. These protocols build on high-bandwidth transceivers like IEEE
802.11p or 5G, requiring platforms with enough computing resources and energy budget.
On the other hand, low-power IoT devices are low-cost and could easily be deployed in-
stead of the higher bandwidth protocols. Available low-power protocols, however, are not
designed for the inherent mobility and dynamics.

Contributions of the Paper. With STARC, we introduce a low-power coordination prim-
itive for safe coordination on resource-constrained devices. STARC builds on synchronous
transmissions and a two-phase commit-inspired protocol to achieve reliable agreement
despite radio failures. We present and evaluate STARC in the context of autonomous
intersection management, i.e., managing an intersection without existing infrastructure
using wireless protocols. This exemplary application scenario results in a highly dynamic
wireless environment in which vehicles constantly arrive and leave the area. Despite the
underlying wireless dynamics, STARC reliably gathers desired trajectories from vehicles
and merges them using priorities to create a safe schedule. In STARC, an elected coordi-
nator manages the network, i.e., adding and removing members on the �y. A new election
determines the next coordinator when the coordinator wishes to leave the area. The old
coordinator can then safely hand over control and leave the intersection. In our simula-
tions, STARC results in safe vehicle coordination, which is more e�cient than ordinary
tra�c lights and reduces waiting times by up to 50% for less than 1000vehicles per hour.
Our devised platooning extension drastically improves scalability and allows STARC to
operate at higher tra�c loads.

Our main contributions with this work are as follows:
ˆ We introduce STARC decentralized coordination for resource-constrained devices,

autonomous coordinating an intersection.
ˆ STARC is safe by design and guarantees mutual access to resources such as lanes of

an intersection.
ˆ We tailor STARC to constrained, low-power IoT platforms, allowing all tra�c users

to participate in the coordination. We release our implementation and simulation
suite to the public 5.

5Available at: https://github.com/ds-kiel/starc
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ˆ For our evaluation, we simulate STARC in an intersection scenario with varying traf-
�c loads using the Cooja network simulator and our mobility plugin. We record the
e�ciency and underlying networking metrics in the event of interference and radio
failures. Employing synchronous transmissions, STARC handles more nodes with
little overhead and maintains safety despite unreliable radio environments. Com-
pared to tra�c lights, STARC lowers waiting times until 1000vehicles per hour; the
devised platoon extension achieves e�cient management beyond this point.

Limitations. Our results show that STARC reduces delays compared to ordinary traf-
�c lights. While this scenario perfectly showcases STARC's safety in a dynamic radio
environment, the comparison is limited, leaving room for future improvements:

ˆ The scenario is simplistic and only restricted to a single intersection.
ˆ The protocol is only evaluated in simulations.
ˆ The tra�c light's schedule is non-adaptive and cannot react to varying tra�c loads.
ˆ No other wireless protocols (e.g., Virtual Tra�c Lights) have been used for compar-

ison.

Discussion. Regarding STARC's safe coordination in dynamic networks, Biri et al. present
Hydra for safe consensus, supporting joining and leaving the network [171]. Hydra builds
on the insight that, technically, any node in the network can commit a new transaction
once all members have approved it. This requires, however, that all nodes are aware of
the current network mapping, i.e., node-to-network index mapping. In STARC, this map-
ping is dynamic and managed by the elected coordinator, who retains the mapping of
nodes to network indices. This mapping is only transferred as part of a handover/election
round to reduce communication. On the other hand, Hydra runs in a (static) network
with N known nodes and assigns space-e�cient indices that globally identify nodes. Note
that (for safety reasons) Hydra's consensus also stalls if a node fails, i.e., a node has to
leave the network actively (i.e., just like in STARC). However, STARC and Hydra allow
nodes to follow the previously approved reservation/schedule. A node crash prevents new
transactions and membership changes, but the old con�guration remains valid.

Possible Extensions. At its core, every round in STARC coordinates access to multiple
resources. However, the protocol so far has only been evaluated in the intersection scenario.
Other applications would be possible and straightforward, such as reserving slots in a
communication schedule. In addition, STARC could run on di�erent technologies that
support synchronous transmissions, such as IEEE 802.15.4 UWB [199] or even BLE [24].
At the same time, longer packets, like the4 kB within IEEE 802.15.4z [50], would directly
allow STARC to coordinate even more resources (rather than the current 36). Practical
evaluations of STARC's performance, especially in other domains, such as a swarm of
drones or robots, could help bridge the gap between simulations and real life. Lastly,
while we provide a security analysis and thorough evaluations, STARC's safety guarantees
have not been formally proven. A formal proof could �ll this gap, e.g., by using TLA+ [200]
to analyze STARC.

Personal Contribution Statement. I am the main researcher, principal author, and the
leading designer of this work. An early version of this work was reviewed and published
as a workshop paper at ITCVT 2020 in 2020 [201]. In 2023, we published an extended
and revised version in �Journal of Sensor and Actuator Networks 12.4�, a scienti�cally
peer-reviewed journal [F]. We explain the di�erences in Section F.1.
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Figure 4.8: STARC Simulation Within Cooja : STARC builds on Cooja to simulate the
network and basic mobility in an intersection scenario. The timeline at the bottom shows
the synchronous communication rounds that STARC uses for its safe coordination.

The STARC protocol and its main results originated from my master's thesis in 2019,
supervised by Prof. Olaf Landsiedel and Valentin Poirot, who remain co-authors for the
later publications. The workshop and journal versions are distinct scienti�c presentations
of the original protocol. However, we only include the extended journal version due to the
overlap between the workshop and the journal version.

4.7 Further Works

This section brie�y discusses our further works not included in this thesis. These works
are not included due to overlapping or unrelated content.

[1] STARC: Low-power decentralized coordination primitive for vehicular ad-hoc networks.
This work constitutes our �rst version of the STARC protocol for decentralized and safe
coordination on low-power devices. Published as a workshop paper, it presents limited
results and analysis. Our extended journal version, included in Chapter F, has superseded
this workshop version.

[2] Poster: Trace Yourself-It Could Be Easy. BLE is a crucial technology for resource-
e�cient and large-scale contact tracing. Yet, the underlying ranging accuracy is question-
able, and its broadcasting nature opens various attack vectors for eavesdroppers, ranging
from device tracking to linkage and replay attacks [202]. Even if the tracing protocol
is deemed secure, the underlying BLE radio's characteristics might allow identi�cation
and tracking [65]. With Tracey, introduced in that work, we envision a simplistic tracing
system that builds on the following fundamental principles:
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ˆ Users record interactions consciously but quickly by scanning a QR code or using
NFC, removing the broadcasting attack vector while remaining low-e�ort.

ˆ Our prototype enables two-way smartphone communication to exchange NFC data
by randomizing active and passive roles.

ˆ The interactions support groups of various sizes as they share a simple secret, en-
abling scalable tracing for gatherings or venues.

ˆ The protocol is straightforward but preserves the infected person's anonymity.
The prototype, implemented as an Android phone app, supports QR codes and NFC to
share secrets. Users create new tracing groups by creating new random keys (e.g.,16 B
long). They join existing groups using QR codes or NFC, saving the shared secret. Upon a
veri�ed infection, any user from within that group quickly noti�es other users by uploading
the hash of the respective secret to a trusted server. Other participants derive hashes for
their secrets and search for matching entries. The protocol's limitations are the required
bandwidth for all daily interactions in large populations and the lack of a thorough security
analysis.

[3] Poster: Exposure Noti�cation at Hand. This poster contains the �rst steps towards
TraceBand, our answer for low-cost and versatile digital contact tracing. The succeeding
work on TraceBand is included in Chapter A.

[4] Time Di�erence of Arrival Extraction from Two-Way Ranging. In 2022, we summa-
rized our �ndings on extracting TDoA information from ongoing DS-TWR exchanges. In
contrast to other works (cf. Chapter E), we focus on the underlying protocol and do not
propose new localization systems. Our contributions in Chapter E build on this extraction
to provide a theoretical analysis and model, which we verify using a UWB deployment.

[5] EdgeMiner: Distributed Process Mining at the Data Sources. Process mining extracts
crucial information about a system's operation or �ows within an organization based on
individual events and their sequence. Typically generated by spatially spread-out IoT
devices, these events are high in volume and may contain sensitive information. Hence, to
cope with the increasing amount of data and the need for privacy, we propose EdgeMiner,
an algorithm for distributed process mining. Opposed to traditional centralized event logs,
EdgeMiner starts processing and aggregating the data right at the source, forwarding only
aggregated metrics, which can then be used to run established process mining algorithms.
EdgeMiner determines direct successions of events through communication and devises
a communication schedule based on the frequency of successions. Our evaluations show
that EdgeMiner results in identical process models without central storage and that the
optimization strategy reduces communication overhead by up to 96%.

[6] Check my Flow: Distributed Conformance Checking at the Source. In this work, we
build on EdgeMiner and devise DisCC, an algorithm for distributed conformance checking.
DisCC equips nodes with a process model to check for anomalies in the live environment:
Nodes compare predecessors to their available model in real-time (i.e., whenever a new
event occurs). Despite its distributed design, DisCC can check conformance at the level
of individual events, the whole trace of related events, or the entire log. DisCC o�ers a
scalable and privacy-enabling solution for conformance checking in IoT networks.

The next and �nal chapter of this Prelude analyzes and discusses the implications of
our papers and their broader impact.
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Chapter 5

Conclusions and Outlook

While an individual resource-constrained device might be deemed inconsequential, their
collaboration holds the potential for large-scale decentralized protocols: Ubiquitous IoT
devices provide accessible contact tracing and o�er communication infrastructure in emer-
gencies. Swarms of drones position themselves precisely and safely coordinate their move-
ment in real time without costly infrastructure. These scenarios are just some of the
potential applications of our �ndings. In the following, we examine our contributions in
the scope of our research questions. We then formulate follow-up research questions before
concluding with a brief outlook on low-power IoT systems.

5.1 Implications of this Work

This section brie�y examines the overall implications of our contributions regarding our
initial research questions. Detailed discussions about the works, including their limitations,
can be found in Chapter 4.

RQ 1: How can we design communication protocols to enable autonomy and collaboration
in low-power IoT systems with resource constraints and mobility?
Strengthening autonomy in IoT facilitates reactive, available, and dependable applica-
tions [12, 17]. To enhance autonomy, IoT devices must become somewhat independent
from central infrastructure. Hence, the communication protocols must be decentralized
and run on low-power devices. At the same time, the provided services should be re-
liable. Accordingly, collaborative protocols should guarantee safety despite challenging
network conditions and constraints; they are best evaluated on actual hardware and real-
istic wireless scenarios. Mobility, however, is not easily reproducible; simulations can be
a helpful addition. In the context of this work, we devised and analyzed several protocols
for low-power IoT systems. The protocols run decentralized (cf. Chapter A, Chapter B,
Chapter D, Chapter F) and are all implemented for resource-constrained devices. Our
evaluations build on these implementations for on-device metrics and employ simulations
for mobile scenarios and numerical results. Yet, our contributions merely touch a fraction
of the vast applications and collaborative aspects of low-power IoT systems.

RQ 2: How can constrained devices support scalable, decentralized contact tracing?
It is only a matter of time before the next pandemic strikes. While vaccination might
advance, digital contact tracing is a relatively inexpensive and instantly available tool
to slow viral spread by breaking infection chains. After COVID-19, contact tracing has
become well-studied, and several privacy-preserving protocols are available. This research
question hence focuses on the role of low-power devices for contact tracing, especially
when smartphones are too expensive or impractical. Our contribution, TraceBand [A],
brings privacy-preserving digital contact tracing to inexpensive and versatile wristbands,
increasing the range and e�cacy of existing tracing solutions. We show that low-power
devices support contact tracing and are well-equipped to execute the tracing protocols,
even with on-device risk assessment.
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Regarding security, software obfuscation can strengthen embedded devices against at-
tacks on sensitive data such as keys, proprietary algorithms, or, in the case of contact
tracing, sensitive contact data. Alongside cryptographic primitives and the hardware-
based root of trust and trusted execution environments, software obfuscation can become
an additional building block for securing low-power devices. Accordingly, we propose
Predictable Obfuscation [C] to maximize the obfuscation level to the available resources.
However, our implementation retains a signi�cant overhead compared to existing (non-
predictable) obfuscation tools.

Overall, though privacy concerns remain and low-power solutions require additional
optimizations, we are, in terms of technology, better prepared for the next pandemic.

RQ 3: How can low-power IoT systems exploit mobility for robust communication without
relying on centralized infrastructure?
Opportunistic Networking builds on opportunistic interactions such as inherent mobility to
disseminate data through a network. With DisruptaBLE [B], we bring Opportunistic Net-
working to ubiquitous BLE devices to unleash their networking potential. DisruptaBLE
uses constrained devices and their inherent mobility to enable decentralized communi-
cation without infrastructure. Such networks enable resilient communication in disaster
scenarios powered by low-cost and low-power IoT devices. Even without emergencies,
DisruptaBLE is versatile and could power countless applications, from collecting wireless
sensor data to disseminating contact information for future decentralized contact tracing.
However, as DisruptaBLE's results mainly rely on simulations, questions remain regarding
its performance in practical deployments.

RQ 4: How can low-power devices achieve e�cient and accurate localization in highly
dynamic and mobile environments?
The rise of cheap and small ultra-wideband (UWB) transceivers allows UWB-equipped,
low-power devices to measure relative distances with decimetre accuracy. Not depending
on external infrastructure and with the focus on inter-device distances, UWB could hence
be the foundation for versatile cooperative localization between mobile entities. Our work
contributes to an e�cient linear calibration of UWB devices without external hardware
to increase accuracy. Moreover, we provide a model for the bias and variance of DS-
TWR and DS-TDoA even under NLOS and multipath noise. This theoretical analysis
could support devising precise and scalable ranging systems. However, the calibration
mainly targets static anchor-based systems, which depend on infrastructure. While the
derived model allows reasoning about the performance of ranging protocols, it cannot
mitigate common NLOS or multipath errors. As we focused on the underlying ranging,
we have only covered some foundations concerning this research question. Moreover, the
contributions are speci�c to UWB. However, as ranging and localization based on Time
of Arrival emerge in technologies beyond UWB, like BLE 6 [25] or Wi-Fi Round Trip
Time [194], our contributions can further apply to those technologies.

RQ 5: How can low-power IoT systems autonomously and safely coordinate actions in
real-time?
As low-power systems become increasingly responsible, inconsistency might result in catas-
trophic consequences: Without safe coordination, drones or robots, for example, might
collide, causing monetary damage or even physical harm. Yet, resource constraints, un-
reliable radio environments, and inherent mobile dynamics call for a new set of protocols
tailored to dynamic low-power systems. Accordingly, we present STARC, a low-power and
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decentralized protocol for safe coordination. STARC breaks the traditional assumptions
about static nodes and their network membership; it demonstrates how low-power devices
can provide safe and more inclusive coordination without relying on infrastructure.

5.2 Future Research Questions

In research, shedding light on a question typically raises even more questions. The same
holds for this work. In the following, we formulate follow-up questions based on our main
contributions to inspire future research.

How viable is a combination of digital contact tracing and opportunistic networking? (i.e.,
combining RQ 2 and RQ 3). With TraceBand (cf. Chapter A), we presented a versatile,
low-cost solution to break infection breaks during viral outbreaks. While we show that
on-device risk analysis is feasible at the expense of battery lifetime, devices still require
the published infected keys. DisruptaBLE, presented in Chapter B, tailors opportunistic
networking to resource-constraint BLE devices. DisruptaBLE's optimized neighbor selec-
tion enables e�cient and swift propagation of broadcast information. Combining both
approaches could leverage opportunistic networking to propagate infected data, which
then powers autonomous risk analysis on devices running the TraceBand software. Dis-
ruptaBLE's simulation architecture could provide an evaluation ground. However, it is
unclear whether its networking would scale to thousands of daily infections and if the
information would propagate faster than the virus.

How can we leverage phase information to enhance DS-TWR and DS-TDoA measurements
in hybrid systems? (i.e., extending RQ 4). Ma et al. have shown that phase information
for UWB can signi�cantly improve the resulting quality, enabling millimeter-accurate dis-
tance estimates [56]. Our �ndings in Chapter E indicate that DS-TDoA induces additional
variance. Nevertheless, the variance could be low enough to restrict the integer ambiguity
for the (di�erence of) phase di�erences. While challenging, the DS-TWR and DS-TDoA
protocols could mitigate the phase o�sets. This combination could enable millimeter-
accurate TDoA information for scalable hybrid deployments.

How can we enable decentralized, fault-tolerant consensus using Synchronous Transmis-
sions in highly dynamic low-power systems? (following up on RQ 5). STARC is a safe
and decentralized coordination protocol designed with dynamic network membership in
mind. Hydra enables similar coordination for communication schedules without a des-
ignated coordinator based on �xed node indices (cf. Section 4.6). However, while Hydra
and STARC preserve safety despite unreliable communication and crash recovery of nodes,
they do not provide fault-tolerant liveness. A single unreachable member prevents progress
in the network, and the network cannot agree on a new schedule or new reservations. In
contrast, Wireless Paxos allows progress as long as most of the network is alive but does
not allow dynamic membership. A combination of STARC/Hydra with their join-and-
leave support and fault-tolerant Wireless Paxos could be straightforward. Wireless Paxos
could manage network membership and the underlying coordination (e.g., communica-
tion schedules). Further, this coordination could be adaptive, requiring a majority for
less critical transactions (like network membership) while requiring full participation for
safety-critical applications. Finally, as soon as data is merged, like in STARC or Hydra,
the involvement of all non-byzantine nodes results in a unique value that any node could
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commit/propose, potentially improving e�ciency. This concept could extend to recent
Synchronous Transmission protocols for Byzantine Agreement, cf. [203].

5.3 Closing Remarks

Low-power IoT devices are versatile, low-cost, and easy to integrate into larger-scale sys-
tems. We will see devices become even more powerful and capable while reducing their
size and consumption. Even these low-power devices will harness e�cient multi-core ar-
chitectures and execute larger and larger machine-learning models. For instance, despite
their limited computational and storage capabilities, recent advances have enabled these
devices to perform basic machine-learning tasks while maintaining low power consumption
and small size [204].

Low-power IoT systems are already embedded into our daily lives, and with expanding
autonomy, they can become inherently more responsible and reliable [12]. Tailoring pro-
tocols to their inherent constraints allows us to load these tiny devices with increasingly
complex tasks, promoting decentralized and autonomous protocols across domains while
facilitating safety and e�ciency, essential building blocks within Mist Computing [16, 17].

This work holds several contributions to today's and future low-power IoT systems. All
contributions are practically motivated and, if possible, validated in testbed deployments.
Despite the close integration with the underlying technologies, namely BLE and IEEE
802.15.4 (UWB and narrowband), the proposed concepts can easily be transferred to
coming technologies for forthcoming applications across domains. The devices themselves
are readily available, waiting to form large-scale decentralized systems.
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Chapter A

TraceBand: Privacy-Preserving Contact
Tracing on Low-Power Wristbands

Abstract

TraceBand is a low-power and versatile wristband for contact tracing during pandemic
outbreaks. Running on a 64 MHz Cortex-M4 microprocessor with 256 KB of memory,
TraceBand targets a low-cost design. Still, it seamlessly integrates into the smartphone-
based tracing, extending the reach and, therefore, the e�ectiveness of the Exposure Noti-
�cation protocol by Google and Apple. As the wristband is restricted to Bluetooth Low
Energy for tracing and communication, companion devices and gateways serve as syn-
chronization points and allow the device to o�oad the recorded contacts for an o�-device
risk analysis or download the information of infected contacts to perform the risk analysis
on the device itself. The presented design ensures compatibility from the ground up and
tackles occurring challenges due to resource reduction. Evaluations cover the applicabil-
ity and energy consumption of the Exposure Noti�cation protocol on resource-constrained
devices and the on-device identi�cation of risk contacts. The results show that the contact
exchange suits battery-driven, resource-constrained devices, as TraceBand requires 2 mAh
per day. At the expense of battery life, up to 5,000,000 risk keys can be checked on the
device daily, increasing consumption to roughly 80 mAh for a single day.

A.1 Introduction

Contact tracing, i.e., identifying persons who may have been in contact with an infected
person, is an essential method for controlling infectious disease outbreaks [205, 206]. Man-
ual contact tracing is, however, a time-consuming task. To automate and scale the process
of contact tracing during the Covid-19 pandemic, Google and Apple unveiled the Exposure
Noti�cation protocol (GAEN) for Android and iOS devices and brought contact tracing
to billions of smartphones [175]. Building on Bluetooth Low Energy (BLE), this GAEN
protocol enables automated and privacy-preserving contact tracing, silently exchanging
beacons without user intervention. The large-scale availability is essential for contact
tracing, as the tracing gets more e�ective when its user base increases. In turn, an in-
creased e�cacy attracts additional users and further intensi�es social incentives [60].

However, the focus on smartphones excludes signi�cant and often vulnerable groups in
our society from utilizing automated contact tracing: Some just cannot a�ord a modern
smartphone required for contact tracing, elderly people often lack the knowledge to operate
a smartphone, young children rarely have smartphones and in many jobs, such as in retail
and public safety, the use of (personal) smartphones is prohibited. In this paper, we argue
that there is a need to include low-cost devices, such as a simple wristband, in the contact
tracing process. Such a simple device, compatible with the GAEN protocol, could o�er
a versatile and low-cost alternative to smartphones. Just like a smartwatch or a �tness
tracker, it would be usable at work, a�ordable, and easy to use for both elderly and
children.

Prioritizing an a�ordable, low-cost design, we reduce hardware expenses and build on
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Figure A.1: TraceBand's Integration Into the Exposure Noti�cation System: The low-
cost TraceBand (TB) integrates seamlessly into the Exposure Noti�cation protocol by
Apple and Google, exchanging rolling proximity identi�ers (RPIs) as pseudonyms with
smartphones and other TB devices. The release of identi�ers upon an infection allows
others to identify risk contacts.

constrained computing resources with sparse memory and storage (i.e., 256 KB memory
and 8 MB storage). In contrast to the fully-�edged smartphone operating systems that the
GAEN tracing framework builds on, the fundamentally reduced and di�erent hardware
architecture, without the possibility to build on Android or iOS, requires an adapted
implementation. At the same time, we cut down communication to the bare necessities,
i.e., in this case BLE. Hence, ensuring compatibility goes beyond correctly implementing
the underlying cryptographic fundamentals and the tracing protocol itself; it requires
proper integration with BLE as the sole communication protocol.

In this paper, we introduce TraceBand (TB) which brings contact tracing to cheap and
resource-e�cient BLE tags. Compatible with Apple's and Google's Exposure Noti�ca-
tion protocol, TraceBand devices o�er a low-cost, versatile alternative to smartphones for
GAEN contact tracing at the same level of privacy (see Figure A.1).

Overall, this work contributes the following:
ˆ We present TraceBand (TB), a versatile, low-cost Exposure Noti�cation-compatible

wristband running on an nRF52840, a 64 MHz Cortex-M4 microprocessor with
256 KB memory and BLE 1.

ˆ TB supports risk analysis on companion devices as well as the identi�cation of risk
contacts on the device itself and was the subject of trials with 140 participants.

ˆ We evaluate the energy consumption and the number of manageable contacts to
check on-device. With an average consumption below 2 mA, TB could run approxi-
mately a hundred days o� a coin battery. For on-device risk analysis, at the expense
of up to 80 mAh, TB can check around 5,000,000 contacts daily.

A.2 Background

For the necessary background, this section explains the role of contact tracing during
pandemics, Bluetooth Low Energy as a communication protocol for contact tracing, and
the GAEN protocol.

A.2.1 Contact Tracing

In an infectious disease outbreak, vaccines, medication, or even testing possibilities are
unlikely to be available right from the start: keeping a dangerous outbreak under control is
thus the top priority. While measures like social distancing or wearing masks can reduce a
direct transmission, they cannot entirely prevent it. However, authorities can notify recent
contacts before they get infectious due to the incubation time. Thus, a quick noti�cation
allows the preventive isolation of exposed contacts. As such, tracing contacts can help to
break infection chains and increase control over the outbreak [205, 206]. Factors such as

1available as open-source at https://github.com/ds-kiel/TraceBand
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proximity or the contact duration determine the exposure level and the associated risk of
transmission.

A.2.2 Bluetooth Low Energy

Bluetooth Low Energy (BLE) is a wireless communication protocol with a particular
focus on low costs and low power. Today, billions of devices in the Internet of Things
(IoT) are equipped with BLE radios, ranging from smart home devices, headphones, and
�tness trackers to smartphones and personal computers [207]. Within the BLE protocol,
devices can announce their presence by periodically broadcasting advertisements. The
advertisements support additional custom data �elds and can be received by all nearby
devices. On reception, devices determine the received signal strength indicator (RSSI). If
the transmission power is known, the di�erence between the transmission and reception
power approximates the path loss of the transmitted signal, which in turn allows an
estimate of the distance between the devices [66]. BLE-based contact tracing builds on
this distance metric for the risk analysis.

A.2.3 Exposure Noti�cation

At the beginning of the Covid-19 pandemic, contact tracing was one of the available �rst
response measures. As a result, di�erent tracing options exist, each balancing utility and
privacy [208]. In the Exposure Noti�cation protocol by Apple and Google (GAEN) [209],
devices use BLE advertisements to broadcast rolling proximity identi�ers (RPI) frequently.
The RPIs are temporary pseudonyms and rely on cryptographic primitives to preserve
users' privacy: At the start of the day, each device randomly generates a new, secret
temporary exposure key (TEK). Devices then derive the RPIs based on a TEK for 10-
minute intervals, i.e., 144 RPIs per day. The decentralized protocol runs in the background
and does not require user interactions: each device stores received RPIs locally. In addition
to the RPI, the broadcasted packet contains associated encrypted metadata (AEM). This
metadata includes the actual transmission power and is only readable with access to
the corresponding TEK. If users get infected, they can upload the relevant daily keys
(e.g. last 14 days), which the health authorities publish. All other users download the
TEKs and derive the individual RPIs to check for possible exposure. The devices estimate
the exposure's intensity based on the duration and distance. Though the low precision
of BLE distance estimation results in a less selective quarantine, the overall Exposure
Noti�cation protocol supports the containment [205].

A.3 Design

Bringing the GAEN protocol to cheap and versatile devices makes contact tracing accessi-
ble to more users and thus, increases the overall e�ectiveness of contact tracing. However,
with its focus on low costs, the design faces the challenge of restricted hardware with no
direct support for the Google and Apple Exposure Noti�cation protocol (GAEN). The pri-
mary design challenges are (1) GAEN compatibility, (2) storage and energy requirements,
and (3) the subsequent risk and contact analysis.

GAEN Compatibility: To ensure interoperability with smartphones employing the
Exposure Noti�cation protocol, TraceBand needs to implement it properly. However, with
hundreds of KB of memory and less than 10 MB of storage, the target devices cannot run
even a reduced Android or iOS. Hence, we devise a system design and implementation of
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Figure A.2: GAEN Beacon Structure: The BLE advertisements within the GAEN pro-
tocol contain the rolling proximity identi�er (RPI) and the associated encrypted metadata
(AEM).

GAEN for resource-e�cient IoT devices with the integration of BLE and cryptographic
primitives.

Storage and Energy Requirements: A person comes into BLE communication
range of potentially hundreds of devices each day. The respective RPIs of these contacts
need to be stored on the limited storage space of an IoT device for contact tracing. This
quickly accumulates to several MBs of storage which exceeds the memory capacity of the
constrained devices. Utilizing �ash memory, we show how traces can be stored. Further, as
we target mobile devices, energy consumption determines the battery life, a vital usability
factor. Here, optimizing power consumption helps to reach a lifetime of several days on a
single battery charge.

Risk and Contact Analysis: For risk and contact analysis, our device needs to
download the TEKs of infected users, i.e., their daily keys, via the Internet, compute all
144 temporary identi�ers of a person and match these with its locally stored contacts. This
brings two challenges, (1) access to the Internet and (2) the computational complexity of
this matching task. Direct Internet access via cellular or Wi-Fi is not an option in our
design space, as this would greatly increase both energy consumption and the costs of such
a device. Instead, we opt for a gateway approach, where other BLE-enabled devices such as
personal computers and smartphones function as gateways. In our design and evaluation,
we focus on two options where the contact matching is either executed (a) on-device,
enabling full-autonomy of TB, or (b) o�-device, e.g., on a trusted device. To address the
challenge of on-device computational complexity, we devise a bloom �lter-based approach
to identify contacts.

After addressing the main challenges and presenting our approach, we dive into the
design components, elaborate on the soft- and hardware implementation and close this
section with details about the trials.

A.3.1 Advertising

For each interval, a device derives a new RPI as a temporary identi�er from the interval
number and the temporary exposure key (TEK). It broadcasts this temporary identi�er
as a BLE advertisement every 250 ms. While Android generates a new RPI after 650 s
and 600 s, iOS and TB randomize the generation interval between 500 s and 1250 s.
This randomization hinders device tracking across intervals. Matching the requirements
of the GAEN protocol, advertisements contain the mandatory �ags, a 16-bit service class
identi�er, and �nally, 20 Bytes of protocol payload data. The payload data consists of the
16 Byte rolling proximity identi�er (RPI) and 4 Bytes of associated encrypted metadata
(AEM), see Figure A.2. As the GAEN protocol is part of the �rmware in Android and
iOS and not all parameters are open, we exemplarily recorded the GAEN advertisements
from devices and compared them to our implementation. Table A.1 displays the results
of this compatibility test.
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Table A.1: GAEN Advertising Behavior Comparison: Comparison of Advertising Behav-
ior to match the Exposure Noti�cation requirements. TB's communication is restricted
to BLE and does not support classical Bluetooth (BR/EDR) like Android and iOS.

Property TB iOS Android
Broadcast Interval 250 ms 220 ms 250 ms
Adv. per Interval 1 3 1
RPI Interval 500-1250 s 500-1250 s 650 s
Sim. LE and
BR/EDR

false true true

BR/EDR not sup-
ported

true false false

Table A.2: Expected Number of Tracing Beacons for GAEN: TB receives around 12
records per neighbor each hour. Based on estimates by the Bluetooth SIG, TB collects
roughly 2304 records a day.

Activity Devices Records
per Hour

Duration
Estimate

Expected
Records

Home 4 48 12 576
Work 12 144 8 1152
Commute 14 168 2 336
Social 10 120 2 240

A.3.2 Scanning

For the reception of advertisements, TB scans for two consecutive seconds every 5 minutes
and stores temporary identi�ers for the subsequent risk analysis. However, �ash memory
is not only limited in size but further wears down as pages are cleared.

TB saves recorded advertisements in a circular bu�er, resetting the oldest memory page
before reusing it. This record bu�er supports concurrent and thread-safe access by times-
tamp and sequence number, persistence, and deletion. Each advertisement is saved and
stays identi�able by a 24-bit sequence number. In addition to the sequence number, the
received RPI (16 Bytes) and AEM (4 Bytes), TB saves the reception timestamp (4 Bytes)
and the RSSI value (1 Byte). Another Byte contains a 7-bit checksum and a deletion bit.
If entries need to be deleted, TB sets the entire entry to 0 (or 1 depending on the type of
the �ash), removing the information and toggling the deletion �ag simultaneously.

In total, each record requires 32 Bytes of storage. Hence, a 2 MB storage can hold up
to 65,536 entries. With 2304 expected records per day (see Table A.2), the storage has
just enough capacity for the estimated 55,296 records for 14 days.

A.3.3 Synchronization

As TraceBand devices do not have direct Internet access, they access the lists of keys of
infected users released by the relevant health authorities via companion devices and gate-
ways. While companion devices are particularly useful for personal use, e.g., a smartphone
of a parent as a companion for the wristbands of the kids in a family, gateways enable
contact tracing especially for institutions and events: Placed at strategic points like an en-
trance, they provide BLE access points to central servers and thus provide synchronization
and over-the-air updates without the need for additional devices.
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Figure A.3: TraceBand's O�-Device Risk Analysis: A trusted companion device allows
easy administration as it synchronizes records and analyzes the risk on behalf of the
wristband. Alternatively, a BLE gateway allows the synchronization with remote servers,
enabling low-cost contact tracing for, e.g., institutions.

Figure A.4: TraceBand's On-Device Risk Analysis: For full autonomy and increased
privacy, TB downloads infected keys using BLE gateways and identi�es risk contacts on
the device. Digitally signed by the health authorities, the data can be distributed over
untrusted devices, possibly even other wristbands. TB noti�es the user about possible
risk contacts.

A.3.4 O�-Device Risk Analysis

As space and computation are limited on resource-constrained devices, TB can o�oad the
risk analysis to trusted companion devices and gateways (see Figure A.3). A TraceBand
device uploads its received identi�ers, i.e., contacts, of the last days. Based on this contact
history and infected keys released by health authorities, the companion device analyses
the risk of exposure on behalf of the device. For communication, Bluetooth SIG drafted a
Wearable Exposure Noti�cation System (WENS), which enables wearables to share tracing
data with devices like smartphones using BLE [175]. TB communication builds on this
WENS protocol. In addition, companion devices and gateways serve as reliable sources
for time and software updates.

A.3.5 On-Device Risk Analysis

GAEN-capable smartphones compare the keys released by the relevant health authorities
with their contact history. To enable an on-device risk analysis, TB supports identifying
risk contacts on the device, see Figure A.4. This fosters full autonomy and further increases
the level of privacy compared to the o�-device risk analysis.

Like the o�-device risk analysis, TB relies on gateways to access the infected TEKs pub-
lished by the health authorities. However, with potentially thousands of entries released
each hour, TB needs an e�cient matching mechanism. To support the vast number of
TEKs, TB builds on Bloom �lters and stores all recorded RPIs into a bloom �lter. Then,
for each received TEK to check, TB derives the corresponding RPI from the TEK and its
starting interval. The bloom �lter allows an e�cient but probabilistic check if a test RPI
could be present in the storage, speeding up the identi�cation and reducing the time and
energy of costly �ash memory access. While entries in bloom �lters are usually hashed
with di�erent hash functions to set respectively test individual bits in the Bloom �lter
vector, we reuse the inherently random structure of RPIs, split its 16 Bytes, and use these
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as individual hash values, saving precious computation time and power. For example, for
the typical 14 days, we expect to have less than 65,536 records kept in 2 MB of �ash
storage. We split the 16 Bytes into 4 hash values with 4 Bytes each. A 64 KB bloom
�lter, for example, then allows a false-positive rate of just 2.6%, i.e., out of 39 matches,
just one matched contact was not met. If the bloom �lter does not �t into memory, we
can reuse the validity period of records (� 2 hours) and create multiple bloom �lters for
speci�c periods, e.g., each day.

A.3.6 Software Implementation

On the software side, we build on the Zephyr real-time operating system (Zephyr RTOS)
for resource-constrained IoT devices and its certi�ed BLE stack. For the cryptographic
primitives, we build on mbedTLS, a small and portable SSL library. We tested our cryp-
tographic subroutines, i.e, the random creation of daily keys, deriving the temporary
identi�ers for the intervals, and metadata encryption/decryption against available test
vectors for the GAEN protocol. For the companion device, we provide an exemplary An-
droid App. Programmed in Java, this open-source application enables an easy connection
to TB and allows seamless RPI extraction based on the WENS draft by the Bluetooth
SIG [175]. In addition, we use the same API connector in Python scripts, allowing the
deployment on e.g., a Raspberry Pi as a gateway. TraceBand is available as open-source2.

A.3.7 Hardware Implementation

For our prototype, we rely on the widely used nRF52 series. Equipped with Bluetooth 5.2,
we choose the nRF52840 SoC, o�ering a 64 MHz Cortex-M4 microprocessor with 256 KB
memory and 1 MB of internal �ash storage. We package this SoC with 2 MB of external
SPI storage, a status LED, 80 mAh battery, and a USB port for charging on a custom
board and enclose everything in a simplistic case (see Figure A.5). Even for the prototype,
the overall costs per device amount to less than 10¿.

With its versatile software implementation, TraceBand is not limited to the low-cost
prototype but fosters integration into existing devices and �rmware. For one, the Trace-
Band software supports the PineTime smartwatch o�ering an open-source hardware design
with an nRF52832 chip and a square 1.3-inch IPS capacitive touch display.

A.3.8 Trial Deployment

Our prototype design has been deployed in trials during the Covid-19 pandemic: Over
six months in the summer of 2021, 140 participants used TB for contact tracing in Kiel,
Germany. Central servers handled the corresponding risk analysis with Raspberry-Pis
distributed throughout the city as BLE-gateways. In an accompanying survey, 45 out of
48 people were convinced by the general concept. Short battery life and the need to visit
synchronization points were identi�ed as major barriers to user acceptance. Consequently,
we further optimized energy consumption and investigated on-device risk identi�cation.

A.4 Evaluation

Because we ensure compatibility with our design, the evaluation covers energy consump-
tion and battery life as a critical factor for user acceptance and, therefore, the adaption of
TB. First, this section analyzes the fundamental energy consumption running the GAEN

2https://github.com/ds-kiel/TraceBand
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Figure A.5: TraceBand's Hardware Prototype: The TB prototype used in trials features
a low-power nRF52840 SoC with additional 2 MB storage. With costs below 10¿, it enables
low-cost participation in the contact-tracing process. Designed as a wristband, the circular
core can also be used as a key fob or a necklace. Picture by Benjamin Walczak.

background exchange, i.e., generation, advertising, and scanning of RPIs. Then, we eval-
uate the on-device risk analysis scenario and determine the time and energy requirements
regarding battery life, in particular.

For evaluation, we deploy the Zephyr-based TB software on an nRF52840-DK [210]. The
nRF52840-DK is equipped with the same SoC as our prototype and features a 64 MHz
Cortex-M4 microprocessor with 256 KByte memory and BLE. In addition, 8 MB of ex-
ternal �ash memory are available, of which we use 2 MB for record storage. We place the
Bloom �lter within 64 KB of memory, but the �lter could be split and stored on �ash for
smaller devices. While the whole nRF52-family includes AES hardware acceleration, the
nRF52840 speci�cally supports the ARM TrustZone CryptoCell 310 with hardware accel-
eration for keyed hash functions. Both the derivation of the identi�er and the metadata
encryption key would bene�t from this additional acceleration. As this optimization is
limited and has only a minor impact compared to the derivation of all temporary iden-
ti�ers, we limit the evaluation to hardware accelerated AES. We measure currents and
timings of the nRF52840-DK using a Power Pro�ling Kit I by Nordic.

A.4.1 Energy Usage of Contact Tracing

Running continuously in the background, the Exposure Noti�cation advertising and scan-
ning requires periodic actions from the processor, which idles otherwise. The �rst exper-
iment evaluates the overall energy consumption per state. The device derives the daily
cryptographic primitives for itself and runs the basic GAEN protocol. We determine the
average value based on at least ten measurements and extrapolate the expected consump-
tion.

As displayed in Figure A.6, the idle state draws the least current with just 0.0026 mA.
The average values result from 0.04 seconds for advertisements, 2.081 seconds for scanning,
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(a) Average Current per
Functionality

(b) Estimated Durations
per Day

(c) Extrapolated Daily
Consumption

Figure A.6: Current Measurements, Usage Times, and Consumption for the Basic GAEN
Functionality on TraceBand: While the basic consumption is high for the individual func-
tionalities (a), their respective execution times are minor (b). Overall, this aggregates to
an average consumption of 2 mAh each day (c), including the generation of TEKs and
derivation of RPIs.

Table A.3: TraceBand's Timings for the Exposure Noti�cation Primitives.

Interval Function Time [ms]
Daily Generate Random Secret 0.300
Daily Derive Identi�er Key 0.288
Daily Derive Metadata Encryption Key 0.288
Each Period Derive Temporary Identi�er 0.062
Each Period Encrypt Metadata 0.066
Check Key Derive All Temporary Identi�ers 8.912

and 0.22 seconds for the cryptographic primitives of the full day. Table A.3 displays the
detailed times. Because the processor spends around 98% idling, the overall consumption
is reduced to 1.967 mAh per day. The device derives its keys easily and without impacting
the overall consumption.

A.4.2 Enabling On-Device Risk Identi�cation

The basic GAEN protocol leaves the microprocessor idling for most of the time. During
this time, the device could identify risk contacts directly on the device: a fundamental
step for independent risk analysis. We now evaluate this on-device scenario in terms of its
expected energy consumption and overall capacity, i.e., how many TEKs can be checked
per day. We assume a �lled record storage of 2 MB, so 65,535 records in total are already
present in the Bloom �lter. Further, we suppose that the TEKs and their respective
timestamps (32 Bytes per TEK) are transmitted over BLE with 800 kbps and a current
of 8 mA [211]. Varying the number of TEKs to check daily, we simulate a varying number
of new infections.

With an average of 15 ms to derive and check all RPIs for a single TEK, the device can
potentially test over 200,000 TEKs in one hour using the Bloom �lter. For comparison, the
corresponding transmission of the necessary TEK data (6.4 MB) takes about a minute.
Figure A.7 presents the combined in�uence on energy consumption. Around 5,000,000
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Figure A.7: On-Device Matching of Risk Contacts: Identifying risk requires more re-
sources the more cases need to be checked. A device can check around 5,000,000 TEKs
each day at the cost of battery lifetime.

could be transported and checked during idle times each day, but the battery life would
be reduced from e.g., 40 days to just a single day with an 80 mAh battery. The 300,000
new Covid cases per day in Germany during March 2022 would therefore challenge the
computation and battery lifetime as this corresponds to 4,200,000 TEKs each day.

A.5 Related Work

Beyond tracing on smartphones, a recent work analyzes the perspective of wearables and
identi�es subsequent challenges [212]. With the draft of the Wearable Exposure Noti�ca-
tion Service, the Bluetooth SIG speci�es a communication protocol that aims to deeply
integrate wearables into the contact tracing process [175]. Individual solutions are further
developed:

The EasyBand [77] is a proposal for a BLE-based contact tracing wearable. Close
contacts to other EasyBands should be recorded and sent to a central server, marking
devices at risk. As a proposal, no further implementation details or an evaluation of the
system are given.

Another work focuses on a low-power solution [78] and uses battery-powered circuit
boards equipped with 80 MHz ESP8266 microcontrollers that exchange UUIDs. A cen-
tralized tracing system noti�es devices at risk when the boards connect over USB. No
evaluation is given.

The P3CT [173] approach leverages smartwatches (1 GB memory, 8 GB of storage) for
a custom tracing protocol. The protocol is experimentally validated.

In contrast, this work presents and evaluates the design of a low-cost wristband with
full compatibility with the widely available GAEN protocol.

A.6 Conclusion

This work presents TraceBand as a low-cost extension of the Exposure Noti�cation pro-
tocol, increasing its reach and e�ectiveness. Neglected participants such as the elderly,
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children, or employees who may not want or are not allowed to carry a smartphone could
bene�t from the wristband's versatility and low costs. The evaluation indicates that the
GAEN protocol is well suited for battery-driven, resource-constrained devices, using only
2 mAh per day on the nRF52840 SoC. As a vital step in decentralized contact tracing, we
show on-device identi�cation of risk contacts with up to 5,000,000 infected keys per day
and evaluate the corresponding energy consumption of up to 80 mAh for a single day.
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Chapter B

DisruptaBLE: Opportunistic BLE
Networking

Abstract

Bluetooth Low Energy (BLE) is the prevalent IoT radio technology and perfectly suited for
mobile and battery-driven applications. However, it is not designed for intermittent con-
nectivity and opportunistic networking. Hence, the vast infrastructure that BLE-equipped
devices such as smartphones, wearables, and sensors provide, remains untapped, even with
its potential for data collection, sharing, or emergency communication in disaster scenar-
ios. This paper introduces DisruptaBLE to unfold this potential: A universal BLE-based
store-and-forward architecture for delay-tolerant and opportunistic networking. Tailored
to the resource constraints of IoT nodes and the feature set of BLE, DisruptaBLE enables
opportunistic interactions between BLE-equipped devices, providing a resilient network
even when established communication over cellular networks or Wi-Fi fails. In our eval-
uation, we show that in a highly dynamic pedestrian scenario in downtown Stockholm,
broadcasts reliably inform pedestrians in 7.1 seconds, while unicast messages arrive within
20 minutes in 48.1% of cases.

B.1 Introduction

In 2021 alone, more than three billion devices equipped with Bluetooth Low Energy
(BLE) were shipped, making BLE an omnipresent radio technology for low-power IoT
devices [207]. BLE devices, such as smartphones, wearables and sensors, reside in house-
holds, o�ces, and even in our pockets, accompanying us throughout our daily lives. Thus,
BLE-enabled devices o�er an infrastructure for citywide networks enabling applications in
delay and disruption tolerant networking (DTN) and Opportunistic Networking [180] like
the collection of sensor data [91] or emergency communication in disaster scenarios when
established communication over cellular networks or Wi-Fi fails [90].

Re�ecting on recent events such as the �ooding in Germany during summer 2021 or
the recent Tsunami in Tonga at the beginning of 2022 underlines the need for emergency
communication. During these catastrophic events, cellular and Wi-Fi networks failed in
the a�ected regions, and it took days to weeks until communication was restored to a basic
level.

We suggest BLE as a perfect candidate for resilient DTN communication, especially
suited to disaster scenarios where wireless access networks and often also power fail: BLE
sensors can operate for weeks on battery, and even smartphones (just using BLE) can
operate for days without charging. However, BLE merely provides point-to-point commu-
nication and mesh networking between known devices. Opportunistic interactions between
unseen devices which are common in mobile DTN scenarios are yet to be utilized. More-
over, BLE lacks a DTN architecture tailored towards its communication primitives and
resource constraints. Further, evaluation in realistic environments constitutes a challenge
in DTN research and remains one for BLE, as established evaluation environments for low-
power wireless networking such as static testbeds fail to reproduce the dynamic topologies
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created by the mobility in DTN environments.
This paper closes these gaps and introduces DisruptaBLE: disruption-tolerant network-

ing tailored to the speci�cs of resource-constrained platforms and the communication
primitives BLE provides. For this, it matches and augments BLE's feature set to DTN
semantics and, in particular, focuses on neighbor detection, selection, and wireless data
communication in resource-constrained environments. Targeting challenging, mobile DTN
scenarios, that we cannot replicate in a static testbed, we introduce a system-level sim-
ulation architecture. Running the same code-base and protocol stack in simulations and
actual hardware, we calibrate a reproducible simulation environment that inherently cap-
tures the details of BLE communication. Our evaluation utilizes both large-scale simu-
lations and device-to-device interactions in a static scenario, executed both on real and
simulated hardware. Within the calibrated BLE radio medium, we further analyze the
forwarding behavior in mobility simulations featuring traces from pedestrians in downtown
Stockholm.

Overall, this work contributes the following:
1. We introduce DisruptaBLE, which tailors delay-tolerant networking to the speci�cs

of resource-constrained platforms and protocols, enabling DTN for billions of IoT
devices.1

2. We provide a system-level simulation architecture for accurate, mobility-based ex-
periments, allowing DisruptaBLE to run the same code-base in simulations and
deployments on actual hardware.

3. We evaluate DisruptaBLE in a static testbed and via mobility simulations. For
one, we simulate broadcasts and unicasts in a calibrated BLE radio environment,
featuring mobility from the KTH walkers dataset. In this highly dynamic scenario
with pedestrians joining and leaving in downtown Stockholm, a broadcast reliably
reaches all devices in 7.1 seconds on average.

B.2 Related Work

Bluetooth itself is not new in the DTN domain as the Haggle project envisioned communi-
cation between devices in one's pocket using technologies such as Wi-Fi or Bluetooth [89].
While it used to support bundle transport over RFCOMM channels on Bluetooth Classic,
the DTN reference implementation did neither support dynamic connectivity nor BLE
and completely removed support in the newer version [86].

Solutions for mesh networking, available for Wi-Fi as IEEE 802.11s and for BLE [213],
are not designed for intermittent connectivity. Thus, the IoT domain contains multiple
examples for custom, application-speci�c DTN implementations, ranging from emergency
communication [90] over the collection of sensor data [91] to opportunistic device-to-device
interactions [92]. Still, no general DTN or Bundle Protocol approach exists for BLE while
there are solutions available for IEEE 802.15.4 [40] or CoAP [93]. Building on estab-
lished DTN technology like � D3TN, DisruptaBLE integrates into existing networks [87],
expanding opportunistic connectivity to BLE.

Higher-level simulators provide an evaluation ground for DTN and Opportunistic Net-
works [96]. With a large variety of available movement patterns covering generated as
well as real-life datasets, simulators like the ONE [95] focus on the mobility aspect but
simplify transmissions and run code written explicitly for simulations. LEPTON, an emu-
lation platform for opportunistic networking, �lls the software gap and builds on the em-
ulation of real-code to support the development of opportunistic networking middleware

1Source code available at https://github.com/prathje/DisruptaBLE
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Figure B.1: Delay-Tolerant Data Flow: Intermediate nodes carry data to destinations.
Prevalent in billions of devices, BLE o�ers low-power neighbor discovery and commu-
nication. Our adapter enables BLE-based Delay-Tolerant Networking using the Bundle
Protocol (BP).

and applications [100]. In the same mentality, our simulations incorporate device-ready
code using the virtualization of resource-constrained devices. Moreover, we execute the
full BLE-stack in a calibrated BLE radio environment.

B.3 Background

B.3.1 Opportunistic Networks

Characterized by temporary, unscheduled connections, Opportunistic Networks are a spe-
cial kind of Delay/Disruption Tolerant Networks (DTN) in which stable end-to-end links
are generally not available [38]. Covering applications like sensor data collection or emer-
gency communication, participating devices (or nodes) temporarily store and forward data
until the data eventually reaches its destination, as seen in Figure B.1. Forwarding is thus
based on a mixture of dynamic topology changes due to mobility and the data stored on
individual nodes. Two opposing extremes of this forwarding design space are Epidemic
Routing and Direct Transmission. Epidemic Routing �oods the entire network by sending
a copy to each available neighbor, requiring extensive resources, as devices continually
forward copies to all neighbors to minimize the delivery delay [214]. In contrast, Direct
Transmission only transmits on direct contact to the destination and hence minimizes
resource costs but induces potentially high delays, i.e., the time until the sender device
eventually encounters the target itself [215]. As a trade-o� between low delay and low
memory-overhead, the Spray-and-Wait algorithm introduces an initial, limited number of
copies, which are then forwarded using Direct Transmission [216]. Naturally, the mobility
of nodes and metrics like group membership or recent contact times are key factors in the
forwarding process and motivated the design of numerous routing algorithms [38]. Most of
the algorithms are designed for and evaluated in abstract simulation environments [100].
As DisruptaBLE targets practical systems, we focus on the basic mechanisms and employ
Epidemic Routing for broadcast and Spray-and-Wait for unicast forwarding.

B.3.2 Bundle Protocol

Motivated by the requirements of interplanetary networks [39], the Bundle Protocol [41]
speci�es a DTN architecture and data serialization format to store-and-forward data un-
der challenging network conditions. Nodes form an overlay network that capsules and ex-
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changes data in "bundles" irrespective of underlying network technologies. In this overlay
network, Endpoint Identi�ers (EID) address nodes across network boundaries. Conver-
gence Layer Adapters (CLAs) individually handle lower-level network technologies such
as TCP [81], SCTP [82] or IEEE 802.15.4 [40].

B.3.3 Bluetooth Low Energy

Bluetooth Low Energy (BLE) is a short-range communication protocol with a particular
focus on energy e�ciency. With data rates up to 2 Mb/s, many smartphones, wearables
like �tness trackers, and other IoT sensor devices rely on BLE for data exchange [217].
BLE includes neighbor discovery based on advertisement beacons, where each device peri-
odically advertises its services allowing nearby devices to listen for connection candidates.
At its core, the Logical Link and Adaption Protocol (L2CAP) resides on top of BLE's Link-
Layer and handles multiplexing, segmentation, and reassembly for the upper layers. With
its Credit-Based Flow Control mode, BLE allows applications to use L2CAP connection-
oriented channels directly, allowing for bidirectional data streams. While being designed
for energy e�ciency, BLE's overall energy consumption depends on factors like the adver-
tisement interval and amount of data. For one, a BLE sensor node can transmit around
10Mbit per day for a year running on a coin cell [91], which is su�cient for battery-driven
DTN networking in, e.g., the Internet of Things or emergency communication.

B.4 DisruptaBLE: BLE-based DTN

The design of DisruptaBLE needs to bridge the gap between the semantics of DTN, i.e., the
abstract notion of sending and receiving in a delay-tolerant manner, and the BLE com-
munication principles of connections and advertisements. In addition, from a practical
perspective, it should ensure easy integration into existing DTN solutions and seamless
execution within the BLE-ecosystem, even on resource-constrained devices. Figure B.2
illustrates our architecture: we use standard BLE features for neighbor discovery, neigh-
bor selection, and bundle transport and integrate them into the Bundle Protocol (BP),
ensuring DTN compatibility. Regarding power limitations, we augment and optimize the
neighbor selection. By building upon microcontroller-ready frameworks, we tackle resource
constraints from the ground up.

While the BP streamlines internal bundle processing and applications interfacing, it
employs CLAs for speci�c network technologies to handle neighbor discovery and the
bidirectional transport of serialized bundles. We, therefore, focus on the design of a CLA
for BLE. We �rst cover neighbor discovery and selection, followed by bundle transport.
We continue with forwarding mechanisms and the system simulation architecture. An
outline of our implementation completes this section.

B.4.1 Neighbor Discovery and Selection

In the dynamic environments of opportunistic networks, �nding promising connection
candidates requires continuous neighbor detection. But a potential connection does not
guarantee to be stable � as devices might move apart � or valuable � as the information
to share is already known. As neighbor detection and even more maintaining connections
are power-hungry tasks for any battery-driven IoT device, devices should only establish
connections if it seems bene�cial: they need to �lter out unfruitful candidates.

For neighbor discovery, we employ BLE's existing advertisement mechanism and extend
the advertisement beacons: In DisruptaBLE, devices simultaneously scan and advertise
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Figure B.2: DisruptaBLE's Architecture Overview: Our BLE Convergence Layer
Adapter (BLE CLA) integrates into the Bundle Protocol. It provides bundle transport
over L2CAP, discovers neighbors and propagates contact information to the routing com-
ponent, managing our bundle broadcast and unicast forwarding.

themselves using a speci�c service identi�er, acting simultaneously as a BLE client and
peripheral, stretching beyond BLE's typical use-case. For this, we extend advertising
beacons with the device's overlay network address, its EID, allowing identi�cation within
the overlay network. This allows devices to detect desired neighbors without the need to
connect to every device. We reuse the MAC address, already included in the advertisement
data, as the CLA address, serving as a transport address for the Bundle Protocol.

In addition to the fundamental discovery mechanism, we �lter out connection candidates
with potentially uninteresting data based on the advertising data: Each device hashes its
o�ered bundle information and concatenates the hashes using bitwise XOR to a single sum-
mary hash which we denote as O�er Hash. This O�er Hash resides in the advertisement
data and thus characterizes the o�ered bundles independent of their order and number.
Each device keeps a history of hashes, allowing it to derive whether the advertising device
has potentially new, hence interesting bundles to share with them. Devices extend their
history with their own advertised O�er Hash as well as the hashes gained through success-
ful connections to other devices. Saved in a circular bu�er, new O�er Hashes overwrite the
oldest entries. As opposed to ignoring recent devices after connections, this content-driven
approach requires no timeout and enables the categorization of previously unseen devices
as they might share already known data. As Figure B.3 illustrates, due to �ags and service
identi�ers, out of the 31 available Bytes in BLE's standard advertisement beacons, just 24
Bytes remain customizable. DisruptaBLE uses 8 Bytes for the O�er Hash and leverages
the remaining 16 Bytes for the overlay address or, e.g., its hash representation.

Devices do not initiate a connection to a neighbor with a known O�er Hash, but they
still accept incoming connections as the other device could need data from them, resulting
in a productive pull [218]. However, when devices try to connect to pull new information
from other nodes, they act on the assumption that some bundles should be forwarded to
them. While this assumption suits scenarios well in which the forwarding is unspeci�c, like
Epidemic Routing, with very speci�c forwarding such as Direct Transmission, most devices
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Figure B.3: DisruptaBLE's Advertisement Data: Complying with the BLE standard,
the header announces DisruptaBLE's service to neighbors. The EID identi�es devices
in the Bundle Protocol's overlay network. The O�er Hash summarizes stored bundles,
allowing devices to �lter neighbors with known data.

Figure B.4: Bundle Exchange Between Two BLE Devices in DisruptaBLE: Device A
receives an advertisement from device B and initializes a connection. As soon as the con-
nection and the channel are established, exchanged summary vectors o�er respectively
request a set of bundles from the other party. Subsequently, requested bundles are trans-
mitted. The connection �nally times out.

would vainly attempt to pull information, wasting resources on both ends. A variant with
a productive push, for one based on the EID, could improve this scenario. Still, even in
this suboptimal scenario, the O�er Hash prevents connection to recent devices until either
the other device o�ers new bundles or the respective O�er Hash gets evicted from the
history.

B.4.2 Bundle Transport

While the Bundle Protocol oversees storing, serializing, and parsing bundles, our BLE
Convergence Layer Adapter accounts for the actual transport, including connection setup.
Devices �rst connect to valuable, i.e., non-�ltered neighbors and �nish the setup process
by establishing an L2CAP connection-oriented channel. Devices set their advertisements
as non-connectable whenever they cannot handle more incoming connections. The L2CAP
channel between the two devices allows for bidirectional data transfer comparable to TCP.
We let each side send the length before every serialized bundle, allowing the receiver to
split the data stream back into individual bundles [81].

B.4.3 Bundle Forwarding

Forwarding algorithms employ a strategy to identify the bundles to forward to a cer-
tain neighbor. We de�ne a router component that provides Epidemic Routing as well as
Spray-and-Wait forwarding policies. The design and implementation of DisruptaBLE are,
however, generic and directly support other policies as a drop-in replacement. Inspired by
Epidemic Routing [214], we let devices o�er stored bundles to each other using summary
vectors: devices hash each bundle, allowing space-e�cient identi�cation of bundles as a
list of hashes. After establishing a connection, two nodes �rst transmit the respective
summary vector as an o�er, as seen in Figure B.4. The other device �lters out the o�er
and requests only wanted bundles by sending a summary vector as a request. We hence
incorporate knowledge about already present bundles and prevent the duplicate transport
of possibly large bundles. Afterward, each device transmits the requested bundles over
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the BLE adapter.

B.4.4 System Simulation

Opportunistic networking scenarios incorporate a highly dynamic network topology. As
these dynamics stem from the inherent mobility, we cannot replicate this environment
in a static testbed. Instead, we devise a system simulation architecture that supports
mobile nodes yet captures important low-level characteristics of DisruptaBLE. Using a
hardware abstraction layer, we execute the same device-ready code for virtual nodes, ex-
ecuting the complete BLE protocol stack within a virtual 2:4 GHz PHY layer. This setup
captures both implementation details of DisruptaBLE and low-level BLE characteristics,
including BLE advertisements, neighbor discovery, and connection setup. In addition to
the actual transmissions, our incorporated PHY layer simulates the respective interfer-
ence as well as background noise and Wi-Fi interference. Due to DisruptaBLE's focus on
resource-constrained devices, each device in the simulation only incorporates a small mem-
ory footprint, allowing simulations with hundreds of devices. For mobility, our toolchain
o�ers a generic interface with granular control over device positions, supporting traces
such as the KTH walkers dataset [219].

B.4.5 Implementation

The Zephyr RTOS constitutes the foundation for our implementation, a real-time op-
erating system for connected resource-constrained devices that features an open-source,
certi�ed Bluetooth stack [220]. Its large number of supported chips and platforms makes
it the ideal cornerstone for the implementation. For compliance with other DTN solutions,
we integrate and extend � D3TN, an interoperable Bundle Protocol implementation, al-
lowing DisruptaBLE to handle generic data bundles from arbitrary sources. We limit the
bundle exchange to just a single active connection at a time and set the timeout to four
seconds.

Our system simulation builds on BabbleSim, a modular physical layer simulator [221].
BabbleSim o�ers a deterministic and detailed BLE radio environment that has been used
for BLE advertising optimization [222].

B.5 Evaluation

For the evaluation of DisruptaBLE, we �rst introduce the setup, our testbed, and param-
eters of our simulated radio environment. We continue by evaluating node interactions
in the static testbed and its virtual, simulated copy. Next, we analyze the behavior in a
highly mobile scenario based on traces from the KTH Walkers dataset [219]. We close our
evaluation with a discussion of the results.

B.5.1 Setup: Testbed and System Simulations

We build on the nRF52840 as our target platform, a low-power SoC from the widely
deployed nRF52 family that features BLE 5.2, an ARM Cortex-M4 64 MHz processor, 1
MB Flash, and 256 KB RAM. Our testbed consists of 20 static nRF52840 devices, spread
over multiple rooms on a single �oor in an o�ce building, depicted in Figure B.5a. Our
simulations are based on BabbleSim and a Zephyr-based hardware abstraction layer for
the nRF52 platform. We minimize the abstraction level as we run the same code, including
the complete BLE protocol stack, on both the real hardware and in simulations. For the
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Table B.1: Simulation Parameters for DisruptaBLE's Evaluation

Parameter Value

General
Bundle Size 1 kB

O�er Hash History 128

BLE Con�g.

Mode LE 2M

Connection Interval 7:5 ms

TX MTU 245 B

TX Power 0 dBm

Radio Env.

Background Noise � 96:4 dBm

Wi-Fi Interference � 70:0 dBm

Wi-Fi Duty Cycle 25%

Path Loss Exponent 3:6

Mobility Scenario

Mobility Trace KTH Walkers

Mean Velocity 1:3 m s� 1

Mean Arrival Rates
[nodes/min]

8.4 (Low)

25.2 (Medium)

42.0 (High)

simulated radio environment, we set the background noise level to� 96:4 dBm [223]. In
addition, we add Wi-Fi interference at � 70 dBm (25% duty cycle) and set the path loss
exponent to 3:6. Table B.1 summarizes the parameters. We release the respective source
code and the simulation toolchain providing a reproducible evaluation ground for DTN
experimentation to the public.

B.5.2 Lower-Level Interactions and Simulation Calibration

We use the testbed for low-level evaluations of device-to-device interactions in Disrupt-
aBLE, including performance metrics for neighbor discovery, connection setup, and data
exchange. Furthermore, we compare the testbed against the simulated radio environment,
revealing the introduced layer of abstraction. An interaction starts with the reception of
an advertisement, followed by the setup time of both the BLE connection and the L2CAP
channel. After the setup completes, devices exchange bundles, the �rst four being the
summary vector exchange, followed by potential payload bundles.

For this experiment, we place 20 virtual nodes statically to the respective device po-
sitions in the testbed (see Figure B.5a). The simulations and the testbed execute the
same scenario: at startup, each node generates a unicast bundle of 1024 Bytes in size and
forwards a replica via Spray-and-Wait to each of its available neighbors. We run and sim-
ulate for 15 minutes with overall 10 repetitions. We collect the received RSSI values from
advertisements and measure the duration to connect and set up the channel. Moreover,
we gather the actual transmission latency of the unicast bundles (we omit the implicit
transmissions of summary vectors). As those values depend on the distance between the
nodes, we aggregate results to bins of� 2:5 m at 5 to 20 meters. Nodes with distances
greater than 22:5 m were unable to connect. We plot standard deviation per individual
advertisement, setup time, and bundle transmission over all runs.

Figure B.5 presents the acquired data. The average RSSI measurements and setup
times indicate only small deviations between the testbed and simulations. While setup
times indicate a pessimistic radio environment, the transmission times deviate within the
testbed due to obstacles. Within simulations, the mean setup time is1:13 seconds at5 m
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(a) O�ce Testbed (b) Advertisement RSSI

(c) Link Setup Times (d) Setup Transmission Times

Figure B.5: DisruptaBLE's Bundle Exchange Metrics in Our Testbed and Calibrated
Simulations: 22x22m2 in size, the testbed contains 20 nRF-devices scattered on a �oor in
a university o�ce building. We replicate the testbed in simulations that perform similar
in both the bundle and link setup time. RSSI values and transmission times show greater
deviations in the testbed as we do not capture the in�uence of the present thick walls,
staircases, and elevator shaft. Error bars display standard deviation over all runs.

and 1:67 seconds at20 m; the transmission time increases from0:95 seconds at5 m to 2:65
seconds at20 m.

Overall, the simulations perform similarly (or worse) than the actual testbed. As the
simulations do not incorporate unique obstacles like walls, the results show less deviation.
Thus, the simulation results primarily depend on the distance between nodes. We accept
the deviations to limit simulation complexity.

B.5.3 Opportunistic BLE Networking in Downtown Stockholm

For a challenging DTN scenario, we dissect the forwarding process using the KTH walk-
ers dataset within our calibrated radio environment [219]. Covering an area of approxi-
mately 5872 m2 (see Figure B.6a), this dataset provides accurate positional information
of hundreds of walkers in Östermalm, downtown Stockholm, resulting in a challenging
opportunistic DTN setting. Based on the traces, we simulate walkers with nRF-devices,
running DisruptaBLE in a grid of streets and analyze the forwarding delay for both a
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