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Abstract

This thesis investigates perception tasks using automotive radar sensors for au-
tonomous driving. Compared to cameras and lidars, radar sensors offer unique
advantages including weather robustness and direct velocity measurements. We
specifically focus on leveraging range-beam-doppler tensors as input for deep neu-
ral networks, a data representation that contains the full radar signal rather than
the commonly used sparse radar pointclouds.

After introducing radar fundamentals, the thesis explores multiple approaches
to radar-based perception. We first demonstrate 3D object detection using radar
pointclouds combined with camera data, adapting neural network architectures
originally designed for lidar sensors.

The thesis then investigates how range-beam-doppler tensors can be processed
by neural networks through the exemplary task of scene classification and eval-
uates the effectiveness of complex-valued convolutions in processing radar data.
Our findings show that while scene classification is achievable solely based on
radar data, complex-valued convolutions do not yield significant benefits in this
context, and the magnitude information alone suffices for this perception task.

Furthermore, we investigate how polar radar tensors can be efficiently pro-
cessed in convolutional neural networks. This leads to the development of a state-
of-the-art radar-based 3D object detection model using graph neural networks,
which improved detection performance by more than 8.9% compared to a model
without graph convolutions.

The thesis addresses key challenges in processing range-beam-doppler data,
including ego-motion compensation and data compression. We demonstrate that
ego-motion compensation, while more complex for range-beam-doppler tensors
than pointclouds, is essential for accurate object detection, yielding an 8.7% im-
provement in average precision.

To address the practical challenge of larger data volumes associated with radar
tensors, we demonstrate that discrete autoencoders can effectively compress range-
beam-doppler data while maintaining sufficient information for multi-sensor fu-
sion tasks. This compression strategy enables efficient data transfer from radar
sensors to central computing units, particularly in bandwidth-limited scenarios.



In comparing radar tensor and pointcloud approaches, we find that current
pointcloud-based models achieve slightly superior detection performance. How-
ever, our research has significantly narrowed the performance gap between these
two data representations and suggests that the range-beam-doppler data level holds
considerable promise for future improvements.
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Zusammenfassung

In dieser Arbeit untersuchen wir die Mdoglichkeiten der Fahrumfelderkennung
mittels Radarsensoren fiir das autonome Fahren. Gegeniiber Kameras und Lidar-
Sensoren haben Radarsensoren wesentliche Vorteile. Sie funktionieren zuverlés-
sig bei jedem Wetter und konnen durch den Doppler-Effekt Geschwindigkeiten
direkt messen. Der Fokus dieser Arbeit liegt dabei auf der Nutzung von Range-
Beam-Doppler Tensoren als Eingabe fiir tiefe neuronale Netze - eine Datenebene,
die im Gegensatz zu den iiblicherweise verwendeten, ausgediinnten Radarpunkt-
wolken noch das vollstindige Radarsignal enthilt.

Nach einer Einfiihrung in die Radar-Grundlagen werden verschiedene Ansét-
ze zur radarbasierten Fahrumfelderkennung untersucht. Im ersten Schritt imple-
mentieren wir die 3D-Objekterkennung mit einer Kombination aus Radarpunkt-
wolken und Kameradaten. Dafiir passen wir neuronale Netzwerkarchitekturen,
die urspriinglich fiir Lidarsensoren entwickelt wurden, an die Eigenschaften von
Radardaten an.

Anschliefend analysieren wir am Beispiel der Szenenklassifikation, wie neu-
ronale Netze Range-Beam-Doppler Tensoren verarbeiten konnen. Die Untersu-
chung befasst sich auch mit méglichen Vorteilen komplexwertiger Faltungen bei
der Verarbeitung von Radardaten. Unsere Ergebnisse zeigen, dass eine Szenen-
klassifikation allein mit Radardaten moglich ist. Komplexwertige Faltungen bie-
ten dabei jedoch keine signifikanten Vorteile, da die Magnituden des Radarsignals
fiir die Klassifizierung ausreichen.

Ein weiterer Schwerpunkt liegt auf der effizienten Verarbeitung von Radar-
Tensoren im Polarkoordinatensystem durch neuronale Faltungsnetze. Unser ent-
wickeltes 3D-Objekterkennungsmodell basiert auf Graph Neural Networks und
verbessert die Erkennungsleistung um mehr als 8,9% im Vergleich zu einem Mo-
dell ohne Graphfaltung.

Die Arbeit adressiert auch zentrale Herausforderungen bei der Verarbeitung
von Range-Beam-Doppler Daten wie die Kompensation der Eigenbewegung des
Sensors und die Datenkompression. Wir zeigen, dass die Kompensation der Ei-
genbewegung fiir eine prizise Objekterkennung unverzichtbar ist, obwohl sie bei
Range-Beam-Doppler Tensoren komplexer als bei Punktwolken ist. Die durch-



schnittliche Precision verbessert sich durch diese Kompensation um 8,7%.

Die praktische Herausforderung grof3er Datenmengen bei Radar-Tensoren 16-
sen wir durch diskrete Auto-Encoder. Diese kdnnen Range-Beam-Doppler Da-
ten effektiv komprimieren und bewahren dabei ausreichend Informationen fiir
Multisensor-Fusionsaufgaben. Diese Komprimierungsstrategie ermoglicht eine
effiziente Dateniibertragung von Radarsensoren zu zentralen Recheneinheiten.
Dies ist besonders wichtig in Szenarien mit begrenzter Ubertragungsbandbreite.

Im direkten Vergleich zwischen Radar-Tensor- und Punktwolken-Ansdtzen
zeigt das Punktwolken-basierte Modell eine etwas bessere Erkennungsleistung.
Unsere Forschung hat jedoch die Leistungsliicke zwischen beiden Datendarstel-
lungen deutlich verkleinert und unterstreicht das grofle Potenzial der Range-Beam-
Doppler Daten.
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Chapter 1

Introduction

1.1 Context

Autonomous driving has the potential to revolutionize transportation systems
worldwide. It will free up a signi cant amount of time for many people who
spend hours commuting each day, potentially enhancing the well-being of this
large group. By shifting control from human drivers to autonomous systems, vehi-
cles can operate more ef ciently and safely than manually-operated vehicles [98].
This technology could signi cantly reduce traf ¢ accidents and fatalities, which
are major causes of death and injury globally [49], through the elimination of
common human errors such as distracted driving, speeding, and traf c rule vi-
olations. Beyond safety improvements, autonomous vehicles offer substantial
economic bene ts through more ef cient transportation of goods and increased
accessibility to transportation services for those unable to drive due to age or dis-
ability.

The Society of Automotive Engineers (SAE) proposed to classify driving au-
tomation into six distinct levels [19], as illustrated in Figure 1.1. These levels span
the spectrum from complete manual control (level 0) to fully autonomous driving
(level 5). Levels 1 and 2 involve integrating driving assistance or partially auto-
matic features, while a human continues to monitor all tasks, such as automatic
cruise control or lane centering. These levels are already available in several ve-
hicles currently on the market. At level 3, the vehicle is capable of performing
most driving tasks in certain conditions, such as highway driving, but human con-
trol is still required. The rst agship vehicles have this level of autonomy at
low speeds [61]. Levels 4 and 5 represent the pinnacle of autonomy, as these ve-
hicles can operate without a human driver and achieve full autonomous driving
capabilities across diverse scenarios.

To enable autonomous vehicles to operate at higher levels of driving automa-
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Figure 1.1: The ve levels of driving automation.

tion, a crucial aspect is their ability to perceive and understand their surroundings.
For levels 2-5, autonomous vehicles need to be able to perceive their surround-
ings and build up an understanding in which kind of environment they are ma-
neuvering. This necessitates the integration of various sensor modalities, such as
cameras, lidar, radar, and ultrasound sensors. These sensors collectively provide a
comprehensive view of the environment, enabling accurate detection of obstacles,
traf c participants, road boundaries, traf ¢ signs, and traf c lights.

In the last decade, there have been signi cant advances in visual scene under-
standing using machine learning algorithms, bringing the dream of driverless cars
(level 4 and 5) closer to reality. There has been a lot of research on topics such
as multi-sensor perception, 3D reconstruction, cartography, high-precision local-
ization, and planning to achieve the goal of autonomous vehicles. For example,
detecting other road users in all kind of sensor modalities (and their respective
fusion) in autonomous vehicles is being worked on by numerous research groups
(e.g. camera [17], lidar [27], radar [117]).

Leading the way in Level 4 automation, companies such as Waymo and Cruise
have implemented their advanced autonomous driving systems in several cities in
the USA [20, 114]. Meanwhile, Mercedes has developed a Level 3 system that
enables hands-off automated driving in traf ¢ at reduced speeds, speci cally on
freeways in California and Nevada and on German motorways [61].

Tesla, a notable player in the eld, has introduced Level 2 systems across vari-
ous geographical regions, including the USA, Europe, China, and Australia [103].
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On the other hand, Xpeng, a key player in the Chinese market, has unveiled an ad-
vanced Level 2 system designed for the local market [118].

Despite their impressive capabilities, it is important to note that no company
was able to deploy an advanced systems that is fully operational in severe weather
conditions such as snow and heavy rain. Additionally, challenges remain in han-
dling high speeds, navigating diverse off-road terrains, and accurately interpreting
previously unseen traf ¢ signs. The ongoing efforts to address these limitations
underscore the continuous re nement and development of autonomous driving
technologies.

Advanced Driving Assistance Systems (ADAS) and autonomous driving re-
quire a detailed understanding of complex driving scenes. The environment of the
vehicle is observed by cameras capturing images that are easily understood by the
human eye. In addition, active sensors such as lidar, radar, and ultrasound sensors
have been developed to complement cameras and provide a more comprehensive
understanding of the surrounding scenes, each offering a unique perspective of
the world with its own properties and physical aspects. As the transition from as-
sisted to automated driving occurs, the redundancy and complementarity of these
sensors aim to provide accurate and robust comprehension of the environment,
improving performance and safety. Redundancy mechanisms are necessary for
functional safety at all levels of the system, including the sensing parts and the
nal decision modules.

While these sensor technologies have made signi cant strides in advancing
autonomous driving capabilities, each sensor type faces unique challenges. Cam-
eras struggle in poor visibility conditions [14], lidar systems are expensive and
can be affected by adverse weather [104], and ultrasonic sensors have limited
range [105]. However, radar presents a particularly interesting case. Despite be-
ing one of the most weather-robust and cost-effective sensors available, its full
potential remains largely untapped. This brings us to the core motivation of this
thesis: exploring how modern deep learning techniques can better utilize radar
data to enhance autonomous vehicle perception systems.

1.2 Motivation

At the sensor level, redundancy can be achieved by using multiple complementary
and redundant sensors, which perform the perception tasks simultaneously.

Deep learning has emerged as the state-of-the-art method for 2D object de-
tection in camera images [55, 82, 83] and has demonstrated remarkable results
for monocular 3D object detection [17]. Moreover, it has been proven to be an
appropriate technique for 3D object detection in lidar point clouds [119, 128] and
in multi-sensor data, such as camera and lidar [50].
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Given the recent advancements in deep learning algorithms and their remark-
able performance in various perception tasks, there is a growing interest in explor-
ing their application to radar data processing [2]. Leveraging the bene ts of deep
learning holds great potential for enhancing radar perception in autonomous vehi-
cles. Deep neural networks can learn complex patterns and relationships from the
radar data, leading to more robust and generalizable models for improved object
detection, classi cation, and prediction.

One of the key advantages of radar is its ability to detect objects at large dis-
tances [13]. This is critical for the safe operation of autonomous vehicles, as it
can help the vehicle to detect and avoid potential collisions long before they oc-
cur. Additionally, radar sensors work in a wide range of weather conditions, even
in poor visibility conditions such as fog or rain. This makes it suitable for use in
autonomous vehicles that may be required to operate in challenging environments
or under extreme weather conditions. In addition to its ability to detect objects at
large distances, radar can also provide detailed information about the size, shape,
and notably, the speed of the objects it detects [59]. This is especially useful for
autonomous vehicles to make informed decisions about how to navigate around
or avoid objects in the environment.

Despite its advantages as an inexpensive, weather-robust and long-range sen-
sor that additionally provides velocity information, radar sensors have been rela-
tively overshadowed by lidar and camera sensors in meeting the demands of fully
autonomous driving.

Improved radar hardware, together with deep learning algorithms, which are
designed to learn patterns and relationships in data by analyzing large amounts of
data and adjusting their internal parameters during training, has led to signi cant
progress in radar perception. Recent publications have used deep neural networks
for the following tasks: classi cation of range-doppler images [77], classi ca-
tion of objects in radar grid maps [57], and semantic segmentation of radar point
clouds [87].

For highly non-linear, complex data where traditional machine learning meth-
ods (such as support vector machines [108]) fail, neural networks are capable of
learning intricate patterns from unstructured data. Therefore, deep neural net-
works are particularly effective when working with raw data, as they can learn
extremely complex patterns and relationships that may be lost or distorted when
the data is processed or transformed in some way [41].

One of the main advantages of deep learning on raw data is that it allows the
algorithm to learn more robust and generalizable features from the data. When
data is processed or transformed, certain features or patterns may be lost or dis-
torted, which can limit the ability of the algorithm to learn from the data. By
working with raw data, e.g. rgb-pixel values of images, the algorithm can learn
more complex and nuanced patterns and relationships, which can lead to better
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performance on tasks such as the classi cation of the image or the detection of
objects in the image. Another advantage of deep learning on raw data is that it
can be more ef cient and cost-effective. Processing and transforming data can
be time-consuming and require additional resources, such as computing power or
specialized software. By working with raw data, the deep learning algorithm can
learn directly from the data, without the need for additional processing or trans-
formation steps. This can save time and resources and allow the algorithm to learn
more quickly and accurately.

Overall, deep learning on raw data can lead to better performance and more
ef cient and cost-effective learning compared to deep learning on processed data.
By allowing the algorithm to learn more complex and nuanced patterns and re-
lationships, deep learning on raw data can lead to more robust and generalizable
models that are better able to make accurate predictions or classify new data.

Because of well established algorithms on point clouds, radar detectors typi-
cally rst extract a point cloud based on magnitudes of the complex-valued range-
beam-Doppler data by using a constant false alarm rate (CFAR)-style algorithm.
This point cloud extraction, however, already removes a vast amount of potential
information, thus recently research shifted the focus towards the question of how
to make use of the lower-level radar data for further processing and eliminating
the explicit point cloud conversion.

Even though there is no uni ed de nition what radar data level is still consid-
ered raw data, because there are many processing steps (which also differ between
different radar sensors), in this work radar raw data refers to an un ltered output
of a radar sensor, in contrast to a radar point cloud, which is a reduced data repre-
sentation, in which a lot of information is lost.

After analog-to-digital conversion, the underlying raw radar data levels are
primarily represented as dense three-dimensional matrices (with real-valued or
complex-valued data entries) with varying dimension semantics - depending on
the state inside the processing chain. For consistency within this work, we use
the termradar tensorto encompass all those data levels and de ne the exact data
level by a pre x describing the dimension semantics - in our work réumege-
beam-Doppler tensor

A radar point cloud is a set of 2D or 3D points in space that represent the
locations of objects that gave a strong re ection of the electromagnetical wave
that the sensor had sent out. A radar point cloud is typically generated by taking
the radar raw data which is often organized in a regular grid in polar space and
Itering out data with lower magnitude values.

Overall, radar raw data and radar point clouds are two different ways of rep-
resenting the output of a radar sensor, with each representation having its own ad-
vantages and disadvantages. Radar raw data provides detailed information about
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the distance and angle to each measurement, while radar point clouds provide a
more compact and intuitive representation of the locations of objects in the envi-
ronment.

In this work, we focus on fully leveraging raw radar tensor data rather than
relying on human-biased point clouds, which are the typical result of traditional
radar signal processing techniques. This approach avoids the creation of sparse
point clouds, a common occurrence with the traditional techniques. Furthermore,
it eliminates the necessity of induced Itering assumptions. Moreover, one of the
most signi cant advantages of this approach is data preservation. In the traditional
techniques, certain data is often discarded in the process. However, our approach
ensures that no data is thrown away, thereby ensuring a comprehensive utilization
of the available information. This, we believe, would potentially lead to more
accurate and reliable outcomes.

1.3 Contributions of this Thesis

In this study, we investigate the capabilities of radar data for perception tasks
for autonomous driving, especially focusing on fully utilizing raw radar tensor
data. This is a departure from the typical reliance on human-biased point clouds,
generally produced by traditional radar signal processing techniques. This method
circumvents the issues of sparse point clouds and induced ltering assumptions,
ensuring no data is discarded.

The objective of this thesis is to explore the application of deep
learning techniques directly on the range-beam-Doppler radar
data (see Section 2.1). This approach eliminates the conventional
step of heuristic point extraction, thus preserving the amount of
data available. Since signi cantly more data is available in the
tensor than in the point cloud, the hypothesis is that algorithms
working directly on the radar tensor have a better performance.
We investigate, how this data level can be fed into arti cial neural
networks and compare the object detection performance between
a model working with radar point clouds and the raw radar data.

This thesis divides the problem statement into six research questions, beginning
with how different data representations can be input into neural networks and
leading to a comparison of detection performance between models designed for
the two different data representations.



Research Question 1:

a) Can perception models that were developed for lidar data, be used for
radar point cloud data?
This question explores the feasibility of adapting established lidar-based
perception models to work with radar point cloud data. Both sensors pro-
duce 3D point representations of the environment, albeit with different char-
acteristics, prompting the question of whether methods for feeding lidar
point clouds into neural networks can also be applied to radar data.

b) How does the object detection performance compare between lidar and
radar?
Lidar is a well-established sensor technology for L4 and L5 autonomous
driving tasks. Therefore, it is interesting to examine the object detection
performance between lidar and radar systems and to analyze the strengths
and limitations of radar data relative to the established lidar technology in
autonomous driving applications.

Research Question 2:

In contrast to radar point clouds, range-beam-Doppler tensors are not in Cartesian
coordinates and they contain complex values. Therefore, the following questions
need to be addressed:

a) How can complex-valued range-beam-Doppler data be fed into a neu-
ral network?
This question is motivated by the need to explore methodologies for ef-
fectively feeding complex-valued range-beam-Doppler data into neural net-
works. The research seeks to bridge the gap between the raw radar data
format and the input requirements of conventional neural networks.

b) Are complex-valued convolutions bene cial for perception tasks?
The effectiveness of complex-valued convolutions in processing radar data
for perception tasks needs to be assessed. This could provide insights into
the potential advantages of specialized neural network architectures for han-
dling radar data.

Research Question 3:

How can range-beam-Doppler data, that canonically is formed in a polar co-
ordinate system, be used with a convolutional neural network, whose proper-

ties are better suited for a Cartesian coordinate system?

The motivation for this research question is to investigate how range-beam-Doppler
data, inherently structured in polar coordinates, can be utilized by convolutional
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neural networks that are typically more optimized for cartesian coordinate sys-
tems. This research aims to tackle challenges related to adapting polar-coordinate
radar data for Cartesian-optimized neural networks and to develop ef cient solu-
tions for processing this data within these architectures.

Research Question 4:

The radar data contains the relative radial velocity between the sensor and the
objects. If the sensor is mounted on a vehicle, the velocity of the vehicle will
in uence the doppler dimension. For radar point cloud data, ego-motion compen-
sation is commonly used and easy to implement. It is important to understand
how autonomous vehicles can accurately interpret radar data in dynamic driving
scenarios. It is necessary to determine the need and impact of ego-motion com-
pensation in the context of range-beam-Doppler data, which leads to the following
concrete questions:

a) Is ego-motion compensation necessary for range-beam-Doppler data?
b) How can ego-motion compensation be performed on this data level?

Research Question 5:

Range-beam-doppler data has a signi cantly larger data volume than radar point
clouds, making it dif cult to handle for real-time autonomous driving applica-
tions. The focus of this research question is on compressing the data for practical
use and determining if object detection can be performed directly on compressed
data without losing essential information.

a) How can the range-beam-Doppler data be compressed to make it usable
in practice?
This question explores strategies for reducing the data volume, making it
more manageable for real-time applications in autonomous driving.

b) Can the object detection task be performed directly on the compressed
data?
This question investigates the feasibility of performing object detection tasks
directly on compressed radar data and examines the trade-offs between
compression and the preservation of essential information for accurate de-
tection.

Research Question 6:

How does the object detection performance compare between a model work-

ing with a radar point cloud and a model using the raw radar data?

This comprehensive comparison aims to investigate the main hypothesis of this
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thesis: that algorithms working directly with the radar tensor data can outper-
form those using processed point clouds, thereby potentially revolutionizing the
approach to radar data in autonomous driving.



1.4 Own Publications

The work presented in this thesis has led to the following publications, which
serve as a basis for the following chapters:

Michael Meyer and Georg Kuschk. “Deep learning based 3d ob-
ject detection for automotive radar and camera”. 16th Euro-
pean Radar Conference (EURADEEE. 2019, pp. 133-136
Nominated for EURAD Young Researcher Award

An object detection model originally developed for lidar and cam-
era is adapted to perform object detection on radar point cloud
data and camera images, and the performance of lidar and cam-
era is compared to radar and camera. The work presented in this
paper constitutes the foundation for chapter 3 of this thesis.

Michael Meyer and Georg Kuschk. “Automotive radar dataset
for deep learning based 3d object detection”. 16th European
Radar Conference (EURADEEE. 2019, pp. 129-132

The paper addresses the multi-sensor data collection and parts of
it form the basis for Section 3.1.1.

Michael Meyer, Georg Kuschk, and Sven Tomforde. “Complex-
valued convolutional neural networks for automotive scene classi-
cation based on range-beam-doppler tensors”.28rd Interna-
tional Conference on Intelligent Transportation Systems (ITSC)
IEEE. 2020, pp. 1-6

This paper investigates whether neural networks can perform the
task of traf c scene classi cation based on the information avail-
able in the range-beam-Doppler radar tensor and the ndings that
are presented in this publication form the basis for Chapter 4.
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Michael Meyer, Georg Kuschk, and Sven Tomforde. “Graph con-
volutional networks for 3d object detection on radar data”. In:
Proceedings of the IEEE/CVF International Conference on Com-
puter Vision (ICCV) 2021, pp. 3060-3069

This study investigates whether graph neural networks are an ef-
fective approach for processing radar data in polar coordinates.
Chapter 5 of the thesis builds upon the research presented in this
publication.

Michael Meyer, Marc Unzueta, Georg Kuschk, and Sven Tom-
forde. “Ego-Motion Compensation of Range-Beam-Doppler
Radar Data for Object Detection”. IfProceedings of the Eu-
ropean Conference on Computer Vision (ECCSf)ringer. 2022,
pp. 697-708

This work investigates the doppler dimension of the range-beam-
Doppler tensors and whether adjusting this dimension with the
ego-motion of the vehicle is bene cial during the training process.
Chapter 6 of the thesis is structured around the core ndings from
this publication.

Michael Meyer, Sherif Nekkah, Georg Kuschk, and Sven Tom-
forde. “Automotive object detection on highly compressed range-
beam-doppler radar data”. 119th European Radar Conference
(EuRAD) IEEE. 2022, pp. 141-144

The large amount of data in radar tensors results in new practical
challenges. This work investigates the compression as part of the
object detection network. The insights presented in this publica-

tion form the foundation of Chapter 7.

Table 1.1: Peer-reviewed publications associated with this thesis.
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1.5 Outline of the Thesis

This section provides an overview of the subsequent chapters and explores their
signi cance.

In order to fully comprehend both the potential advantages and challenges as-
sociated with the use of a radar sensor in an autonomous vehicle, it is important to
delve into its basic operating principles, capabilities, and constraints. Therefore,
the next chapter presents the fundamental operating principles of a radar sensor in
Section 2.1. At the end of that chapter, a brief overview of the related literature is
provided in Section 2.2.

Chapter 3 introduces a model capable of performing 3D object detection tasks
on radar point clouds in conjunction with camera images. This is an exemplary
model of how a neural network that was originally developed for lidar data is ad-
justed to use the radar point cloud as input and answers Research Question 1. In
Chapter 4, we demonstrate the effectiveness of a deep neural network in perform-
ing automotive scene classi cation solely with range-beam-Doppler radar data.
This chapter investigates the utilization of the range-beam-Doppler tensor as in-
put for a neural network and further explores the application of complex-valued
convolutions for processing the complex-valued radar tensor data, answering Re-
search Question 2. Subsequently, we illustrate that 3D object detection can be
achieved on range-beam-Doppler radar data, yielding state-of-the-art results in
Chapter 5, and address Research Question 3. Chapters 6 and 7 delve into the spe-
ci ¢ methods and challenges associated with the raw radar data, focusing on the
ego-motion compensation (Research Question 4) and strategies to manage the en-
gineering challenge of larger data volumes (Research Question 5). In Chapter 8,
we conduct a comparative analysis of the object detection performance between
the two radar data representations and explore the bene ts of each data level, and
answer Research Question 6. Ultimately, in Chapter 9, we consolidate the nal
conclusions of this thesis.
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Chapter 2

Background

This chapter introduces the foundation needed to understand radar-based object
detection and subsequent chapters. In Section 2.1, the working principle of radar
sensors is brie y explained. The section gives a high level introduction to radar
data and its characteristics to readers who are not familiar with radar technology.
In Section 2.2, we will give an overview of related research publications and then
give a short chapter summary in Section 2.3.

2.1 Radar Processing Theory

There are two types of radar sensors: pulse radars and continuous wave (CW)
radars. Pulse radars transmit short, high-power pulses of electromagnetic waves
and then measure the time it takes for the pulses to return after re ecting off of ob-
jects in the environment. Pulse radars are able to detect objects at larger distances
and are therefore used for applications such as monitoring airspace or detecting
objects at sea. This type of radar sensor typically features a rotating antenna array,
which continuously scans the surrounding environment to generate a 360-degree
eld of view, which means that there is a small time difference between informa-
tion about different directions. However, they are not able to instantly measure
the velocities of the objects. In contrast, continuous wave (CW) radars emit sig-
nals without interruption, maintaining a continuous transmission. CW radars have
static antennas, so there is no time offset between different directions, and all data
is recorded synchronously. Therefore, they are well suited and are typically used
for short-range applications, such as collision avoidance systems in vehicles.

In this work, a frequency modulated continuous wave (FMCW) radar is used.
FMCW radars emit a signal with a linear modulated frequency and record the
signal that is re ected back from objects in the scene (see Figure 2.1).

Regulations regarding the frequency bands of automotive sensors are continu-
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ously updated to meet the requirements of state-of-the-art technology. The Euro-
pean Telecommunications Standards Institute (ETSI) and the United States Fed-
eral Communications Commission (FCC) develop standards that regulate which
electronic devices may operate within speci ¢ spectrum ranges. Automotive radar

sensors are FMCW sensors and have transitioned from the legacy 24 GHz band
(that is no longer available since early 2022) to the 76—-81 GHz frequency band,

now the standard for automotive radar sensors [81].

The received signal is mixed with the transmitted signal to obtain the fre-
guency difference f between the two. This beat frequency is a function of the
object range, because the time delay between the transmission of the radar signal
and the reception of the echo is directly proportional to the distance between the
sensor and the object. The speed of lighaind the time the signal traveledt
can be used to calculate the rarigje

ol ti_ i f

d
2 2 5

R = 2.1)

The magnitude of the radar signal is usually calculated for speci ¢ range-bins,
that correspond to speci ¢ frequency samples from a sweep of frequencies and
it is often calculated with a Fast-Fourier-Transform (FFT) which is referred to as
Range-FFT [36].

As an object approaches or recedes from the sensor, the re ected radio waves
experience a frequency shift, known as the Doppler shift. Therefore, in the case of
a moving object, the frequency difference is (1) a superposition of the frequency
shift related to range and (2) the Doppler component due to the radial velocity
between object and radar sensor.

The Doppler shiftis used in radar systems to determine the velocity of a target.
The Doppler shift equation is given by:

fg= —fo (2.2)

wheref 4 is the Doppler frequency shift, is the radial velocity of the target,
Co is the speed of light, anfd, is the transmitted frequency.

From a single chirp, the Doppler information cannot be extracted as it is over-
lapping with the range component, but through sending and receiving multiple
consecutive chirps and processing them together, it is possible to resolve both
range and velocity.

An object moving with a velocity measured by two consecutive chirps sepa-
rated by timeT, will result in a phase difference corresponding to a displace-

14



Figure 2.1: Transmitted and received frequency over time of a radar sensor.

mentr = v T, [38]:
4y 4vT .  4fvT ¢

& (2.3)
where = % is the wavelength of the radar signal.
Equation 2.3 can be used to derive the velogity
Co
= 2.4
VT AT (2:4)

Here, the velocity measurement is based on a phase difference and consequently
this velocity will be ambiguous. The measurement is unambiguous gnly if<

. Therefore, the maximum unambiguous velocity depends on the chirp transmis-
sion time:

Vmax = 4.__1_0 (2.5)

With multiple chirps, the radar sensor is also able to distinguish between mul-
tiple different velocities at the same range. Usually, a s&t chirps is processed
through a second FFT, which is often called Doppler-FFT, resulting isdial
velocity / Doppler measurements for each range.

To determine the direction of objects, most automotive radar sensors employ
an antenna array consisting of multiple antennas arranged in a speci c pattern.
By analyzing the phase differences between the signals received by different an-
tennas, the sensor can estimate the azimuth (horizontal) and elevation (vertical)
angles of the objects in view. Two antennas receive the re ected signal from the
same object, with a phase difference caused by the different distances the signal
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Figure 2.2: Angle estimation with two receive antennas.

travels between the object and each antenna. Therefore, the phase shift depends
on the relative position of the antennas and the position of the object.

For two receive antennas being distamcapart (see Figure 2.2), the phase
difference of an object at angleis:

_2fd sin() (2.6)
Er— :
Hence, the angle can be determined as:
—en 1 @
=sin 21d (2.7)

In practice, radar sensors nowadays can use much more complex antenna lay-
outs than one transmit and two receive antennas [3], nevertheless, the underlying
principle of inferring the angle through phase differences between the antennas
remains the same, and most radar sensors that are used today work based on the
concepts described above. At one point in their data processing chain, these radar
sensors usually use a data tensor with dimensions ranges, beams, and Doppler
channels to detect data points of interest. Often a tensor with dimensions samples

chirps channels is processed to then represent rangirps channels,
and then processed with the Doppler-FFT to ranggoppler channels, before
beamforming is performed and the data has dimensions ranlgppler beams.

In traditional radar processing, a constant false alarm rate (CFAR) algorithm
is often used to extract a point cloud from this tensor. The false alarm rate is
the average number of false targets that can be detected at the receiver output
in a given time. It is used to detect potential targets by maintaining a constant
false alarm rate regardless of the clutter or noise conditions. The basic principle
of CFAR is to set a threshold level above the noise oor. If the signal strength
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exceeds this threshold, it is considered as a possible target. Due to the processing
of the radar signal, the threshold needs to be range-dependent, to keep the false
alarm rate constant over range.

For a more thorough introduction to radar fundamentals and its classical signal
processing, we refer to [99, 102].

2.2 Related Works

Due to the seminal publication of the KITTI dataset [31] 3D object detection in the
automotive context experienced a huge boost, leading to thorough investigation on
state-of-the-art methods for lidar-based object detection, resulting in mature ap-
proaches such as [51, 93, 128] which were especially enabled by the breakthrough
of voxel-based as well as point cloud based feature extraction backbones in deep
neural networks [79, 80].

Camera-only approaches for 3D object detection have gained attraction re-
cently [17, 95, 124], but are falling short to lidar based approaches in terms of
distance accuracy.

The fusion of lidar and camera data has been extensively investigated, lever-
aging both the precise geometric measurements of lidar and the rich contextual
information from camera imagery. One line of work, initiated by Chen et al.
in MV3D [18], generates proposals from voxelized lidar data in birds-eye-view
(BEV), which are then projected into both camera and lidar feature maps to ex-
tract and concatenate multi-modal features for nal classi cation and regression.
Building upon this foundation, Ku et al. [50] introduced AVOD, which employs a
xed 3D anchor grid projected into both sensor modalities, allowing proposals to
be based on both camera and lidar features.

A different approach, exempli ed by F-PointNet [78], begins with 2D camera
detections and lifting them to 3D by creating frustums and using all lidar points
within these frustums to regress 3D bounding boxes. MVX-Net [97] and Point-
Painting [111] have explored enhancing lidar points with camera-derived features
through projection of lidar points into the camera feature map, subsequently pro-
cessing these enriched point clouds using established lidar-based architectures.

These approaches can be broadly categorized into two classes: those process-
ing lidar data primarily in BEV, and those projecting points into the camera’s per-
spective view. For adaptation to radar data, BEV-based approaches are likely more
suitable due to the inherent characteristics of automotive radar sensors. Their typ-
ically lower elevation angular resolution makes projection into perspective view
less effective compared to BEV representation, where the radar's strengths in
range and azimuth measurements can be better utilized.
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While lidar sensors have the advantage of being spatially very accurate, they
are signi cantly prone to weather conditions such as rain, fog, snow, and dust. On
the other hand, radar sensors, though more reliable and robust, are known to be
noisy and less precise. This contrast raises questions about the suitability of lidar
network architectures for radar data. Both camera and lidar sensors, however, fall
short when it comes to adverse weather conditions, long-range detection, and ve-
locity measurement. Therefore, the task of bridging this perception gap falls to the
more resilient radar sensors: For simpler tasks, like determining the distance to the
vehicle in front, radar sensors alone are used, while for more complicated tasks,
like object detection of pedestrians and bikes, they are often used in conjunction
with cameras.

2.2.1 Radar Point Clouds

Since some radar sensors, such as lidar sensors, output 3D point clouds (even
though the point cloud has completely different properties), one can apply similar
networks on radar data or the data can be put into regular grids and processed
with a convolutional neural network (CNN), which was originally developed for
camera images.

Early work on applying deep learning techniques to radar data for better gen-
eralizing perception algorithms was done in the area of object detection based on
occupancy grid maps [57]. Lombachetral. use radar point clouds to create a
radar occupancy grid map, which they then feed into a CNN to predict the se-
mantic class for each pixel. This provides information about the location of the
objects, but does not give information about the object instance the grid cell be-
longs to. Thus, it is not possible to infer information about neither the number of
objects, nor the extent of each object.

In [87], Schumanmt.aluse PointNet++ to perform the semantic segmentation
directly on the radar point cloud on a per-point level. A radar point cloud contain-
ing data from multiple radar sensors, is used as input into a deep learning model
to perform 3D object detection on the radar data in [5].

In Seeing Around Street Cornel®6], the geometry of the scene is used to
detect objects that are occluded and not within the line of sight. This is achieved
by understanding how the radar signal, which produced the radar points, was re-
ected in the environment.

In [121], the authors propose to fuse radar point cloud data with lidar data, by
concatenating their features in birds-eye-view (BEV). They demonstrate that this
leads to a superior detection of dynamic objects in comparison to a conventional
lidar-only model. Similarly, the authors in [90] demonstrate that they can pre-
dict object trajectories with greater accuracy by fusing information from lidar and
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radar point clouds, particularly for objects exhibiting high acceleration and those
at long range.

In [15], the authors project the radar points onto the camera images, apply-
ing convolutions in this perspective view. Subsequently, they concatenate the
radar features to the camera features, utilizing them as additional feature chan-
nels. There are multiple works that add radar data to 2D camera object detection
networks to improve the detection performance for night scenes, e.g. [101, 47].
In [42], the radar points are also projected into the camera-view, but the model
has separate prediction heads for small and large objects, which fuse the feature
maps from camera and radar in different ways. This concept is further developed
in [70], where the authors depict radar points as vertical pillars. Each pillar com-
mences at the ground and extends to a height of 3 meters; consequently, their
projected height depends on the distance. The model is additionally expanded to
incorporate the radar and camera data at multiple levels, thereby enabling it to
learn the level at which the fusion of sensor data optimally enhances the detection
result.

In contrast to the previously mentioned radar-camera fusion publications,
in [44] the radar data is processed in birds-eye-view. Object proposals are then
generated in the 3D space (instead of the camera-view) and the features from the
two sensor modalities is also fused in the 3D space.

2.2.2 Range(-Beam)(-Doppler) Tensor

Several studies have been conducted to investigate the practicality of range beam
doppler tensors and various variants of this raw radar data.

Pérezet al.[77] proposed a method for classifying range-doppler images into
pedestrians, cyclists, or vehicles.

In a separate study, Ouaknie¢ al. [73] utilized several projections of the
range-beam-doppler tensor to train a neural network for semantic segmentation.

A noteworthy approach by the authors in [72] involved the use of weak super-
vision on camera images for training the semantic segmentation of range doppler
arrays, aiming to predict the drivable area.

Palffy et al. selected speci c areas within the range-beam-doppler tensor, then
classifying these cropped sections using a convolutional neural network [75].

State-of-the-art work in the area of regressing 2D or 3D objects (including the
object orientation and dimension) on radar tensors is rather scarce so far:

The authors of [9] are using a Faster R-CNN [83] style network to estimate
the 3D location (distance and azimuth/elevation angle) of a real-world single point
target (corner re ector) per scene (naturally excluding dimension and orientation).

In the work of [58] the 3D radar tensor (range, azimuth, velocity) is collapsed
in each dimension separately and a CNN-based feature extraction is run on each
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of the three resulting 2D inputs, concatenating the resulting feature maps and
ingesting them in a 2D object detection head.

In [22] the authors employ a ResNet-style backbone ([35]), upsampling lay-
ers and anchor-based proposals per spatial grid cell. The authors of [113] utilize
3D convolutions to process radar data, which is formatted as 2D range-azimuth
heatmaps from multiple sequential timesteps. These heatmaps are stacked to form
a temporal dimension, thereby creating a 3D tensor that includes data from differ-
ent time steps.

In terms of combining radar tensor data with camera data at an early stage and
feeding it into one object detection network research was done as well: In [53],
the camera image is simply projected onto the street surface (assuming a planar
surface) and then radar and camera data is processed in birds-eye-view. In [32]
a learned scene ow estimation is used to associate data from camera pixels to
the radar tensor. In [43] the radar data tensor is processed in birds-eye-view and
object proposals are then generated in the 3D space and the features from the two
sensor modalities are also fused in the 3D space (as in [44] for radar point clouds).

CramNet [37] is an ef cient approach to fuse sensor readings from camera and
radar in a joint 3D space using attention [109]. To leverage radar range measure-
ments for better camera depth predictions, the authors propose a ray-constrained
cross-attention mechanism that resolves the ambiguity in the geometric correspon-
dences between camera features and radar features.

However, none of the above works compares the perception performance be-
tween the radar point cloud data and the radar tensor data. Each work only uses
either the radar point cloud or the radar tensor only. That is why the overall goal
of this thesis is to compare radar point cloud data to range-beam-doppler tensors
for perception algorithms in autonomous driving applications, which motivates
the research questions in Section 1.3.

2.3 Summary

In this chapter, we have explored the fundamental principles of radar sensor tech-
nology, focusing particularly on frequency modulated continuous wave (FMCW)
radar systems commonly used in automotive applications. We have examined
how these sensors determine object range through frequency differences between
transmitted and received signals, measure velocity through the Doppler effect, and
estimate angular position using multiple antenna arrays and beamforming tech-
niques. The resulting data structure, the range-beam-Doppler tensor, is a three-
dimensional representation of the environment, containing information about ob-
ject distances, angles, and relative velocities. We have also discussed how this
rich data structure is traditionally processed to extract point clouds using constant
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false alarm rate (CFAR) algorithms, which represents a signi cant reduction in
data dimensionality and potentially useful information.

The literature review reveals a clear research gap in the eld of radar-based
perception for autonomous driving. There are several publications that apply deep
learning techniques to either radar point clouds or range-beam-Doppler tensors
independently, but there has been no direct comparison between these two ap-
proaches. Existing research has either focused on adapting lidar-based architec-
tures for radar point clouds, developing new architectures for processing range-
beam-Doppler tensors, or exploring various fusion strategies with other sensor
modalities. However, the fundamental question of whether working directly with
the dense range-beam-Doppler tensor data provides better perception performance
compared to the sparse point cloud representation remains unexplored. This gap
is particularly signi cant given the increasing importance of radar sensors in au-
tonomous driving applications, especially in adverse weather conditions where
other sensors may fail. Understanding the difference in perception performance
of these two data levels can lead to the development of more robust and ef cient
perception systems for autonomous vehicles.
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Chapter 3

3D Object Detection for Radar Point
Cloud and Camera

In this chapter, we demonstrate how 3D object detection can be performed us-
ing deep learning on radar point clouds and camera images. This chapter builds
upon our publications [63] and [62]. The primary focus is to investigate effective
methods for using radar point clouds as neural network inputs. At the same time,
we address Research Question 1 by examining the transferability of lidar-based
methods to radar data.

The deep neural network used is similar to the network developed bgt Ku
al. [50] for lidar and camera images. The performance of the network is evaluated
with an emphasis on a comparison between radar-camera and lidar-camera per-
formance. This comparison is also used to understand whether models developed
for lidar can also be used for radar point clouds.

A deep convolutional neural network is trained with manually labelled bound-
ing boxes to detect cars. The results are compared to a deep neural network trained
on lidar point clouds and camera images. Then the average precision (AP) is used
to evaluate the performance of this object detection task.

Radar-camera fusion is desirable because the sensors have very different char-
acteristics and thus complement each other [127], but until recently the output of
radar sensors was too sparse to apply deep learning methods for early fusion of
radar and camera data [60].

3.1 Methods

A CNN is trained to detect cars in 3D space based on a point cloud and an RGB
image as input. Each point cloud and image belong to synchronized "frames" of a
dataset containing public roads recorded in the south of Germany. The training is
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Figure 3.1: Exemplary frame of our multi-sensor dataset, containing radar, lidar
and camera information plus annotated 3D ground truth objects

performed on one split of the dataset and the evaluation is performed on another
split, such that data used for training is not used for evaluation. Training and
evaluation are done once with radar point cloud plus camera images and once
with lidar point cloud plus camera images.

3.1.1 Dataset

For training and evaluation a dataset containing 455 frames of synchronized cam-
era, lidar, and radar data is used (see Figure 3.1).

At the time of the experiment, the only public dataset containing automotive
radar data is the recently introduced nuScenes dataset [71]. However, this dataset
contains radar data of a different, non-disclosed type of radar sensor with sparsely
populated 2D radar information (around 100 2D points compared to 1000
3D points of the Astyx 6455 HiRes).

We therefore created our own dataset for this experiment, containing synchro-
nized radar, camera, and lidar data, which we also made available to the research
community [62].

Sensor System Setup

The following sensor data mounted on a test vehicle was chosen to be included in
the dataset and placed in front-looking direction, maximizing the overlap of the
commonly observed area.

» Radar: Astyx 6455 HiRes (13 Hz, HFoV/VFo\M10 10, range 100m)
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» Camera Point Grey Black y (30 Hz, RGB 8-Bit, resolutioa048 618
pixel)

* Lidar: Velodyne VLP-16 (10 Hz, 16 laser beams, range 100m)

Calibration, Co-Registration

Calibrating the intrinsic parameters of the cameras, the standard approach of [126]
is applied, based on sub-pixel accurate corner detection using a well-known phys-
ical checkerboard. Internal calibration of the radar sensor was done based on a
prede ned corner re ector in a controlled measurement chamber. Both intrinsic
calibrations were done as a of ine preprocessing step. The co-registration pro-
cess of the three sensors was split into two separate automatic processes, found to
yield better accuracy than using one calibration pattern to simultaneously register
all sensors in one step. For registering the lidar with the camera we use a modi-
ed approach based on [112], based on automatic point cloud segmentation of the
known chessboard in the lidar data and matching this point cloud to the detected
chessboard corners in the camera (2D-3D registration). Registering the radar with
the lidar (3D-3D registration) was done with a physical target exhibiting an ac-
curate response in 3D space for both sensors. To further increase accuracy, the
2D-3D (camera-lidar) and 3D-3D (radar-lidar) relative pose estimation, based on
least-squares estimation of the 6 unknown parameters per pose, were embedded
into a RANSAC framework [30] to reduce the impact of outliers.

Ground Truth Generation

Our original purpose, generating ground truth data for radar-based 3D object de-
tection was hindered by the absence of well-annotated training data. Furthermore,
manually annotating 3D objects in a radar point cloud itself is basically impossible

- reference sensors to determine the shape, orientation and classi cation informa-
tion are highly important.

Having these co-registered and calibrated sensors, one is how able to generate
ground truth data for 3D object detection by using and combining the bene ts of
the involved radar, lidar and camera sensors. This is typically done at its core by
manually drawing 3D bounding boxes for all objects:

1. Lidar : Positioning and aligning the full-3D orientation is mainly done using
the LIDAR sensor, as it is the best sensor to capture detailed and accurate
3D properties.

2. Camera: Fine-tuning the object properties is done using the camera in-
formation. Especially class information and height of an object is usually
insuf ciently determinable by a lidar sensor.
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3. Radar: Due to the restricted range of the lidar (primarily caused by the
angular opening between the different laser beams), faraway objects are of-
ten not covered by any lidar measurement. We nevertheless annotate these
objects, as these are typically still visible in both radar and camera (see
Fig. 3.2). However, their position and dimension certainty is lower than for
nearby objects, hence, we also store attributes to represent this uncertainty.
Additionally, we annotated 'invisible' objects. These are physical objects
that lack lidar or camera measurements but are clearly visible in radar data
(e.g., through multipath re ections propagating beneath other vehicles) and
can be associated via temporal referencing — becoming visible either be-
fore or after the moment of invisibility during data recording.

Figure 3.2: Sensor output of lidar, radar and camera for one traf c scene. The
lidar in the upper left provides dense measurement in proximity of the ego vehicle
(which is located in the middle at bottom) while not covering any of the light
blue objects. The radar in comparison to the upper right is not well suited for
close proximity due to technical reasons, but very well suited for detecting long
distance objects.

Semi-Automatic Labeling via Active Learning

Since manual labeling is a very tedious, slow and costly task which doesn't scale
up to larger datasets, automatic pre-labeling followed by manual re nement is
very essential.

For this task, we use the work of [63], based on deep learning based 3D object
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detection and performing multi-sensor fusion on low-level sensor data. To mini-
mize the amount of labels needing manual re nement, we embed this 3D object
detection network into an Active Learning approach based on uncertainty sam-
pling using estimated scores as approximation [52], [89] (see Fig. 3.3). To this
end, we draw from the automatically pre-labelled ddtdrames where the net-
work is most unsure about its decisions, correct these via manual ne-tuning and
therefore maximize the information gain for the network in the next training and
pre-labeling round.

Figure 3.3: Work ow of the semi automatic labeling process. The quality of
the trained object detection network and of the pre-labeled data gets increasingly
better, thus reducing the required time for manual corrections.

The resulting dataset consists of 500 synchronized frames (radar, lidar, cam-
era), containing around 3000 very accurately labeled 3D object annotations. Whereas
the majority of objects are of class 'Car’, the dataset also contains a smaller
amount of ground truth data for 7 classes in total (Bus, Car, Cyclist, Motorcy-
clist, Person, Trailer, Truck). The ground truth data annotation contains for each
object the following attributes:

* 3D position (x,y,z)
« 3D rotation (rx,ry,rz)

» 3D dimension (w,l,h)
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* Class information
¢ Occlusion indicator
» Uncertainty (position, dimension)

The dataformats are all non-proprietary standard image and point cloud formats,
with the 3D object detection ground truth in text format.

A distribution of the point cloud density of both the lidar and radar sensor are
shown in Fig. 3.4 with a distribution of the ground truth objects over the different
classes shown in Fig. 3.5. In Fig. 3.7 we show the exemplary orientational and
spatial distribution of cars in the ground truth data.

Each radar point cloud contains approximately 1000 to 10000 points, obtained
using the Astyx 6455 HiRes sensor. Each point contains x,y,z position, magni-
tude, and doppler information (radial velocity). The camera images have a size
of 2048 618pixels and were captured with a Point Grey Black y camera. The
lidar point cloud was obtained with a Velodyne VLP-16.

Figure 3.4: Sensor data distribution - histogram of point cloud size per frame for
lidar and radar.

3.1.2 Network

A point cloud consisting of N pointéx; y; z; Magnitudg and an RGB image is
used as input for a network which then outputs bounding box predictions with
position and dimension in 3D space based on the input. The network architecture
used in this experiment is similar to the network described in [50] (see Fig. 3.8).
However, in contrast to the paper Reature Pyramid Network=PN) is used in

the feature extractor. Since we train the network only to detect the Clasaith
relatively large objects, the FPN is less relevant.
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(a) Groundtruth class distribution

(b) Number of class instances
per frame of class 'Car’

Figure 3.5: Dataset statistics

Figure 3.6: Distribution of objects over distance. For a complete overview of all
statistic see the corresponding dataset.
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(a) Spatial distribution of class 'Car' in (b) Orientational distribution of class
xy-plane, with the observers ego-vehicleCar'
centered at (0,0).

Figure 3.7: Dataset statistics

Figure 3.8: Schematic of the architecture of the network. The BEV image consists
of 6 height maps and one density map. The detections are encoded as 4 corners
and two height offsets from the ground.
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The point cloud of each frame is used to generate a bird eye view (BEV) image
with six height maps and one density map. The doppler information of the radar
data is not used. A 3D region proposal network (based on an adaptation of the
network VGG [96]) is then used to generate proposals based on camera images
and BEV images of the radar point cloud.

The proposals are used to predict boxes which are encoded through four cor-
ners and two heights (offsets from ground to bottom and top of the box). This
rather unintuitive 14-dimensional representation is used because it has been shown
to yield the best results [50]. Additionally, an angle is predicted to determine
which side between the four corners belongs to the front of the detected object.

3.1.3 Training

The data is split into a training and a test set using a ratio of 4:1. For deep learning
applications this dataset is very small. Therefore, two data augmentation methods
are used during training. The rst method is ipping the image, the point cloud,
and the groundtruth boxes horizontally. The second method is adding noise to
the camera image with a PCA based method, which is knowfaasy Principle
Component Analysiand was introduced by Krizhevsky in his famous AlexNet
paper [48].

The network is trained for 22000 iterations with a learning rate of 0.0001 and
a mini batch size of 16. The training took 3 hours and 24 minutes on two Nvidia
Titan V GPUs.

3.1.4 Evaluation

The intersection over union (loU) is a metric to quantify how similar two bounding
boxes are. Itis de ned as the ratio between the area of intersection and the area of
the union of two bounding boxes. For a visual explanation of loU see Figure 3.9.

A prediction is called &rue Positivg TP) when the predicted box has an loU
above a speci c loU threshold and the prediction score is above a speci ¢ score
threshold. In this experiment, detections are matched to groundtruth objects when
they have a 3D loU aboveb.

A False Positive(FP) is a predicted bounding box at a position where no
groundtruth box exists and when the model does not predict a detection box but a
groundtruth bounding box exists at that position, it is caffatbe NegativéFN).

Precicionand Recallcan be de ned based on the number of TPs, FPs, and
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Figure 3.9: Visual explanation of intersection over union (loU).

FNs:
TP
Precision= 51 EP (3.1)
TP
Recall= TP+ EN (3.2)

The average precision (AP) is the area under the precision-recall curve, which
means it is the weighted mean of precisions achieved across all detection thresh-
olds [88]: X

AP = (Rn Rn l)Pn (3-3)
n
whereP, andR,, are the precision and recall at théh threshold. The range for
AP is between 0 to 1 and it is high when both precision and recall are high, and
low when either of them is low across a range of con dence threshold values. The
AP is a well established metric to measure the object detection performance [31].

3.2 Results

The training is evaluated on the test dataset. One example frame from the test
dataset is shown with the detections from the network in Fig. 3.10 (radar + camera)
and Fig. 3.11 (lidar + camera). For evaluation, the ground truth is split into the
three categorieBasy Moderate andHard. For the latter all objects are evaluated,
whereas foModeratefully occluded objects are excluded, and Easyonly fully

visible objects are evaluated.
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Figure 3.10: Example results of 3D detections on radar and camera (test data).
The color of the points represents the magnitude. The color of the detected boxes
represents the score of the detection.
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Figure 3.11: Example detections on lidar and camera data.
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For radar-camera the precision-recall curve is displayed in Fig. 3.12a. For
the clasCar the average precision is calculated to®&l, 0:48, 0:45 for Easy
Moderate andHard respectively.

To have a meaningful comparison between radar and lidar, the performance
of the network trained with radar and camera data is compared to its performance
when it is trained with lidar and camera data of the same small dataset. All param-
eters of the training remain the same. The precision-recall curve of the resulting
detections is displayed in Fig. 3.12b. The average precisiode; 0:35, 0:33for
Easy Moderate andHard respectively. This means that the AP of the network is
signi cantly higher when radar data is used instead of lidar point clouds, which
means that the radar model is better at detecting the groundtruth objects.

The orientations of the detections are plotted in a circular bar plot for radar
plus camera and lidar plus camerain Fig. 3.16. It can be noted that by far the most
detections have an orientation @f or 180 . This effect is more apparent in the
detections based on radar.

3.3 Discussion

The AP of the network with radar point cloud and camera images is decent con-
sidering the small dataset. Obviously, it is considerably lower than state of the art
results of object detection algorithms trained on lidar and camera. At the moment,
the best performance reported on the KITTI 3D object detection benchmark [31]
trained on lidar and camera is 0.68 for the cateddayd. But the KITTI dataset
contains nearly 20 times the amount of training data and a better lidar sensor
(Velodyne HDL-64E). Therefore these results are not really comparable. With the
small dataset used in this experiment the results are signi cantly better when radar
IS used.

Lidar gives a spatially very accurate point cloud. Thus, it might come as a
surprise that the object detection performance is so much better when radar data
is used as input instead of a lidar point cloud. Additionally, it would have been
expected that when radar data is used the network is relatively better in detecting
occluded objects. On non-occlud objects the performance is 15% better with radar
while on occluded objects it is only 12% better. So, even though the network is
indeed better at detecting occluded objects, relative to fully visible objects the
network is not performing better with radar point clouds. This can be explained
by the fact that even though lidar is more spatially accurate than radar, the density
of the point cloud is not evenly distributed. The point cloud is very dense close
to the lidar sensor and very sparse further away. Thus, far away objects do not
always have lidar points even when they are not occluded. Without points in the
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(a) Precision - recall curve for Radar+Camera

(b) Precision - recall curve for LIDAR+Camera

Figure 3.12: Evaluation of the 3D object detection. Easy, Moderate and Hard
evaluations differ on the type of test objects they include. Easy only evaluates
on objects which are fully visible in all sensors, Moderate also on party occluded
objects andHard includes objects which are completely invisible to the camera
and lidar and are only visible in the radar measurements.
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