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Abstract
The rapid proliferation of the Internet of Things (IoT) has led to billions of connected devices operating
across domains such as smart cities, agriculture, and environmental monitoring. Many of these devices
are deployed in resource-constrained environments where stable power, high bandwidth, and continuous
connectivity cannot be guaranteed. Traditional cloud-centric architectures, which rely on streaming
raw sensor data to the cloud, impose high communication costs, accelerate battery depletion, and limit
scalability. To overcome these limitations, this thesis integrates TinyML into resource-constrained IoT
devices, enabling sensor-level intelligence that reduces reliance on continuous data transmission while
extending device lifetime, conserving bandwidth, and preserving system efficiency.

By performing local analytics, devices can decide not only what information to transmit but also
when transmission is necessary, forming the basis of event-triggered communication strategies that
reduce communication overhead while maintaining accuracy and timeliness. The research advances
two complementary directions. The first leverages compact TinyML models for on-device event detec-
tion and analysis, with a particular emphasis on seismic monitoring applications such as earthquake
detection and analysis, ensuring that only high-value information is sent to the cloud. The second
direction focuses on general environmental monitoring, where maintaining a continuous system view
in the cloud is essential. Instead of streaming data continuously at the sensor sampling rate, an event-
triggered approach is employed in which sensor nodes transmit only when local observations deviate
from expected trends, hence the event trigger. The cloud uses predictive models to estimate inter-
mediate values until real data are received, thereby minimizing communication without compromising
accuracy. Together, these approaches establish a foundation for scalable, energy-efficient, and sustain-
able IoT systems that extend device lifetime, reduce communication bottlenecks, and enable reliable
monitoring in environments where conventional cloud-centric architectures fail.

Zusammenfassung
Die rasante Verbreitung des Internets der Dinge (IoT) hat dazu geführt, dass Milliarden vernetzter
Geräte in Bereichen wie Smart Cities, Landwirtschaft und Umweltüberwachung im Einsatz sind.
Viele dieser Geräte werden in ressourcenbeschränkten Umgebungen betrieben, in denen weder eine
stabile Stromversorgung noch hohe Bandbreite oder durchgehende Konnektivität gewährleistet sind.
Herkömmliche, cloudzentrierte Architekturen, die auf das kontinuierliche Senden von Rohsensordaten
in die Cloud angewiesen sind, verursachen hohe Kommunikationskosten, beschleunigen die Batterieent-
ladung und schränken die Skalierbarkeit ein. Um diese Einschränkungen zu überwinden, integriert
diese Arbeit TinyML in ressourcenbeschränkte IoT-Geräte. Dadurch werden intelligente Sensoren er-
möglicht, die die Abhängigkeit von kontinuierlicher Datenübertragung reduziert, die Lebensdauer der
Batterie verlängert, Bandbreite spart und die Effizienz des Systems erhält.

Durch lokale Analysen können die Geräte nicht nur entscheiden, welche Informationen übertragen
werden, sondern auch wann eine Übertragung erforderlich ist. Dies bildet die Grundlage für ereignis-
gesteuerte Kommunikationsstrategien, die den Kommunikationsaufwand verringern, ohne Genauigkeit
und Aktualität zu beeinträchtigen. Diese Arbeit verfolgt dabei zwei komplementäre Ansätze. Der erste
nutzt kompakte TinyML-Modelle zur ereignisbasierten Erkennung und Analyse direkt auf dem Gerät
mit besonderem Fokus auf seismische Überwachungsanwendungen wie die Erkennung und Analyse von
Erdbeben. So wird sichergestellt, dass nur Informationen mit hohem Mehrwert an die Cloud gesendet
werden. Der zweite Ansatz richtet sich auf die allgemeine Umweltüberwachung, bei der es entscheidend
ist, in der Cloud ein kontinuierliches Bild des Systems aufrechtzuerhalten. Anstatt Daten fortlaufend
mit der Sensorabtastrate zu übertragen, wird ein ereignisgesteuertes Verfahren eingesetzt: Sensoren
senden nur dann, wenn lokale Messungen von den erwarteten Trends abweichen, also ein Ereignis
ausgelöst wird. Die Cloud nutzt daraufhin prädiktive Modelle, um Zwischenwerte zu schätzen, bis
reale Daten eintreffen. Auf diese Weise wird die Kommunikation minimiert, ohne die Genauigkeit zu
beeinträchtigen.
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Gemeinsam schaffen diese Ansätze die Grundlage für skalierbare, energieeffiziente und nachhaltige
IoT-Systeme, die die Lebensdauer der Geräte verlängern, Kommunikationsengpässe reduzieren und
eine zuverlässige Überwachung in Umgebungen ermöglichen, in denen herkömmliche cloudzentrierte
Architekturen an ihre Grenzen stoßen.

Keywords: Event-triggered communication, TinyML, Deep Neural Networks, Low-Power, Internet of
Things, Edge AI, On-device, Seismological data analysis, Earthquake detection, Timeseries forecasting
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Chapter 1

Thesis Overview

1.1 Introduction

Over the past century, technological progress has transformed the way societies live, work, and interact
with their surroundings. Today, everyday objects are no longer passive tools but intelligent systems
with the ability to sense, process, and communicate, forming the foundation of the Internet of Things
(IoT) [8]. The IoT interconnects billions of devices into expansive networks that facilitate seamless
data exchange, support informed decision-making, and enable new levels of automation. Its in�uence
extends across diverse domains (see Figure 1.1): smart homes manage household routines [9, 10],
smart cities regulate tra�c and optimize energy use [11, 12], precision agriculture conserves water and
fertilizer [13], and industrial systems anticipate and prevent equipment failures [14, 15]. What was
once envisioned as a distant technological vision has now become an integral part of modern life.

IoT devices are typically composed of three core elements: sensors and actuators that interact with
the physical environment, communication modules that enable data exchange, and embedded proces-
sors that perform local computation and control. In well-connected urban or industrial settings, these
devices can rely on stable infrastructure to support their operation [16]. However, as adoption extends
into remote or infrastructure-limited regions, deployments face stringent energy constraints [17]. De-
vices are typically powered by small batteries and are expected to operate unattended for years, which
places e�ciency at the center of system design. This limited energy budget represents the �rst major
challenge for sustainable IoT at scale.

Communication presents an equally pressing challenge. Many IoT systems in well-connected en-
vironments follow a tiered �dumb sensor� architecture (see Figure 1.2), where devices act mainly as
data collectors and transmit raw sensor readings to the cloud for centralized processing [18]. While
this approach works with fast, reliable networks, it proves unsustainable in constrained environments
where bandwidth is limited and disconnections are frequent, making continuous data transmission
infeasible. In addition, wireless communication in such low-bandwidth conditions consumes 10 to 100
times more energy than sensing or computation, because limited throughput prolongs transmissions
and accelerates battery depletion [19].

Interestingly, while remote deployments highlight resource scarcity by default, accelerating IoT
adoption creates similar pressures even in well-connected environments. Projections indicate that
the number of connected devices will grow from about 26 billion in 2019 to more than 75 billion
by 2025 [20]. This rapid expansion generates unprecedented volumes of data tra�c and heightens
the demand for scalable, energy-e�cient communication and computation strategies. As a result,
abundant bandwidth becomes fragmented across billions of devices, turning communication into a
critical bottleneck. Together, these factors demonstrate that cloud-centric architectures are ill-suited
to support IoT growth at scale. Local processing o�ers a partial response by enabling devices to pre-
process sensor readings, extract essential information, and regulate transmission schedules, thereby
reducing both bandwidth consumption and energy expenditure. However, conventional rule-based or
statistical �ltering approaches remain limited in accuracy and adaptability, particularly in complex
or dynamic environments where sensing conditions evolve over time [21]. Conversely, state-of-the-art
Machine Learning (ML) models o�er high accuracy and adaptability but are typically too resource-
intensive to be deployed directly on constrained IoT devices.

To address these limitations, recent advances in ML give rise to TinyML [22], a paradigm that
brings inference capabilities directly onto IoT devices. By combining compact models, ultra-low-power
hardware accelerators, and optimized software stacks, TinyML enables resource-constrained nodes to
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1. Thesis Overview

Figure 1.1: The Internet of Things (IoT) as a transformative force, enabling intelligent, connected
systems across diverse domains of modern life.

execute ML tasks locally. Devices can thus sustain accuracy under variable conditions such as sensor
noise, environmental �uctuations, and changing usage patterns, while extracting higher-level insights,
making context-aware decisions, and transmitting only the most relevant information to the cloud.
By limiting communication to essential data, TinyML reduces bandwidth overhead, lowers energy
consumption, strengthens resilience under intermittent connectivity, and ensures real-time responsive-
ness. Collectively, these capabilities transform IoT from a passive data-collection infrastructure into a
distributed, intelligent, and adaptive ecosystem.

1.2 Motivation and Thesis Scope

Despite signi�cant advances in sensing technologies, large portions of the Earth remain unmonitored.
While the Internet of Things (IoT) rapidly transforms urban and industrial environments, its deploy-
ment in remote and resource-constrained regions lags behind, leaving vast areas without monitoring.
As of 2020, urban areas occupy only 0.6% of the Earth's land surface, equivalent to approximately
0.18% of the planet's total surface area [23]. By contrast, the majority of the Earth consists of rural
landscapes, forests, mountains, deserts, and oceans, where deploying and maintaining sensing infras-
tructure remains considerably more challenging. Yet these are precisely the regions where large-scale
environmental, agricultural, and ecological challenges unfold, making reliable and sustainable moni-

6



1. Thesis Overview

Figure 1.2: Deploying sensors for monitoring requires seamless and uninterrupted transmission of
data to the cloud for centralized processing and analysis.

toring an urgent necessity [24].
Forests, for example, lose more than 15,000 square miles annually, with wild�res accounting for

nearly one-third of this loss. Many such �res occur in remote regions lacking real-time monitoring and
can burn unchecked for days or weeks [25]. Similarly, biodiversity declines at an unprecedented pace:
wildlife populations have dropped by nearly 70% since 1970, while 14% of threatened species remain
so poorly studied that their conservation status cannot be accurately assessed [26]. Agriculture faces
equally severe pressures. Feeding a projected 9.1 billion people by 2050 requires a 70% increase in
food production, yet vast farmland areas remain poorly monitored [27]. Soil degradation, crop stress,
and pest outbreaks often escape detection until yields collapse, threatening global food security [28].
Oceans exhibit comparable gaps: over�shing, coral bleaching, and oil spills frequently go unnoticed
until they cause irreversible ecological and economic damage [29].

These challenges underscore the urgent need to extend sensing capabilities beyond urban and indus-
trial environments. To meet this demand, IoT systems must operate sustainably in resource-limited
contexts, conserving energy and maintaining functionality under intermittent, low-bandwidth connec-
tivity. Such systems face three fundamental limitations. First, remote deployments often lack reliable
power sources, requiring devices to depend on batteries, energy harvesting, and careful energy manage-
ment for long-term operation. Second, severely constrained computational power, memory, and storage
restrict the complexity and scale of onboard machine learning and data processing. Third, scarce or
unreliable network bandwidth hinders the real-time transmission of large volumes of raw data. This
thesis addresses these constraints by developing solutions tailored for tiny, resource-constrained IoT
devices deployed in highly challenging environments.

1.2.1 Application Scenarios

This section presents the event-triggered communication framework explored in this thesis through
two representative application domains: (a) seismic monitoring, a domain-speci�c application with
stringent real-time requirements where only critical information needs to be transmitted to the cloud,
and (b) environmental sensing, a more general monitoring scenario representative of broader IoT
deployments where all data are required in the cloud. Both applications demand high data quality in
the cloud while operating under resource constraints and exemplify the challenges and opportunities
discussed earlier.
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Figure 1.3: Seismic and geodetic monitoring during the 2021 Fagradalsfjall eruption on the Reykjanes
Peninsula, Iceland. The close and continuous observations captured both the precursory and eruptive
phases in detail, enabling real-time analysis of ground uplift, seismic swarms, and stages of lava activity.
Source: Wikimedia Commons, photo by Almannavarnir/Ívar Guðmundsson (CC BY-SA 4.0).

1.2.1.1 Seismic Monitoring

Volcanic eruptions pose signi�cant risks to human life and infrastructure, with the added danger of
earthquakes often being triggered by magma movement [30]. Monitoring seismic activities, particularly
in areas prone to volcanic activity, is crucial for ensuring safety and preparedness. Seismicity is an
inherent part of volcanic eruptions, making it essential to track earthquakes in real time as part of a
comprehensive disaster mitigation strategy. Identifying patterns in seismic signals and source locations
can inform warning systems that help safeguard local populations and, in some cases, even protect
infrastructure from volcanic destruction [31, 32].

Recent real-world events, such as the 2021 Icelandic eruption and the 2022 Hunga Tonga eruption,
demonstrate both the importance and the limitations of seismic monitoring. The Icelandic eruption
(Figure 1.3) was preceded by weeks of seismic activity, and the presence of a dense sensor network
with reliable communication infrastructure allowed scientists to monitor the region closely, detect early
warning signals, and issue timely alerts [33]. This proactive monitoring helped reduce the potential
impact on human life and property. In contrast, the Hunga Tonga eruption (Figure 1.4), one of the
most powerful in recent history, occurred in a poorly monitored underwater setting. The absence of
a robust sensor network prevented real-time data collection, leaving a�ected regions unprepared for
the catastrophic tsunami waves that followed [34]. These contrasting cases underscore the risks of
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(a) The satellite image captures the Hunga Tonga-Hunga
Ha'apai eruption on 15 January 2022. Source: Japan Mete-
orological Agency (JMA), published under Creative Commons
license.

(b) Before eruption.

(c) After eruption.

Figure 1.4: Satellite images illustrating the Hunga Tonga-Hunga Ha'apai volcanic eruption and its
impact. (a) shows the eruption plume on 15 January 2022, (b) and (c) compare the volcanic islands
before (2014) and after (2022) the eruption, highlighting signi�cant landscape changes caused by the
event. Adapted from Garvin et al. (2022) [35]. Image credits: CNES/Airbus and Maxar Technologies.

insu�cient monitoring in remote and hard-to-reach environments.
These contrasting cases highlight the urgency of extending seismic monitoring beyond well-connected

regions, particularly in remote, underwater, and rural environments. While developed areas can rely
on stable power supplies and high-bandwidth networks for real-time data transmission, resource-
constrained regions must depend on battery-powered sensors and low-bandwidth links. Addressing
these constraints requires innovative systems that operate autonomously, minimize communication,
and maximize battery e�ciency, while still delivering timely and actionable insights to mitigate the
risks of volcanic hazards. In such contexts, selective communication, where only the most relevant
seismic features or anomalies are transmitted to the cloud in a timely manner, provides a practical
means of sustaining long-term monitoring under severe resource constraints.

1.2.1.2 Environmental Monitoring

While seismic monitoring addresses scenarios where only event-related information is required in the
cloud, many applications depend on maintaining a continuous system-level view. Weather forecasting
is a paradigmatic example, as accurate predictions depend on integrating measurements from geo-
graphically distributed stations. Individual readings capture only fragments of complex atmospheric
processes, and without a broader context, forecasts risk misinterpreting local anomalies or missing
early warnings. For instance, during the winter storm of January 5�6, 2025, stations in Indiana and
Kentucky recorded subtle pressure drops. Although unremarkable in isolation, their combination with
similar signals from other locations revealed the emergence of a large storm system. This synthesis
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enabled cloud-based forecasting models to track the storm's eastward progression and issue timely
warnings, mitigating risks from widespread power outages, hazardous travel, and infrastructure dis-
ruption [36]. Weather forecasting is only one example; similar requirements for comprehensive data
transmission arise in other domains, such as monitoring transformer temperatures in electrical grids
or tracking solar power production to balance supply and demand.

As established earlier, certain applications require all sensor data to reach the cloud in a timely
manner, yet continuous transmission at the sampling rate is not feasible due to communication and
energy constraints. Predictive modeling provides a practical solution: cloud-based models can inter-
polate missing measurements to maintain near real-time awareness but depend on sensor updates to
remain accurate. When rule-based or conventional techniques are used to trigger sensor-cloud commu-
nication, their limited accuracy often leads to unnecessary transmissions, increasing communication
costs without enhancing cloud awareness. Fixed periodic updates can maintain model synchronization
but remain ine�cient and non-adaptive. In contrast, ML-based triggers enable communication only
when local observations deviate meaningfully from predicted trends, thereby ensuring data continuity
and �delity while signi�cantly reducing communication overhead.

Research goal

The primary goal of this thesis is to design and evaluate methods that reduce reliance on continuous
data transmission between IoT devices and central servers while preserving data accuracy and overall
system e�ciency. To achieve this, this thesis integrates TinyML into resource-constrained devices,
enabling sensor-level intelligence to �lter, process, and analyze data locally. This approach reduces
communication overhead while maintaining the �delity and timeliness of information transmitted,
supporting long-term, �ne-grained monitoring in environments where conventional cloud-centric ar-
chitectures are unsustainable. To realize this goal, this thesis pursues three complementary strategies
that collectively enhance the e�ciency, resilience, and scalability of IoT systems:

1. Adaptive communication strategies: Instead of transmitting raw sensor streams at every
timestep, IoT devices employ selective communication mechanisms, sending only important or
relevant events. Alternatively, they can bu�er all data and transmit it when appropriate, opti-
mizing bandwidth usage and ensuring system reliability when continuous real-time streaming is
not feasible.

2. Extending device lifetime: Processing data locally shifts computation from the cloud to
the sensor, where information can be �ltered, analyzed, or temporarily stored before transmis-
sion. Although local computation consumes energy, low-power digital signal processing (DSP)
accelerators make it far more e�cient than constant data transfer, allowing devices to operate
autonomously for extended periods, often lasting months or even years without frequent battery
replacement or charging.

3. Lightweight machine learning models: To enable such on-device intelligence, ML models
must be adapted to the stringent constraints of microcontrollers, which often have only 256 KB�1
MB of RAM and 1�2 MB of �ash memory. The goal is to design or optimize lightweight models
that provide meaningful decision-making capabilities within these limits, balancing e�ciency and
accuracy.

Together, these strategies establish the foundation for resource-constrained IoT systems that extend
operational lifetime, support reliable decision-making, and scale e�ectively to meet the demands of a
rapidly expanding connected world.

Contributions

To address the goal mentioned above, this thesis makes the following contributions:
A) LightEQ: A lightweight deep learning�based pipeline for end-to-end earthquake detection on

microcontroller-class devices. It �lters noise and veri�es candidate signals locally, ensuring that
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Figure 1.5: Structure of the thesis. It includes 4 chapters, one introductory chapter and three based
on appended publications. Each chapter highlights its publication venue and year in the green box.
Chapter 2 extends a conference paper published in 2023 into a journal article, which is currently under
review.

only con�rmed earthquake events are transmitted to the cloud, thereby conserving both energy
and bandwidth.

B) SeismicSense: A lightweight model that extends earthquake monitoring from simple detection
to seismic phase analysis. It identi�es and classi�es P- and S-wave arrivals locally, compressing
raw seismic streams into compact analysis results for e�cient and reliable communication. The
model adopts a cascading design in which phase analysis is executed only for detected earthquake
signals, thereby minimizing inference time and computational cost.

C) FORESEE: A hybrid framework that integrates lightweight models on sensors with advanced
predictive models in the cloud. This architecture enables comprehensive yet deferred data trans-
mission, conserving communication resources until triggered by the sensor-side model, while the
cloud employs its state-of-the-art model to predict missing data between transmissions, thereby
preserving high-�delity, system-level monitoring.

Approach

This thesis adopts data-driven, machine learning�based approaches to explore how TinyML can enable
sustainable IoT sensing within microcontroller-class constraints. The research focuses on designing and
implementing lightweight solutions tailored to both selective and comprehensive data transmission
scenarios. The evaluation examines two aspects: algorithmic performance, validated on representative
test datasets, and hardware feasibility, assessed by deploying the solutions on microcontrollers to
measure accuracy, latency, and energy consumption. Although the systems are not tested in full-
scale sensor network deployments, these evaluations provide a rigorous assessment of their e�ciency
and practicality under realistic device-level constraints. To ensure reproducibility and support further
research, all implementations and code are publicly released as open source.
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Outline

The thesis follows a two-part structure. Part I de�nes the scope of the work, presents the motivating
challenges, reviews background and related literature, and formulates the central research questions.
Part II focuses on event-triggered communication through on-device intelligence, the core contribu-
tion of this thesis. This part explores two representative application domains. The �rst is seismic
monitoring, speci�cally earthquake detection and analysis, where TinyML models on microcontroller-
class devices �lter and analyze sensor data locally. By transmitting only high-value information to
the cloud, this approach reduces bandwidth usage and conserves energy while preserving timeliness.
The second domain, environmental monitoring, investigates a complementary strategy in which all col-
lected data eventually reach the cloud, but transmission occurs adaptively rather than continuously.
This adaptive approach reduces transmission frequency, lowers energy consumption, and alleviates
network congestion while maintaining data �delity for system-level analysis. Together, these studies
form a uni�ed framework for sustainable and intelligent sensing in highly constrained environments.
An overview of the thesis structure is shown in Figure 1.5.

1.3 Background

1.3.1 Embedded Intelligence and Tiny Machine Learning

The proliferation of the Internet of Things (IoT) generates massive amounts of data, far beyond what
humans can analyze manually. Advances in Arti�cial Intelligence (AI) and its sub�eld Machine Learn-
ing (ML) make it possible to process and interpret this data automatically and extract meaningful
insights in real time. By the end of the last century, AI systems like the chess computer Deep Blue [37]
have shown that intelligent machines can outperform humans in speci�c domains. However, the past
decade marked a major turning point in AI, particularly in machine learning, driven by the break-
throughs in deep learning. Beginning with image recognition in computer vision [38, 39] to Natural
Language Processing (NLP) [40�42], deep learning showed potential and capability of outperforming
traditional methods. Recently, NLP-based ChatGPT has gained a lot of attention for its ability to
generate coherent, context-aware language and support a wide range of tasks [43].

While cloud-based models like ChatGPT showcase the potential of large-scale machine learning
with billions of parameters, bigger does not always equate to better. Emerging approaches, such as
DeepSeek [44], demonstrate that comparable tasks can be accomplished with fewer parameters, chal-
lenging the need for ever-larger models. This shift highlights the importance of e�cient solutions,
especially for real-world applications that must operate on small, energy-constrained devices. Conse-
quently, this demand has fueled the rise of Tiny Machine Learning (TinyML) [22], which focuses on
optimizing models for deployment on wearables, IoT nodes, and embedded systems.

A key application area for embedded intelligence is the analysis of time-series data, where models
learn to recognize patterns and extract meaningful information from sequences of sensor measurements.
Convolutional Neural Networks (CNNs) [45] are often used for this purpose because they excel at ex-
tracting local patterns and invariant features in sequences. They learn �lters that emphasize salient
temporal patterns in transformed or raw input signals, which makes them well-suited for event detec-
tion and classi�cation on constrained hardware. Recurrent Neural Networks (RNNs) [46], including
architectures such as Long Short-Term Memory (LSTM) networks, provide a complementary approach
by modeling long-range dependencies and capturing the sequential dynamics present in many types
of sensor data [47]. Deploying CNNs, RNNs, or other deep learning models on tiny devices involves a
constant trade-o� between model complexity and resource consumption.

1.3.1.1 Model Architecture and Hyperparameter Search

Although larger models do not necessarily guarantee higher accuracy, increasing parameters can some-
times improve robustness and yield marginal performance gains, but at signi�cant computational and
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Figure 1.6: Starting with a base model, candidate architectures and hyperparameter con�gurations
are sampled from the search space. A performance estimation strategy evaluates each candidate,
guiding the optimization process toward models with improved accuracy and e�ciency.

energy costs [44]. In time-series modeling, neural architectures often combine convolutional layers with
LSTMs or GRUs, and fully connected layers for mapping representations to the output space [48�50].
Designing such architectures requires choices about convolutional and recurrent layers, kernel sizes,
�lter counts, hidden units, and dense-layer structures. Training performance further depends on hy-
perparameters such as learning rate, batch size, epochs, dropout rate, and optimizer choice. Manually
determining these settings is time-intensive and often suboptimal.

Neural Architecture Search (NAS) [51] and Hyperparameter Optimization (HPO) [52] address this
challenge by automating model design (see Figure 1.6). NAS searches across depth, connectivity, and
layer composition to identify e�ective network topologies, while HPO optimizes learning rates, reg-
ularization strengths, and other factors that critically in�uence convergence and generalization [53].
Early approaches optimized architectures manually at both micro-level (e.g., convolution types) and
macro-level (e.g., residual modules) [54, 55], but automation has improved scalability. Modern NAS
methods discover e�cient architectures within constraints of size, depth, and width [56�58], using grid
and random search to more sophisticated methods such as Bayesian optimization, Hyperband, rein-
forcement learning, and di�erentiable strategies such as DARTS [56]. Meta-learning further accelerates
optimization by reusing prior knowledge.

Accuracy, however, is not the only constraint that models must address when targeting embedded
and TinyML systems. These applications require models to operate within strict limits on memory
usage, latency, and energy consumption. Directly evaluating every candidate architecture on hardware
is impractical due to high costs and time demands. Therefore, search pipelines employ proxy metrics
such as parameter count, model size, or estimated �oating-point operations (FLOPs) to e�ciently
screen candidate models before deployment. Although proxy metrics are approximations and do not
capture all hardware characteristics, they provide a manageable approach to guide the search toward
architectures that better meet the stringent requirements of TinyML environments. Recent develop-
ments in neural architecture search increasingly integrate hardware-aware objectives, optimizing for
latency, memory footprint, and energy alongside accuracy [59]. However, in this thesis, parameter
count is used as the primary proxy metric to balance search tractability with relevance to embedded
device constraints.

1.3.1.2 Model Quantization

Even after careful model design and architecture search, deep neural networks may deliver excellent
performance but remain too large or computationally demanding for deployment on embedded plat-
forms. To address this challenge, the research community has developed a variety of optimization
techniques that reduce model size and computational demand while maintaining acceptable accuracy.
The most prominent among these are quantization, pruning, and complementary compression methods.

Quantization [61] reduces the numerical precision of weights and activations, typically mapping 32-
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(a) Quantization Aware Training (QAT) (b) Post Training Quantization (PTQ)

Figure 1.7: Comparison between (a) Quantization-Aware Training and (b) Post-Training Quantiza-
tion. QAT begins with a pre-trained model that is quantized and then �ne-tuned with training data to
adjust parameters and recover accuracy, with calibration performed concurrently during �ne-tuning.
PTQ calibrates the pre-trained model using a small calibration dataset (a subset of training data) to
determine scaling factors and clipping ranges before quantization, usually without additional train-
ing [60].

bit �oating point (FP32) values to lower-precision formats such as 16-bit �oating point (FP16) or 8-bit
integer (INT8). This technique signi�cantly reduces memory usage, lowers bandwidth requirements
for data transfers, and enables e�cient execution on hardware that supports �xed-point arithmetic,
including specialized digital signal processors (DSPs) found in embedded devices. DSP accelerators are
particularly suited for quantized models, o�ering high throughput and energy e�ciency when perform-
ing operations on low-precision data. Post-training quantization (PTQ) provides a fast, low-cost way
to quantize a trained model, while quantization-aware training (QAT) simulates quantization e�ects
during training, enabling higher accuracy under reduced precision [60] (see �gure 1.7). Mixed-precision
approaches, where di�erent layers use di�erent bit widths depending on their sensitivity, further bal-
ance e�ciency and accuracy. For very small models with limited parameters, PTQ can introduce higher
sensitivity to accuracy degradation compared to larger networks, which tend to absorb quantization
noise more e�ectively due to their redundancy [62]. The degradation is not consistent across training
runs, as it depends on the speci�c distribution of learned weights. Nevertheless, retraining the model
a few times typically yields versions that quantize well, with only minimal loss in accuracy. The e�ect
is more critical in recurrent architectures such as LSTMs, where quantization noise in recurrent weight
matrices propagates through every unit, compounding the error across timesteps [61].

Pruning [63] reduces model size by eliminating parameters that contribute little to the network's
predictions. Unstructured pruning removes individual weights, resulting in sparse matrices that may
not yield computational gains on conventional hardware unless supported by sparse-optimized libraries.
Structured pruning, in contrast, removes entire �lters, channels, or neurons, resulting in smaller dense
models that are more directly compatible with standard hardware and deployment toolchains (see
Figure 1.8). In addition to reducing the parameter count, pruning can improve inference latency and
reduce energy consumption [64].

Beyond quantization and pruning, knowledge distillation improves model e�ciency by transferring
knowledge from a large �teacher� model to a smaller �student� model. The student learns from the
teacher's soft output probabilities, which encode richer information about class relationships than hard
labels alone. Training blends the standard loss with a distillation loss that encourages the student to
mimic the teacher's softened predictions, often using a temperature parameter to smooth outputs.
Distillation can occur at various points in the model, including right after the backbone before the
classi�cation layer, in addition to or instead of at the �nal output stage, enabling the student model
to capture more meaningful feature representations. This approach enables the student to achieve
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(a) Structured pruning (b) Unstructured pruning

Figure 1.8: Comparison of pruning methods: structured pruning removes entire neurons, �lters,
or channels, resulting in more compact, hardware-friendly models. Unstructured pruning removes
individual weights randomly across the network, creating sparse connectivity.

Figure 1.9: A pre-trained teacher model generates soft labels that transfer distilled knowledge to a
smaller student model. The student learns to mimic the teacher's predictions using both these soft
labels and true labels, enabling improved performance and compression of the original model.

higher accuracy than training alone while remaining compact enough for resource-constrained deploy-
ment (see Figure 1.9, which shows distillation after the last layer) [65]. Low-rank factorization reduces
storage and computation by decomposing weight matrices into lower-dimensional forms, thereby im-
proving e�ciency. Additional approaches include binary neural networks [66], sparse computation
techniques [67], and modular execution [68], where only parts of the model are activated when needed.
In this thesis, however, the focus remains on quantization as the primary optimization method.

1.3.2 Embedded devices

Microcontroller platforms with low power consumption are increasingly getting attention for embed-
ded sensing and on-device inference. As they consume minimal energy in idle states, this makes them
well-suited for long-term, battery-powered deployments, particularly in scenarios where continuous
monitoring and energy autonomy are critical. Among the most widely used families for such ap-
plications are the Arm Cortex-M series microcontrollers, including the Cortex-M4, Cortex-M7, and
Cortex-M33 cores. In this thesis, three representative Systems on Chip (SoCs) are considered: the
Nordic nRF52840, the Nordic nRF5340, and the STMicroelectronics STM32H747I (see Table 1.1). The
nRF52840, based on an Arm Cortex-M4 core, features an energy-e�cient single-core design suitable for
ultra-low-power applications. The nRF5340 incorporates dual Arm Cortex-M33 cores, providing im-
proved computational e�ciency and �exible power management for more demanding workloads. The
STM32H747I integrates dual cores based on the Cortex-M7 and Cortex-M4 architectures, o�ering high
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Table 1.1: Speci�cations of the microcontroller SoCs evaluated in this thesis, covering core architec-
tures, clock frequencies, and memory resources.

SoCs / Family
Core
Architecture

Clock
Freqency
(MHz)

RAM
(KB)

Flash
(MB)

nRF52840
(nRF52)

Cortex-M4 64 256 1

nRF5340
(nRF53)

Cortex-M33
128

512 1
64

STM32H747I
(STM32)

Cortex-M7 480
1 2

Cortex-M4 240

Table 1.2: Summary of LoRa modulation properties for spreading factors SF7�SF10 on a 125 kHz
uplink channel, including equivalent bit rate, estimated range (terrain dependent), time-on-air for an
11-byte payload, and maximum supported payload size.

Spreading
Factor
(SF)

Time on Air
for 11 bytes

payload (ms)

Bit Rate
(bps)

Max Payload
(bytes)

Range
(km)

7 61 ms 5470 242 2
8 103 ms 3125 125 4
9 185 ms 1760 53 6
10 371 ms 980 11 8

performance for compute-intensive tasks at the cost of higher power consumption. These distinctions
illustrate the trade-o�s between energy e�ciency and processing capability across the selected SoCs.

These devices exhibit very low idle currents in deep sleep modes: the nRF52840 typically draws
around 0.4 µA in System OFF and 1.5 µA in System ON with no RAM retention [69], the nRF5340
around 0.9 µA in System OFF and 1.3 µA in System ON with no RAM retention [70], and the
STM32H747I around 3 µA in standby mode [71]. In typical duty-cycled sensing scenarios, nodes
operate predominantly in these low-power states, waking periodically to sample data, process signals, or
transmit results. During active operation, current consumption rises into the milliamp range depending
on workload and clock con�guration. Nevertheless, their overall e�ciency remains far higher than that
of general-purpose processors, making these platforms well-suited for continuous sensing and inference
in battery-constrained environments.

Low Power Wide Area Networks (LPWANs): Low Power Wide Area Networks (LPWANs)
are ideal for remote and constrained environments, providing long-range, low-power communication.
One of the most popular LPWAN technologies is LoRa (Long Range) [72]. It operates using a spread-
spectrum modulation technique, which allows devices to send small amounts of data over several
kilometers while consuming much less power than traditional cellular or Wi-Fi radios. This thesis
uses LoRa with spreading factor 7 (SF7), which balances communication range, reliability, and energy
consumption by minimizing airtime. Wi-Fi, on the other hand, o�ers high data rates but requires
continuous power and infrastructure, usually unavailable in remote areas. Its limited range and higher
power demand make Wi-Fi unsuitable for such deployments. Thus, LoRa with SF7 is chosen to ensure
long-lasting, wide-area connectivity with minimal maintenance. A higher spreading factor increases
communication range and improves reliability in di�cult radio conditions, but also requires longer
airtime and higher energy consumption. Table 1.2 summarizes the trade-o�s among di�erent spreading
factors.
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(a) Earthquake propagation from the fo-
cus and epicenter, indicating the travel of
primary (P) and secondary (S) waves.

(b) Three-component seismic waveform (Z: vertical, N:
north-south, E: east-west) recorded during an earth-
quake. The traces show the characteristic onset of a
P-wave followed by an S-wave. These recordings re�ect
typical patterns used in seismic event analysis.

Figure 1.10: Overview of earthquake propagation and corresponding seismic waveform recordings.

1.3.3 Time-Series data

Time-series data consists of observations collected sequentially in time, where every measurement is
associated with a speci�c timestamp. The de�ning characteristic of such data is its temporal order,
which captures dependencies between past and future values. Time-series can be univariate, rep-
resenting the evolution of a single variable, or multivariate, where multiple variables are recorded
simultaneously. This form of data is pervasive in domains such as �nance, meteorology, industrial
monitoring, physiological measurement, and IoT systems. A distinction is often made between tem-
poral and spatio-temporal data. Temporal data refers to sequences of observations that evolve over
time, either as continuous signals (e.g., sensor streams) or as discrete, event-based records (e.g., trans-
action logs). Spatio-temporal data extends this by incorporating spatial attributes, representing how
variables change both over time and across locations. Examples include weather measurements from
distributed stations, tra�c observations across road networks, and environmental monitoring using
sensor grids.

1.3.3.1 Seismic Data

Seismic data is a form of time-series data, consisting of sequential measurements recorded over time
that capture ground motion. Subsurface processes, including tectonic movement, magma migration,
and other geological activities, generate seismic waves that propagate through the Earth. Notably,
magma intrusion and the related induced stress within the Earth's crust often trigger many earthquakes
before volcanic eruptions [73]. Seismic waves carry information about the Earth's internal structure
and dynamics, enabling scientists to study natural phenomena as well as subsurface operations such
as oil and gas extraction or the geological storage ofCO2 [74]. Seismic sensors, which form part of
seismometers, are essential for recording these waves. When measurements are taken along a single
axis, seismic data form a univariate time-series. More commonly, seismic sensors record ground motion
along three axes: vertical (Z), north-south (N), and east-west (E); resulting in a multivariate time-
series [75]. Additionally, when seismic data is recorded at multiple geographically distributed stations,
it produces spatially correlated measurements that capture how seismic waves propagate across a
region.

Seismic activity, such as earthquakes, produces two primary types of body waves: primary (P)
waves and secondary (S) waves. P-waves are compressional and travel faster, moving through both
solid and �uid materials with a back-and-forth motion. S-waves follow as slower shear waves that
propagate only through solids [74]. For instance, Figure 1.10 depicts an earthquake recording, illus-
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trating the initial arrival of the P-wave followed by the S-wave, together forming the characteristic
seismic signal of the event. The distinct arrival times and amplitudes of these waves are critical for seis-
mic phase identi�cation and underpin various analysis tasks such as earthquake detection and source
characterization [76].

1.3.3.2 STA/LTA

The Short-Term Average verses Long-Term Average (STA/LTA) algorithm [77] is a well-established
technique in geoseismic monitoring for detecting and characterizing seismic events. It compares the
average energy of a short-term leading window with that of a long-term trailing window for each
seismic channel. STA captures sudden signal changes to identify potential earthquakes, while LTA
tracks background seismic noise (see Figure 1.11). The ratio is computed by squaring the amplitude
of each sample to represent energy, averaging over both the STA and LTA windows, and taking their
quotient [78]. This is formalized in Equation (1.1):

STA/LTA (t) =

1
Ns

tX

i = t � N s +1

x2(i )

1
N l

t � N sX

i = t � N s � N l +1

x2(i )

(1.1)

Here, x(i ) is the seismic amplitude at time index i , Ns is the number of samples in the short-term
window, and N l is the number of samples in the long-term window. The STA/LTA ratio is computed at
each time indext, and a high value at that point indicates a potential event onset. If this ratio exceeds
a user-de�ned threshold, it triggers an alert for the corresponding channel. Selecting this threshold
is crucial: setting it too low results in frequent false alarms, while setting it too high may cause true
events to be missed. In our work, we use STA/LTA as a pre-�lter to detect potential earthquakes in
the data stream [79, 80].

However, the traditional STA/LTA algorithm requires recomputing the average energy across the
full window at each time step, which incurs a computational cost of O(n) per sample. To address this,
we adopt the recursive STA/LTA formulation [81, 82], which incrementally updates the short-term
averageSt and long-term averageL t using previously computed values. This reduces the per-sample
complexity to O(1), signi�cantly improving e�ciency and enabling real-time event detection on low-
power embedded devices [83]. The recursive updates for the short-term and long-term averages are
de�ned as follows, wherex(t), Ns, and N l are from Equation 1.1:

St = St � 1 +
1

Ns

�
x2(t) � x2(t � Ns)

�

L t = L t � 1 +
1

N l

�
x2(t � Ns) � x2(t � Ns � N l )

�

STA/LTA (t) =
St

L t

1.3.3.3 Short-Time Fourier Transform (STFT)

The Fast Fourier Transform (FFT) is a crucial tool in �elds such as audio analysis, acoustics, and
various engineering applications [84]. It allows for the conversion of a time-domain signal into its
frequency-domain components, e�ectively breaking down a signal into its individual frequency ele-
ments. The FFT is used for tasks like anomaly detection [85], quality control, and monitoring machine
conditions [86]. The FFT is an e�cient version of the Discrete Fourier Transform (DFT) [87]. The
DFT decomposes a signal into sinusoidal components with speci�c frequencies, amplitudes, and phases.
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Figure 1.11: The STA/LTA method compares the averages of a short-time to a long-time window.
When the resulting ratio exceeds a prede�ned threshold, the corresponding data segment is �agged as
a potential earthquake event and forwarded to the preprocessing block, followed by neural network-
based classi�cation for veri�cation.

Figure 1.12: View of a signal in the time and frequency domain. The input signal consists of three
distinct frequencies: 4 Hz, 10 Hz, and 20 Hz. In the frequency spectrum, three prominent peaks
correspond to these frequencies, clearly identifying the signal's frequency components.

While the DFT provides an accurate frequency-domain representation, it is computationally expensive
for large datasets. The FFT reduces the DFT's complexity from O(N 2) to O(N logN ), allowing for
faster calculations, even with large datasets [87, 88].

To apply the FFT, the signal is sampled over time, and the algorithm computes the amplitudes
and phases of the signal's frequency components [89]. The result is a frequency-domain representation,
where frequencies are plotted along the x-axis and amplitudes or magnitudes on the y-axis. This allows
quantifying the strength of each frequency in the signal [90]. For instance, when you analyze a signal
as shown in Figure 1.12, the FFT can identify the dominant frequencies. In the frequency-domain
plot, these appear as peaks, with their amplitude indicating the strength of each frequency. Key
factors that a�ect the FFT include the sampling rate and frequency resolution [91]. The sampling rate
determines how often the signal is measured, a�ecting the frequency range that can be detected. A
higher sampling rate provides better resolution and captures higher frequencies.

The Short-Time Fourier Transform (STFT) is an extension of the FFT that provides insight into the
time-varying frequency content of a signal. The STFT has been widely used for processing signals, for
example, in image processing [92], speech [93], engineering [94, 95], biology and medicine [96]. While
FFT is e�ective for analyzing stationary signals, it does not o�er information about how a signal evolves
over time [97]. The STFT addresses this by dividing the signal into smaller time segments and applying
the FFT separately to each segment. This results in a time-frequency representation, allowing both the
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frequency content and its temporal evolution to be visualized simultaneously [98]. The core idea of the
STFT is to slide a window function across the signal, isolating a portion of the data at each step. The
FFT is applied to this localized segment, and this process is repeated as the window moves forward
in time, ultimately generating a two-dimensional map known as a spectrogram (see Figure 1.13). In
this representation, time is shown on the vertical axis, frequency on the horizontal axis, and the
amplitude of each frequency component is encoded as intensity or color. Several parameters in�uence
the performance and interpretability of the STFT, including the choice of window function, window
length, degree of overlap between consecutive windows, and the sampling rate. These factors help
re�ne the time-frequency representation and in�uence frequency resolution.

In seismology, seismic events, such as earthquakes, typically have characteristic amplitude-frequency-
spectra that distinguish them from background noise [100]. This time-frequency representation also
enhances the di�erentiation between seismic events and background noise [101]. For instance, back-
ground noise often appears as consistent, low-amplitude signals across the spectrogram, while earth-
quakes are characterized by sudden, sharp changes in amplitude and frequency content. Using the
STFT representation for further processing provides signi�cant computational and memory bene�ts.
Instead of working directly with the raw seismic signals, which can be large and require substantial
memory and computational power, the spectrograms generated by the STFT provide a compressed
yet informative version of the data [102]. The time-frequency representation condenses the complex
waveforms into a more manageable form that retains the essential characteristics needed for event
detection.

However, while using the STFT representation is advantageous for event detection, where the focus
is on identifying the presence of seismic activity, it is not the best choice for tasks that require accurate
localization of the event. For example, when trying to precisely identify the onset times of P-waves and
S-waves, or when distinguishing between closely spaced wave arrivals, the STFT may struggle. The
trade-o� between time and frequency resolution inherent in the STFT can make it di�cult to capture
the �ne temporal granularity necessary for accurate localization [102]. In such cases, working directly
with the original signal allows for better time resolution, enabling precise wave detection and more
accurate event characterization, especially in situations where granularity is critical for distinguishing
between overlapping seismic waves.

1.3.3.4 Temporal and Spatio-temporal Forecasting

Temporal forecasting, also referred to as time-series prediction (TSP), aims to predict future values
from historical observations, either for a single variable (univariate) or for multiple interdependent
variables (multivariate). The objective is to accurately forecast N variables over a prediction horizon
of h timesteps while minimizing an error metric such as Mean Absolute Error (MAE) [103]. Formally,
consider a sequence of timestamped observations at discrete time indicest 2 f 1; 2; : : : ; Tg. Each ob-
servation consists of context times(x t � j ; : : : ; x t ) and associated values(f t � j ; : : : ; f t ) for N variables,
where j denotes the history length. The task is to predict the target values(f̂ t +1 ; : : : ; f̂ t + h ) for the
future timesteps (x t +1 ; : : : ; x t + h ), where h de�nes the prediction horizon. TSP commonly employs
sequence-to-sequence models that capture temporal dependencies by leveraging a window of past ob-
servations to generate predictions for future values. Spatio-temporal forecasting (STF) generalizes
TSP by modeling both temporal and spatial dependencies. In this setting, data are collected from
multiple spatially distributed locations (e.g., sensors) at each timestep. The forecasting objective is to
predict future values across all locations while jointly capturing spatial correlations between locations
and temporal correlations within each location [103].

Thresholds in Error Detection. In predictive forecasting, error detection is essential for ensuring that
models remain reliable and robust under varying conditions. Thresholds provide a systematic mech-
anism for determining when a prediction deviates from acceptable accuracy and corrective action is
required. Common approaches include value thresholds, time thresholds, and quota-based thresh-
olds, with extensions such as statistical, adaptive, and context-aware thresholds also discussed in the
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Figure 1.13: The signal is divided into overlapping segments, and a windowing function, such as
Hanning, Hamming, Blackman, or Kaiser [99], is applied to each segment to reduce spectral leakage.
Instead of computing a single FFT over the entire signal, an FFT is computed for each windowed
segment individually. These segment-wise FFT results are stacked over time to form the STFT,
providing a time-frequency representation that captures how the spectral content of the signal evolves.
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(a) Data anomaly: Transient
misprediction with an error ex-
ceeding "V , while remaining
within "T bounds.

(b) Prediction outlier: Tran-
sient misprediction with an er-
ror exceeding"V , while remain-
ing within "T bounds.

(c) Value and time tolerance:
Mispredicting with an error ex-
ceeding "V for consecutive "T

timesteps.

Figure 1.14: The combination of value and time thresholds ensures robustness against prediction
outliers and data anomalies, delaying data transmission to the cloud until both error thresholds are
exceeded.

literature [104].
A value threshold triggers communication when the di�erence between the predicted value and the

actual measurement exceeds a prede�ned magnitude. This approach is e�ective for detecting large,
one-o� errors, ensuring that the system reacts when signi�cant discrepancies occur. A time threshold,
by contrast, responds only when the error persists across multiple timesteps. This helps �lter out
isolated, short-term deviations and ensures that the system communicates only when inaccuracies are
sustained. Used together, value and time thresholds provide a robust mechanism for distinguishing
between transient anomalies and more signi�cant deviations (see Figure 1.14). Quota-based thresholds
extend this idea by accumulating errors over time. Instead of evaluating each prediction in isolation,
they maintain a cumulative error score and trigger once this score surpasses a prede�ned quota. While
this method can quickly capture transient mispredictions, it may also lead to excessive sensitivity to
extreme short-lived deviations, reducing its suitability in scenarios where stability and e�ciency are
critical. This thesis focuses on value and time thresholds, as they o�er a practical balance between
sensitivity to meaningful errors and robustness against transient anomalies.

1.4 Related Work

A signi�cant body of research is focusing on reducing communication overhead between sensors and the
cloud while preserving the �delity of information transfer. Existing approaches span several directions.
One line of work employs periodic transmission schemes for non-time-sensitive data, or event-triggered
strategies that initiate communication only when notable changes are detected [105]. Another active
area explores data compression techniques to minimize payload size [7, 106, 107], complemented by
error-recovery algorithms that reconstruct missing information in unreliable networks [108]. In paral-
lel, federated learning reduces transmission costs by sharing only essential model updates instead of
full datasets [109]. Beyond sensor-side optimizations, fog and edge computing frameworks integrate
computational resources closer to the data source, thereby enabling local processing and reducing
dependence on cloud infrastructure [110]. Finally, research on network-layer improvements investi-
gates scheduling policies and lightweight communication protocols to further enhance transmission
e�ciency [111, 112].

Building on this broader landscape, the remainder of this section reviews representative studies most
relevant to this thesis. Speci�cally, the discussion focuses on event-triggered communication schemes
across two main domains. The �rst domain concerns anomaly detection and analysis, where transmis-
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sions are initiated only when irregular or signi�cant patterns, particularly earthquake-related events,
are detected. Beyond guiding transmission decisions, anomaly analysis also acts as a form of data com-
pression, as only the extracted and contextually relevant information is transmitted. This approach
reduces communication overhead while preserving critical insights necessary for timely response. The
second domain involves time-series forecasting models and transmission pipelines, which are closely
related to error-recovery mechanisms by enabling the reconstruction of missing timesteps in the cloud.
This also incorporates event-triggered communication from sensor side, transmitting data only when
the local forecast error exceeds a prede�ned threshold. This strategy balances comprehensive data
delivery with communication e�ciency.

1.4.1 Anomaly Detection in Time-Series Data

Anomaly detection and event detection [113�116] are essential tasks across a wide range of criti-
cal domains, where identifying unusual patterns or events in a timely manner can signi�cantly en-
hance decision-making and system performance. These techniques play a pivotal role in �elds such as
healthcare, environmental monitoring, transportation, maritime surveillance, and more. Historically,
anomalies are often regarded as noise to be �ltered out during statistical analysis. However, in modern
applications, these irregularities frequently signal important events like fraudulent transactions, equip-
ment malfunctions, or disease outbreaks, all of which require prompt detection and response. Early
anomaly detection methods are primarily rule-based or classical, relying on �xed thresholds and sim-
ple statistical tests to �ag deviations. While e�ective in certain contexts, these approaches struggle to
keep pace with today's demands. As industries increasingly require real-time insights and grapple with
larger, more complex data streams, anomaly and event detection techniques have evolved considerably
to meet the challenges of modern data environments.

Importance of Event Detection: A Historical Perspective . Prior to modern machine learning,
event detection primarily relied on classical statistical and model-driven techniques. These methods
identify anomalies by modeling normal data distributions and �ag deviations beyond set thresholds.
Common approaches include distance-based, density-based, and depth-based outlier detection, as well
as clustering algorithms such as k-means [117]. More advanced models, such as Gaussian Mixture
Models (GMMs) and one-class Support Vector Machines (SVMs), gain popularity for learning normal
patterns [118�120]. These techniques assume a statistical or rule-based baseline, and any signi�cant de-
viation is treated as anomalous. Their simplicity and interpretability make them particularly useful in
domains requiring expert oversight. In healthcare, such methods support patient monitoring systems.
For example, intensive care unit monitors trigger alarms when vital signs exceed static thresholds [121].
These rule-based systems encode clinical knowledge and provide timely alerts for conditions such as
arrhythmias or hypotension. Similarly, in environmental monitoring, simple models and thresholds
detect abnormal sensor readings. Air quality or weather networks compare real-time data to historical
norms or physical bounds, �agging anomalies for further inspection [122]. These may indicate sensor
faults or true environmental events.

Model-driven detection uses physical or domain-speci�c models to de�ne expected behavior. In
maritime and vehicle tracking, kinematic models and known routes help predict normal trajectories;
deviations signal potential anomalies [123]. Early systems applied clustering and statistics to route
data to �ag unusual movement. In industrial systems, engineers develop physics-based models, such as
pump dynamics or engine thermals, to generate expected outputs, comparing them continuously to sen-
sor readings [124]. Signi�cant discrepancies indicate faults or abnormal events. Similarly, physiological
models in medicine predict vital sign trends, helping identify abnormal patterns like irregular ECG sig-
nals [104]. These methods leverage structural understanding to improve detection in well-characterized
systems. Despite their e�ectiveness in controlled environments, classical and model-driven methods
have clear limitations. Rule-based systems demand extensive manual setup and cannot detect patterns
outside prede�ned logic [124, 125]. Model-driven approaches depend heavily on simplifying assump-
tions, such as linearity, static parameters, or stable environmental conditions [126]. Noise, system

23



1. Thesis Overview

aging, or gradual shifts in behavior can degrade performance or produce false alarms. These systems
also struggle to scale with increasing data volume and complexity, lacking the adaptability of modern
learning-based methods. Still, traditional techniques introduced core concepts such as baseline mod-
eling, deviation tracking, and domain integration, which remain foundational in contemporary event
detection systems.

The Emergence of Deep Learning: A Paradigm Shift . The advent of deep learning (DL)
fundamentally transforms event and anomaly detection, moving beyond static, rule-based systems to
more �exible and scalable solutions [127�129]. Unlike traditional methods, deep learning models, par-
ticularly neural networks, excel at learning intricate patterns of normal and abnormal behavior directly
from high-dimensional data. This capability vastly expands the scope of real-time monitoring across
diverse industries and enables the solution of problems previously intractable for classical approaches,
extending far beyond initial successes in image recognition [38, 130, 131] and speech recognition [132�
134].

The impact of deep learning is evident across numerous �elds. In computer vision and video surveil-
lance, CNNs and RNNs signi�cantly improve the identi�cation of unusual activities, such as detecting
security threats or abnormal pedestrian behavior in real-time footage [135]. These models automati-
cally learn visual patterns from raw data and �ag deviations without requiring manual feature engi-
neering. Similarly, in �nance, deep architectures like autoencoders and LSTM networks model complex
temporal dynamics in transaction data, enabling the detection of fraudulent behavior that static rules
often miss [136]. Healthcare bene�ts from deep learning in medical imaging and time-series monitoring,
accurately identifying rare conditions or pathological changes [137]. In environmental and infrastruc-
ture monitoring, deep models process multimodal sensor data (e.g., temperature, humidity, air quality)
to detect deviations indicative of sensor failures, natural hazards, or system malfunctions [138]. This
is crucial in preventing industrial accidents or environmental disasters.

Furthermore, deep learning signi�cantly advances maritime surveillance, enhancing ship detection
and trajectory analysis using radar or satellite imagery [139�141]. Similar models are now employed in
vehicle tracking in smart cities [142], aircraft monitoring [143], and even wildlife detection using acous-
tic or visual signals in remote ecosystems [144, 145]. These techniques e�ectively handle large-scale
imagery and continuous time-series data, surpassing earlier image processing or rule-based systems in
both precision and robustness. Beyond practical applications, deep learning achieves groundbreaking
advances in fundamental sciences, including predicting drug e�cacy [146], analyzing particle physics
data [147], and reconstructing neural networks in the brain [148]. It also profoundly impacts natural
language processing, improving tasks such as topic classi�cation, sentiment analysis, question answer-
ing, and language translation [149, 150]. The ability of deep learning models to learn directly from
raw, complex data without explicit programming of rules marks a paradigm shift in event and anomaly
detection.

1.4.1.1 Application to Earthquake Monitoring

Building on methods for anomaly detection, a growing body of research focuses on their application to
earthquake monitoring. Since the Chapter 2 and Chapter 3 of this thesis speci�cally address earthquake
detection and analysis, it is important to discuss the work done in this domain, where timely and
reliable identi�cation of seismic anomalies is critical for early warning systems and post-event analysis.

Earthquake Detection and Analysis: Model-Driven Methods . Earthquake monitoring has a
long tradition of using classical and model-driven algorithms to detect and characterize seismic events.
In conventional seismology, detection typically involves analyzing continuous seismic recordings for
transient signal patterns indicative of an event. One of the simplest classical technique, threshold
triggering, identi�es potential events when the amplitude of ground motion exceeds a user-de�ned
threshold. However, this method is highly susceptible to noise and often performs poorly in com-
plex environments [81, 151]. For instance, in rural regions, non-seismic ground motions caused by
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livestock, agricultural machinery, or wind-driven vegetation frequently trigger false alarms, rendering
this method impractical. A more widely adopted approach is the STA/LTA trigger, also discussed in
Ÿ1.3.3.1. This method remains a standard �rst-line detector due to its simplicity and e�ectiveness in
identifying impulsive signals with high signal-to-noise ratios (SNR)[82]. However, its performance de-
grades under low-SNR conditions or in the presence of sustained ambient noise, leading to frequent false
positives. For this reason, STA/LTA is often employed as a preliminary �lter before more sophisticated
analysis [79].

Another widely used technique is template matching[151], also referred to as �lter matching, which
compares incoming waveforms to known event templates. An event is declared if the normalized
cross-correlation between the candidate and template exceeds a speci�ed threshold. More advanced
versions of this technique, such as the �ngerprint and similarity threshold algorithm[151], employ
locality-sensitive hashing to accelerate similarity searches, enabling more e�cient detection in large
datasets. Beyond these signal-based methods, classical machine learning approaches such as two-stage
frameworks are introduced but remain model-driven, heavily relying on manually de�ned features from
seismic waveforms and often requiring signi�cant computation [152]. Despite improved adaptability,
these systems are still constrained by expert-de�ned features and model forms. Although these classical
and model-driven methods remain e�ective for many detection tasks, they face increasing limitations
as seismic networks grow denser, sampling rates increase, and the goal shifts toward detecting smaller
or more subtle events. These constraints motivate the development of more scalable, data-driven
approaches, as discussed in the following section.

Earthquake Detection and Analysis: Data-Driven Methods . In recent years, machine learn-
ing has become a fundamental tool in the analysis of seismological data [76, 153, 154]. Chin et al. [154]
explores three classical machine learning algorithms for earthquake detection: K-nearest neighbor,
classi�cation trees, and support vector machines. Among these, the K-nearest neighbor method is the
most straightforward. It calculates the Euclidean distance between a new observation and the training
data, then assigns the class based on a majority vote among the K closest records. The classi�ca-
tion tree constructs a decision tree where each branch represents a threshold for a speci�c feature,
guiding the prediction toward a �nal class label. The support vector machine identi�es the optimal
hyperplane that separates the data into two categories, maximizing the margin between them in a
high-dimensional space. While these methods are e�cient in terms of computational cost and memory
usage, they generally fall short in accuracy compared to recent advances using neural networks.

Cloud-Based Earthquake Detection. Deep CNNs, RNNs, and attention-based architectures now auto-
mate key tasks such as seismic event detection and phase picking. For instance, the CRED model [153],
which combines a deep residual CNN with bidirectional LSTMs, achieves anF1 score of up to 98%
for event detection. Other models such as PhaseNet [155], PickNet [156], and EQTransformer [76],
which integrates attention mechanisms [40], have demonstrated exceptional performance in identifying
P- and S-wave arrivals and detecting seismic events with near-perfect accuracy.

Despite their e�ectiveness, these deep learning models are computationally demanding. They con-
tain millions of parameters and require substantial memory, fast data throughput, and GPU acceler-
ation to operate e�ciently [157�160]. As a result, they are typically deployed on cloud platforms or
high-performance computing clusters, which provide the necessary resources for real-time processing
of large, continuous data streams. Cloud infrastructure also supports the integration of diverse data
sources, enabling models to analyze seismic waveforms alongside GPS, GNSS, or satellite radar data.
This multi-modal approach enhances both detection accuracy and situational awareness by providing
a more comprehensive view of seismic activity and its potential impacts [4, 161]. The key bene�ts of
using deep learning on the cloud include high detection accuracy, scalability to large datasets, and the
�exibility to incorporate heterogeneous data. However, these systems also present challenges related
to data transmission. Additionally, the substantial computational requirements make these models
unsuitable for deployment on smaller devices, particularly in remote or resource-limited settings.
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Edge-Based Earthquake Detection. Edge devices serve as intermediaries between cloud servers and the
source data. In the realm of earthquake detection, edge computing has emerged as a promising solution
to reduce latency and enhance system resilience. Rather than transmitting all seismic waveform data
to distant data centers, local nodes can run algorithms to detect seismic events in real-time, directly
on site. This approach not only reduces the volume of data transmitted to centralized servers but also
accelerates response time, which is crucial for timely earthquake detection [162�164].

Recent research focuses on enabling edge-based computation for earthquake detection, demonstrat-
ing that even resource-constrained devices can successfully perform basic machine learning inference
for real-time event detection [165]. One example of an optimized model for edge deployment is
LCANet [166], which draws inspiration from SqueezeNet [167]. This model reduces the number of pa-
rameters by 50% using 1x1 convolutional �lters, maintaining performance comparable to AlexNet [38],
thereby making it more suitable for edge devices with limited resources. Other notable edge-focused
projects include NetQuakes [168], which utilizes MEMS sensors for earthquake detection, and the work
by Seo et al. [82], who employed autoencoder-based deep learning with MEMS sensors on high-speed
trains in Korea. LEQNet [169] is another promising model that o�ers a substantial reduction in model
size and is 87.68% smaller than EQTransformer [76], while maintaining an impressiveF1 score of 99%.
Fast PNet [170] represents another notable contribution. While it achieves high performance, 98% re-
call and 96% precision, it is deployed on a Raspberry Pi 3, which includes a 1.2 GHz 64-bit quad-core
processor and 1 GB of RAM. While edge computing reduces communication costs by enabling local
event detection, existing platforms such as Raspberry Pi still consume considerable power simply to
remain active. This makes them unsuitable for large-scale, always-on deployments. MCUs, in contrast,
o�er ultra-low power operation but impose strict limits on memory and computation.

Sensor-Based Earthquake Detection. To advance the concept further, recent e�orts focus on deploying
models directly on microcontroller units (MCUs) interfacing with sensors. This approach, central to
the broader TinyML or AI-on-IoT movement, enables real-time, intelligent data processing at the
source. By facilitating local decision-making, sensors can detect events and anomalies instantly and
trigger alerts or safety mechanisms without reliance on external networks. This strategy is not unique
to seismology; similar constraints are encountered in domains such as acoustic event detection [171],
ship or vessel detection [172, 173], and keyword spotting [174]. The increasing interest across domains
underscores the relevance and urgency of exploring e�cient AI deployment at the extreme edge.

In typical deployments, energy-e�cient MCUs, such as low-power microcontrollers, are preferred
over more power-hungry platforms to maximize battery life, especially in remote or inaccessible loca-
tions [152]. Since running standard deep neural networks on such constrained hardware is impractical,
research has focused on developing compact models and optimization techniques tailored for these en-
vironments. In addition to my work on earthquake detection and analysis using deep learning models
on highly resource-constrained devices (e.g., with only 256 kB of RAM), a more comparable e�ort is
MCU-Quake [152], published in 2025, which focuses on earthquake detection using a deep learning
model with just 2,693 parameters. It achieves 97% accuracy and is small enough to be deployed on
most low-power MCUs. With an inference time of approximately 128 ms, MCU-Quake operates ef-
�ciently and consumes signi�cantly less energy. One benchmark shows that it uses over 2700Ö less
energy than LEQNet, a lightweight variant of EQTransformer, for the same task. Such energy e�-
ciency is what makes true AI-on-sensor systems viable in constrained, battery-powered environments.
Table 1.3 provides a summary of the existing techniques for earthquake monitoring.

1.4.2 Time-Series Forecasting: The Evolution from Classical Methods to
Deep Learning Approaches

In addition to event detection and anomaly identi�cation for reducing the data footprint, wireless
sensor networks (WSNs) have long inspired techniques aimed at minimizing communication overhead
while preserving data quality, especially given the limited resources of sensor devices. To optimize
data transmission rounds and conserve energy, various data modeling techniques have been employed,
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Table 1.3: Summary of state-of-the-art models, the tasks they perform, and their deployability on
MCUs. PhaseNet and PickNet perform only phase detection but can be adapted for event detection.

Models Model size
Task

DNN MCU
Event
Det.

Phase
Det.

STA/LTA [77] - X - X
CRED [153] 3.7 MB X RNN

Phasenet [155] 3.2 MB X CNN
Picknet [156] 72 MB X CNN

EQTransformer [76] 5.2 MB X X Attention
LCANet [166] 3.7 MB X X Attention
LEQNet [169] 0.94 MB X X Attention

MCU-Quake [152] 10 KB X X CNN X
SeismicSense [2] 0.18 MB X X RNN X

LightEQ [1] 0.09 MB X X RNN X

focusing on predicting sensor readings on the cloud. However, these predictions rely on anchor data
to prevent issues such as rolling predictions, ensuring accurate forecasting and reducing errors from
cumulative prediction drift. The following section reviews state-of-the-art research on data modeling
techniques and the triggers for transmitting anchor data.

Data Modeling and Prediction: Model-Driven Methods . Early approaches in WSNs for mod-
eling and predicting data rely on simple, often rule-based models for data representation and fore-
casting. Arguably the simplest strategy is the naive forecast, where the next value is assumed to be
equal to the most recent observation. This method, sometimes referred to as a "random walk," can
be surprisingly e�ective in highly volatile data or cases where no strong trends exist [175]. An ex-
tension of this idea is the seasonal naive method, which exploits periodicity by projecting each future
observation to match the most recent value from the corresponding seasonal cycle. Building upon
these simple heuristics, more sophisticated statistical models emerge. Classical statistical techniques
such as the autoregressive (AR) [176, 177] and Moving Average (MA) models are introduced as two
important concepts, leading to the development of the Autoregressive Moving Average Model(ARMA)
[176�178]. Speci�cally, the AR model leverages past time-series observations to predict future values,
while the MA model relies on the moving average of observations to make these predictions. To ad-
dress non-stationary time-series data, the Autoregressive Integrated Moving Average (ARIMA) and
its extension Seasonal Autoregressive Integrated Moving Average (SARIMA) models [176, 177, 179�
183] are introduced. They are employed to transform non-stationary sequences into stationary ones by
means of di�erencing, thereby reducing or eliminating trends and seasonal variations in the time-series.
While e�ective for many practical applications, these linear models struggle to capture the nonlinear
behavior present in complex systems like environmental monitoring or �nancial markets. To address
these limitations, nonlinear [184] and correlation-based [185] methods are developed, particularly for
datasets with small, uncorrelated changes [186].

Advanced model-driven methods are also employed for predictive tasks such as forecasting future
observations and imputing missing data. Kalman �lters [187] perform state estimation in dynamic
systems by projecting future states and then correcting them with new observations, which makes
them e�ective for both prediction and gap-�lling. Hidden Markov Models (HMMs) [188] forecast
likely future observations by modeling probabilistic transitions between hidden states and are also
widely used for reconstructing incomplete sequences. Di�erential equation models, including ordinary
(ODEs) and partial (PDEs), describe system evolution over time and is used to estimate missing
data points or project system states forward [189, 190]. System dynamics models [191], which capture
feedback-driven behavior, are also applied to predict long-term trajectories or to interpolate unobserved
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data within recorded sequences. Bayesian inference [192, 193] further enhances predictive modeling by
incorporating prior knowledge and updating beliefs as new data become available, thereby supporting
both forecasting and missing data estimation under uncertainty.

Data Modeling and Prediction: Data-Driven Methods . Data-driven methods fall into two
broad categories: classical and modern approaches. Classical methods include statistical techniques
such as Z-score analysis and control charts, as well as traditional machine learning algorithms like
k-means clustering and one-class SVMs, as mentioned in Ÿ 1.4.1.1. They typically require moderate
computational resources and perform well when historical data re�ects operational conditions. How-
ever, they often assume stationarity in time-series data [194], a condition rarely satis�ed in practice.
In addition, they are generally limited to univariate streams and neglect dependencies between mul-
tiple variables [195]. Other classical solutions, such as random forests and decision trees [196�199],
provide greater �exibility and predictive performance in statistical forecasting [200, 201]. A decision
tree consists of decision nodes and leaf nodes, built by selecting optimal features and splitting criteria
to minimize prediction errors or maximize information gain or Gini index. Each decision node applies
feature conditions, while each leaf node produces a prediction. Random forests extend this concept by
constructing multiple decision trees and combining their outputs, enabling robust forecasting even with
high-dimensional features and large-scale datasets. These methods capture nonlinear relationships and
feature interactions more e�ectively than traditional techniques. The rise of emerging technologies has
further increased the e�ciency of data acquisition, collection, and storage [202, 203]. With the advent
of the big data era [204, 205], data is now generated at unprecedented rates. Statistical forecasting
models must therefore adapt to the demands of processing large-scale and high-dimensional data [206�
208]. Di�erent industries and domains increasingly rely on accurate forecasting models to support
decision-making and planning [209]. At the same time, the complex interdependencies observed in
real-world data require models with greater �exibility and accuracy.

Neural networks signi�cantly advance predictive modeling by capturing complex nonlinearities in
time-series. Feedforward Neural Networks (FNNs) provide early breakthroughs in learning nonlinear
mappings from input features to target outcomes [210]. Building on these foundations, RNNs such
as LSTM and GRU explicitly address long-term dependencies, making them e�ective for extended
time-series. Further advancing these techniques, DeepAR [211] leverages RNN and autoregressive
techniques to capture temporal dependencies, while MQRNN [212] combines RNN expressiveness,
quantile regression, and multi-horizon forecasting with a forking-sequences training scheme to enhance
stability and performance. ES-RNN [213] integrates exponential smoothing with LSTM in a uni�ed
framework. In addition to RNN-based models, CNNs also contribute to time-series forecasting by
processing data as one-dimensional signals, capturing local patterns and translational invariance. A
notable example is the Temporal Convolutional Network (TCN), which employs dilated convolutions
to expand the receptive �eld while maintaining computational e�ciency [214]. TCNs e�ectively
capture long-range dependencies without su�ering from the vanishing gradient problem [215] and have
demonstrated high forecasting accuracy in domains such as tra�c �ow prediction [216]. Generative
Adversarial Networks (GANs) also �nd applications in time-series forecasting [217, 218].

Encoder-decoder architectures form a pivotal class of models that, like classical forecasting methods,
learn to map input sequences directly to output sequences. Typically implemented with LSTM net-
works serving as both encoder and decoder, these models excel at multi-step forecasting by e�ectively
capturing sequential dependencies [219]. Enhancing this approach, bi-directional encoder-decoder mod-
els use bidirectional LSTMs to incorporate information from both past and future time points, thereby
improving predictive accuracy [220]. While many encoder-decoder architectures exhibit symmetric
structures, others adopt asymmetric designs, with transformer models exemplifying the latter [221�
224]. Originally developed for natural language processing, transformers have demonstrated remark-
able success in time-series forecasting by overcoming the limitations of recurrent networks. However,
the quadratic time complexity and high memory requirements of standard transformers limit their di-
rect application to long sequence time forecasting (LSTF). To address these challenges, Informer [223]
introduces a more e�cient transformer variant tailored for long sequences. More broadly, attention
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mechanisms allow models to capture long-range dependencies better than traditional autoregressive ap-
proaches [225�229]. Extensions such as Pyraformer [230] and Yformer [231] incorporate domain-speci�c
time-series insights into transformer frameworks, while recent models like Spacetimeformer [103] and
SageFormer [232] push state-of-the-art performance further by enhancing temporal and spatiotemporal
modeling for long-range forecasting.

Sensor Data Transmission Strategies in Predictive System. In predictive systems, optimizing sen-
sor data transmission is essential for maintaining model accuracy while minimizing communication
overhead and conserving energy. One of the simplest strategies is periodic transmission, where data
is sent at �xed intervals [233]. While this ensures continuous model updates, it can be ine�cient
when sensor data changes slowly, leading to redundant transmissions and wasted energy. Dynamic
scheduling, where transmission intervals adjust based on sensor activity or data changes, o�ers a more
energy-e�cient approach. Another common method is threshold-based transmission, which sends data
only when it exceeds a prede�ned threshold [234]. This reduces energy consumption during stable pe-
riods, but static thresholds can result in missed events or excessive updates. Adaptive thresholds,
which adjust based on historical data trends or sensor variability, can o�er better �exibility and re-
duce unnecessary transmissions. Model-driven prediction further enhances e�ciency by forecasting
sensor readings and only transmitting data when actual measurements signi�cantly deviate from the
prediction [176, 178, 235]. This method helps conserve energy, but it may struggle in environments
with high data volatility. Incorporating lightweight neural network models on sensors can improve
local predictions, reducing the frequency of transmissions and adapting better to dynamic conditions.
In addition to deploying lightweight neural networks on sensors, knowledge distillation can further
optimize sensor model performance by training the small local model to closely replicate the cloud
model's predictions [65]. This alignment allows the local model to detect discrepancies between local
and cloud predictions, reducing unnecessary data transmissions. Key distillation strategies include
feature-based distillation [236], where the student model learns intermediate representations from the
cloud model; adversarial distillation [237], which uses discriminator networks to improve model sim-
ilarity; multi-teacher distillation [238], leveraging ensembles of cloud models for richer knowledge;
and cross-modal distillation [239], where knowledge is transferred across di�erent input modalities.
Complementary techniques such as model compression, e.g., pruning and quantization [240], transfer
learning, which initializes the student with pre-trained knowledge [65], and regularization, implemented
through similarity loss functions [239], further enhance the student model's alignment with the cloud
model, improving prediction accuracy while conserving energy and reducing transmission overhead.

1.5 Research Questions

This thesis addresses the trade-o� between resource constraints and data �delity in IoT systems. It is
guided by the following central research question (CRQ):

How to reduce communication between IoT devices and the server while en-
suring data accuracy and system e�ciency?

This question addresses the core challenge of optimizing data management in low-power IoT sys-
tems, focusing on minimizing communication frequency to extend device lifetimes and conserve energy.
To further explore this central question, the following sub-research questions are derived from the chal-
lenges faced in deploying IoT systems. These sub-questions remain closely related to the main question
while providing a structured approach to addressing speci�c aspects of the problem:

This thesis speci�cally identi�es and answers the following three Research Questions (RQs).
RQ1: How can IoT data processing and communication strategies be designed to minimize energy

consumption without compromising data quality or application requirements?
RQ2: How can lightweight neural networks be developed for IoT devices that operate under strict

memory and compute limits?
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RQ3: How can predictive modeling approaches reduce communication overhead while enabling the
cloud to maintain continuous, near real-time access to data?

RQ1 and RQ3 stem from the observation that continuously transmitting sensor data readings to
some central location for processing puts a signi�cant strain on the available energy of IoT devices, with
communication serving as the primary source of energy usage. To solve this, we propose developing
lightweight algorithms, neural networks, and pipelines that process data locally and reduce the need for
frequent transmissions to centralized servers. While processing data on low-power devices reduces the
need for constant communication, it also requires careful consideration of when and what to process to
optimize energy e�ciency and maintain application performance. To address RQ1, Paper A introduces
an e�cient end-to-end data processing pipeline with a lightweight deep-learning model that runs on
resource-constrained devices such as microcontrollers. The pipeline employs a pre-�lter that selectively
triggers the pre-processing and model inference steps only when necessary, thereby minimizing energy-
intensive operations. Paper B presents a modular NN that uses a cascading processing approach,
dynamically activating network components based on the characteristics of incoming seismic data. This
adaptive design reduces energy consumption while maintaining high accuracy and timely detection of
seismic events and phases. Paper C embeds a tiny NN on IoT devices to predict data trends and
communicates with central servers only when signi�cant deviations occur. Con�gurable thresholds
for value and time manage these deviations, minimizing unnecessary transmissions and conserving
energy. Together, these chapters provide a comprehensive framework that balances energy e�ciency,
data quality, and application requirements in on-device data processing.

RQ2 addresses the challenge of limited memory on low-power devices, requiring careful selection of
hyperparameters to design lightweight NN models that maintain high accuracy. In addition to memory
constraints, these devices also have limited support for NN layers, as not all layers are compatible.
While all three chapters consider this research question, Paper A and Paper B focus on it more
speci�cally. In Paper A, we present a basic architecture for the neural network and perform a NAS
and HPO to identify a model that achieves the best accuracy while meeting the memory constraints
of IoT devices. Paper B takes a di�erent approach, developing a larger NN model. To deploy it on
MCUs, we split it into smaller submodels. This strategy not only addresses the memory constraint but
also allows the model to operate in a cascading manner, where submodels activate only when required.
This approach optimizes memory usage and improves overall e�ciency.

RQ3 addresses the challenge of frequent data transmission by taking a novel approach. For applica-
tions where all the data is required at the central location, transmitting data at every timestep is not
feasible due to the high cost of communication. On the other hand, sending data periodically results
in delayed availability of information on the cloud. To overcome this trade-o�, Chapter C investigates
the use of state-of-the-art predictive models that reconstruct missing segments and thereby enhance
near real-time data availability. These models still require anchor points from the device to remain
aligned with ground truth, but the updates are triggered dynamically based on prediction error rather
than at static intervals, allowing communication to occur only when necessary.

1.6 Thesis Contributions

This section summarizes the papers that constitute the main contribution of this thesis. Table 1.4
outlines the chapters of this thesis, along with the research questions it addresses.

1.6.1 Seismic Monitoring

This part of the thesis addresses the CRQ by implementing on-device �ltering and analysis techniques
for seismic data. Instead of continuously transmitting raw sensor streams, IoT devices perform local
processing to identify anomalies and signi�cant seismic events. Only the relevant event data are
transmitted, e�ectively reducing communication overhead while ensuring timely access to critical and
high-value seismic information.
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Table 1.4: Research questions and the corresponding thesis chapters. The thesis incorporates
LightEQ as an extended version of an earlier conference publication.

Paper A Paper B Paper C

LightEQ SeismicSense
SAC (2025)

FORESEE
DCOSS (2025)IoTDI (2023) and under review (2026)

RQ1
RQ2
RQ3

Paper A� From Raw Waveforms to on-device Earthquake Detection: Real-Time Seismic
Data Analysis for MCUs (LightEQ)

Context and Challenge. Seismic monitoring is essential for detecting volcanic unrest, as earthquakes
often precede eruptions and related hazards such as ash clouds, lahars, and landslides. Conventional
seismic networks rely on high-cost stations that continuously stream raw waveforms to central servers.
These systems demand substantial infrastructure and energy, limiting scalability and preventing the
dense deployments required for timely detection. Recent advances in low-power microcontrollers and
IoT devices open new opportunities for monitoring, where nodes process seismic signals locally and
transmit only event-related information. The challenge is to design an algorithm that provides reliable
real-time detection within the stringent memory and energy constraints of microcontrollers.

Approach. In this work, we present LightEQ, a hybrid pipeline for on-device earthquake detection
(see Figure 1.15). A Short-Term Average over Long-Term Average (STA/LTA) �lter �rst analyzes
the raw waveform stream and �ags candidate segments. For each candidate, a Short-Time Fourier
Transform (STFT) generates a compact spectrogram, which serves as input to a lightweight neural
network (LightEQ-NN) for event classi�cation. This design balances e�ciency and accuracy: STA/LTA
prevents unnecessary neural inference on noise, while STFT provides discriminative spectral features
that reduce the size and depth of the neural network. As a result, the model meets strict MCU
constraints while delivering accurate real-time detection suitable for large-scale IoT-based seismic
monitoring.

Results. On the Stanford Earthquake Dataset (STEAD), LightEQ improves the earthquake de-
tection F1 score from 83% with the traditional STA/LTA detector to 99% using the proposed hybrid
pipeline. While STA/LTA serves as a lightweight baseline, state-of-the-art (SOTA) seismic detection
models typically achieve around 100% accuracy but are at least an order of magnitude larger than
LightEQ, making them unsuitable for deployment on resource-constrained devices.

Under a representative scenario of 100 seismic events per day, incorporating STA/LTA �ltering
extends lifetime by about 2.8Ö relative to the naive baseline of sending all the data. The largest gains
come from combining STA/LTA with the neural network: although the network's compute accounts for
only 0.48% of hourly energy use (0.036 mWh out of 7.48 mWh), suppressing false positives increases
lifetime by an additional 3Ö compared to STA/LTA alone; more than 8Ö longer than un�ltered
transmission. In this regime, approximately 73% of total energy is consumed by transmissions and 26%
by STA/LTA, highlighting the dominant role of communication overhead in system energy budgets.

Contributions. In summary, this chapter makes the following contributions:
1. We introduce LightEQ, a hybrid earthquake detection pipeline that combines STA/LTA pre-

�ltering, STFT-based features, and lightweight neural inference.
2. This design balances accuracy and energy e�ciency on microcontrollers, and demonstrates the

feasibility of on-device neural network classi�cation.
3. On the STEAD dataset, LightEQ improves the F1 score from 83% (STA/LTA) to 99%, outper-

forming conventional �lters while achieving near�SOTA accuracy with a model over 10Ö smaller.
4. Energy pro�ling shows that transmission dominates energy use, while the neural network con-
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Figure 1.15: A lightweight STA/LTA �lter continuously monitors a raw seismic data stream and
identi�es potential earthquake events. When a frame is �agged, it is preprocessed using STFT and
passed to a lightweight neural network for on-device classi�cation. After classi�cation, the event and
associated metadata can be transmitted to the cloud over a low-bandwidth connection for long-term
storage or further analysis. Together, the STA/LTA �lter and LightEQ-NN enable comprehensive
on-device event detection.

tributes less than 1% while extending device lifetime by 3Ö compared to STA/LTA alone, and
over 8Ö relative to un�ltered transmission.

Statement of Personal Contribution.
This work is an extension of my conference paper [5], which is published in the Proceedings of the 8th

ACM/IEEE Conference on Internet of Things Design and Implementation (IoTDI), 2023. The code for
the conference paper is publicly available at GitHub1. In this paper, I am the only doctoral candidate
working under the supervision of Jens Karstens and Olaf Landsiedel. The following proportions re�ect
my personal contribution to this scienti�c work: Conceptualization - Medium; Planning - High;
Execution - High; Manuscript preparation - Medium. Overall, my estimate personal contribution
to this publication is between 80% and 90%.

The extended version of this work is currently under submission to ACM Transactions on Internet
of Things (TIOT) for publication in 2026 and includes additional co-authors. For this version, I
implement the complete LightEQ system in collaboration with Patrick Rathje. Certain subcomponents
of the system are developed as a HiWi task by Bernhard Germann under the joint supervision of
Patrick Rathje and me. Furthermore, I conduct the pipeline evaluation. The code for the extended
version is available at GitHub2. The following proportions apply to the extended version of this work:
Conceptualization - High; Planning - High; Execution - Medium; Manuscript preparation -
High. Overall, my estimate personal contribution to this publication is between 75% and 85%.

Paper B� SeismicSense: Phase Picking of Seismic Events with Embedded Machine Learn-
ing

Context and Challenge. As established in Chapter A, communication is the most energy-demanding
operation in seismic IoT nodes, with transmitting a one-minute waveform consuming about 1.065 mWh.
In highly seismic regions, where frequent events trigger repeated transmissions, this quickly becomes
the dominant bottleneck, even when detection is performed locally. At the same time, earthquake
monitoring requires more than event detection: precise identi�cation of primary (P) and secondary (S)
wave arrivals is essential for accurate localization and magnitude estimation. State-of-the-art models
achieve high accuracy but exceed the memory and compute budgets of embedded hardware, while
lightweight detectors like LightEQ cannot perform phase picking because of its reliance on pre-processed
data. The challenge, therefore, is to achieve accurate phase picking directly on microcontrollers,
thereby reducing communication overhead by transmitting only essential arrival information instead
of full waveform windows.

1available at https://github.com/ds-kiel/LightEQ.git .
2available at https://github.com/ds-kiel/LightEQ_pipeline_extended.git .
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Figure 1.16: STA/LTA performs on-device identi�cation of potential earthquakes on a continuous
stream of raw seismic data. Once a frame is identi�ed as a potential earthquake by the pre-�lter, we
forward this window to our NN, which consists of four sub-models: 1) An encoder block for performing
feature extraction and sequence learning, and three decoder blocks. 2) The output from the encoder
is sent to the detection (D) decoder to verify the detection of the earthquake signal in the input. 3)
Only on detection, we use the output from the encoder to perform P- and S-phase picking, enabling
event localization.

Approach. Similar to Paper A, SeismicSense employs an STA/LTA pre-�lter to reduce unnecessary
neural computation (see Figure 1.16). However, unlike Paper A, which focuses solely on event detec-
tion, SeismicSense also performs seismic phase picking to identify P- and S-wave arrivals. In addition,
SeismicSense processes raw waveform data instead of preprocessed STFT inputs; although preprocess-
ing improves computational e�ciency, it can blur �ne-grained temporal details that are crucial for
accurate phase localization. The network encodes the input using an encoder block that generates
a compact representation, which the detection decoder evaluates to con�rm event presence. Only
con�rmed events are then forwarded to the P- and S-pick decoders, preventing costly phase-picking
on noise. In contrast to LightEQ, which transmits full waveform windows, SeismicSense communi-
cates only two �oating-point phase arrival times, minimizing transmission overhead while remaining
lightweight enough for deployment on microcontrollers.

Results. We trained and tested SeismicSense on the STEAD dataset and further validated on
the Iquique dataset. The �oating-point model achieves F1-scores of 99% for both detection and P-
phase picking, and 98% for S-phase picking, while the quantized 8-bit version maintains 99% for
detection with P- and S-phase scores of 98% and 96%, respectively. On an ARM Cortex-M7 MCU
running at 480 MHz with 2 MB of �ash memory and 1 MB of RAM, quantization combined with
DSP acceleration reduces the inference latency for a one-minute data window from 10.1 s to 0.56 s.
SeismicSense compresses communication from full waveform windows to two �oating-point values,
lowering transmission energy from 1.065 mWh to 0.0015 mWh per minute and substantially extending
sensor lifetime.

Contributions. In summary, this chapter makes the following contributions:
1. We present SeismicSense, a lightweight neural network architecture that integrates event detec-

tion with P- and S-phase picking on microcontrollers.
2. SeismicSense employs a cascading architecture in which an STA/LTA pre-�lter activates an

encoder�decoder network, enabling phase picking to be performed only for con�rmed seismic
events.

3. On microcontrollers, SeismicSense achieves anF1-score of 99% for detection, 98% for P-phase
picking, and 96% for S-phase picking on the STEAD dataset.

4. We achieve an 18-fold reduction in inference latency on Cortex-M MCUs with integer acceleration
compared to �oat inference without acceleration.
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Figure 1.17: MOLA lander for underwater deployment.

Statement of Personal Contribution. I am the sole designer and implementer of SeismicSense.
I also design and conduct the experimental evaluation and serve as the lead author of the paper. The
chapter is published in the Proceedings of the 40th ACM/SIGAPP Symposium on Applied Computing
(SAC), 2025 [2], and its source code is available on GitHub3. The following proportions apply to this
scienti�c work: Conceptualization - High; Planning - High; Execution - High; Manuscript
preparation - Medium-High. Overall, I estimate my personal contribution to this publication to be
around 95%.

Discussion and Possible Extensions

The results from LightEQ and SeismicSense demonstrate that on-device �ltering and analysis sub-
stantially reduce communication overhead in resource-constrained devices. Instead of continuously
transmitting sensor streams for centralized processing, IoT nodes transmit selectively when they detect
anomalies or signi�cant events. Neural networks strengthen this approach by providing accurate detec-
tion and phase analysis, thereby outperforming traditional threshold-based techniques while remain-
ing lightweight enough for on-device execution. Both LightEQ and SeismicSense achieve near�SOTA
performance with models that are over 10Ö smaller and more e�cient than conventional deep archi-
tectures, enabling deployment on resource-constrained microcontrollers. Collectively, these �ndings
establish a paradigm shift in seismic monitoring, from raw data streaming to intelligent, event-driven
communication.

As established by Ÿ1.2, since most of Earth's surface is covered by oceans, a natural next step
is underwater earthquake detection and analysis, where large-scale monitoring must directly address
the challenges of subsea seismicity. This requires the adaptation of neural architectures to cope with
ocean-speci�c e�ects such as re�ection, refraction, and scattering, which distort waveform character-
istics. Hardware platforms developed for marine applications, such as the Modular Ocean Lander
Architecture (MOLA) 4, provide a potential system for extending TinyML-based seismic monitoring
into underwater domains (see Figure 1.17). Another promising direction is cross-modal data fusion,
where seismic signals are combined with complementary sources such as satellite imagery or geophone
measurements to improve event detection and characterization. Integrating heterogeneous modalities
enhances contextual understanding, enabling systems to suppress local noise and identify geophysically
meaningful events with higher accuracy. Such multimodal, event-driven strategies not only strengthen
communication-e�cient sensing but also broaden applicability across environmental and industrial
domains.

3available at https://github.com/ds-kiel/SeismicSense .
4https://www.helmholtz.de/en/transfer/helmholtz-association-transfer-instruments/validation-projects/
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Distributed intelligence within sensor networks represents a promising direction. Rather than trans-
mitting detections independently, nodes collaborate to form consensus. Through local coordination,
networks con�rm events, estimate epicentral coordinates, and assign con�dence levels before relaying
information externally. This collaboration reduces redundant communication, increases robustness,
and improves scalability. In such systems, nodes also allocate communication energy strategically,
enabling the network as a whole to operate longer and more reliably under resource constraints.

1.6.2 Environmental Monitoring

This part of the thesis addresses the same CRQ through a predictive hybrid framework. In contrast
to selective data transmission, which reduces overhead by transmitting only events or anomalies, this
approach is designed for scenarios where complete data is required at the cloud side but continuous
real-time transmission is impractical.

Paper C� FORESEE: ML-Driven, Communication-E�cient Time-Series Forecasting

Context and Challenge. While most on-device systems for IoT communication prioritize trans-
mitting anomalies or signi�cant events, which lowers transmission load, this approach discards large
volumes of data that provide essential context, particularly the measurements leading up to anoma-
lies. For many domains, including climate monitoring, solar energy forecasting, and electricity usage,
complete datasets in the cloud are needed to support accurate modeling, retrospective analysis, and
long-term prediction. However, the infeasibility of continuously transmitting raw data from battery-
powered devices persists.

Approach. This chapter introduces FORESEE, a predictive hybrid framework that integrates
periodic synchronization with adaptive communication at the sensor. On the cloud side, a transformer-
based neural network maintains a continuous projection of the data stream, �lling the gaps between
updates with its own forecasts until data are received from the sensor (see Figure 1.18). On the
device, a lightweight NN model predicts the local signal and compares these forecasts with the actual
measurements. Data are transmitted at regular intervals to resynchronize the cloud model. In addition,
if local prediction errors exceed a prede�ned threshold before the next scheduled transmission, the
device issues an early update. This setup prevents the cloud from propagating inaccurate forecasts for
extended periods while avoiding unnecessary communication when predictions remain reliable. The
design thus balances energy e�ciency at the sensor with high-�delity data reconstruction at the cloud.

Results. FORESEE is evaluated on the Al-Solar, NY-TX Weather, and ETTm1/m2 datasets.
Under continuous transmission, all measurements are sent, corresponding to 100% of transmission
rounds. On Al-Solar, FORESEE reduces this to only 2.5% of rounds. Even under the same 2.5% bud-
get, FORESEE achieves 26% lower MAE at the cloud than periodic transmission and 63% lower error
compared to a non-neural baseline on the sensor-cloud architecture. On NY-TX Weather, communi-
cation is reduced to 2.8% of rounds, and under the same budget, FORESEE lowers MAE by 15.8%
relative to periodic transmission and by 61% compared to the non-neural baseline. Energy pro�ling
on an nRF5340 shows that the sensor-side predictor consumes only 0.17 mW, indicating that inference
overhead is negligible relative to the savings from reduced communication.

Contributions. In summary, this chapter makes the following contributions:
1. We introduce FORESEE, a predictive hybrid framework that integrates lightweight prediction

on the device with transformer-based forecasting at the cloud.
2. We incorporate an adaptive communication strategy that combines periodic synchronization with

early updates when local prediction errors exceed thresholds, preventing prolonged cloud-side
drift.

3. We demonstrate that FORESEE reduces communication to 2.5�2.8% of rounds while achieving
up to 26% lower MAE than periodic transmission and over 60% improvement compared to a
non-neural baseline.
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Figure 1.18: Periodic communication vs. FORESEE: (a) In periodic communication, data is sent
at �xed intervals regardless of prediction accuracy. (b) FORESEE sends data when predictions fall
outside prede�ned value and time thresholds, improving prediction accuracy on the cloud.

4. We show through energy pro�ling on an nRF5340 that the local predictor consumes only 0.17 mW,
con�rming that inference overhead is negligible relative to communication savings.

Statement of Personal Contribution. I am the sole doctoral candidate, designer, and imple-
menter of FORESEE. I also design and conduct the experimental evaluation and serve as the lead
author of the paper. The chapter is published in the 21st International Conference on Distributed
Computing in Smart Systems and the Internet of Things (DCOSS-IoT), IEEE, 2025 [3]. Its source
code is available on GitHub5. The following proportions apply to the scienti�c work: Conceptu-
alization - Medium; Planning - High; Execution - High; Manuscript preparation - Medium.
Overall, I estimate my personal contribution to this publication to be around 85%.

Discussion and Possible Extensions

FORESEE demonstrates that predictive hybrid communication can drastically reduce transmission
without sacri�cing the completeness of data in the cloud. Unlike periodic transmission, which remains
silent until the next scheduled update, FORESEE triggers communication when prediction errors grow,
for example, when data patterns shift and the cloud model drifts. In such cases, the system incurs
a higher communication cost compared to periodic updates, but this ensures timely corrections and
preserves data quality. This adaptivity highlights a broader shift in IoT communication: instead of
treating data as a continuous stream, sensors and cloud models collaborate through forecasts and
selective corrections to achieve both e�ciency and reliability.

A promising extension strengthens the link between sensor and cloud models through knowledge
distillation. At present, the two models train independently, which creates discrepancies in how they
capture temporal patterns. Distillation enables the high-capacity cloud model to guide the lightweight
sensor model, improving local forecasting accuracy and reducing the need for early transmissions.
Another direction applies adaptive thresholding, where the system adjusts communication triggers
dynamically rather than relying on �xed values. Beyond local adaptation, the cloud can also in�uence
thresholds, creating a more responsive and e�cient communication system.

The current design employs di�erent models at the sensor and the cloud, so their predictions are
not inherently linked. This misalignment may cause situations where the cloud requires corrections
even though the sensor does not �ag signi�cant errors. Building on classical DBP systems, which
synchronize predictors through compact slope updates, a natural progression extends this principle to

5available at https://github.com/ds-kiel/FORESEE .
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neural networks. Instead of transmitting raw data, the sensor retrains its local neural network only
when it detects persistent errors and then transmits updated weights or deltas to the cloud, where an
identical model runs for projection. This approach ensures that communication occurs only in response
to degraded prediction quality, thereby reducing unnecessary overhead while maintaining alignment
between sensor and cloud forecasts.

1.7 Conclusion and Emerging Directions

This thesis advances the design of communication-e�cient IoT systems by addressing the central
research question through two application domains. One is a very speci�c application of seismic event
monitoring, and the other is a more generic one for environmental monitoring. The �rst domain,
realized through LightEQ and SeismicSense, shows that IoT nodes reliably detect earthquakes and
perform phase picking directly on microcontrollers, transmitting only essential event information while
operating within tight memory and energy budgets. This paradigm reduces communication overhead
by orders of magnitude and enables dense, low-cost deployments for seismic monitoring. The second
approach, embodied in FORESEE, demonstrates that even when complete data are required, predictive
hybrid communication drastically reduces transmission while maintaining high �delity at the cloud.
Together, these contributions establish a shift from continuous raw data streaming toward intelligent
communication strategies, where IoT devices either transmit only critical events or collaborate with
predictive models to minimize unnecessary data exchange.

Emerging research directions extend both the scope and depth of these paradigms [113�116]. On the
scope side, they apply to domains beyond seismic monitoring, including climate observation, renewable
energy, industrial IoT, and health applications, where capturing both anomalies and contextual data is
essential. Cross-modal data fusion o�ers a particularly promising path: integrating IoT sensor streams
with complementary sources such as satellite imagery, aerial sensing, or ground-based measurements
improves event characterization, �lters local noise, and provides richer context for decision-making. On
the depth side, event-driven sensing evolves toward distributed intelligence, where nodes corroborate
detections collaboratively before transmission, reducing redundancy and increasing robustness.

Prediction-driven systems strengthen through knowledge distillation, which allows cloud models to
guide lightweight sensor predictors, and through adaptive thresholding, where communication triggers
evolve dynamically with environmental or network conditions. Beyond this, sensor�cloud model align-
ment emerges as a natural extension: instead of maintaining di�erent models at each end, sensors
retrain their local models when accuracy declines and transmit compact updates or weight deltas to
the cloud, as in DBP-inspired approaches. This strategy ensures synchronized forecasting across the
system while minimizing overhead. Finally, deploying these methods in harsh environments such as
underwater domains tests their resilience and opens opportunities for global-scale, real-time monitoring
of critical geophysical processes.
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Chapter 2

From Raw Waveforms to on-device Earth-
quake Detection: Real-Time Seismic Data
Analysis for MCUs

Abstract

Detecting earthquakes in seismological time series is a core task in observational seismology, support-
ing a range of applications from early warning systems to tectonic research. Typically, seismic sensors
passively record data and send it to the cloud or edge for integration, storage, and analysis. While this
cloud-based approach is e�ective in urban or well-connected areas, it is impractical in remote, under-
water, or underground environments where network infrastructure is unreliable. In such settings, the
sensors must operate independently for extended periods while coping with strict constraints on power,
memory, and connectivity. To address these challenges, we present LightEQ, a system that combines
an e�cient data processing pipeline and a lightweight deep-learning model speci�cally designed for seis-
mic event detection in such environments. LightEQ runs on ultra-low-power microcontrollers with just
100 kB of RAM, enabling real-time, on-device earthquake detection without the need for continuous
streaming of raw data to a central location. We evaluate LightEQ against a traditional STA/LTA ap-
proach and state-of-the-art (SOTA) machine learning models, using the Stanford Earthquake Dataset.
Unlike existing neural network (NN) models, which are too large for microcontrollers, LightEQ is over
ten times smaller than most of the SOTA models. Our results demonstrate that communication is
the most energy-intensive task in this setting, and that traditional model-driven �lters like STA/LTA
are ine�cient due to their high false positive rate. In contrast, LightEQ improves detection accuracy
with NN, providing a more energy-e�cient solution by reducing the number of false positives before
transmission. Compared to the STA/LTA method alone, LightEQ extends battery life by at least
3-fold by minimizing energy consumption associated with transmitting false positives to the cloud.

2.1 Introduction

A dense global network of seismic sensors monitors the Earth's subsurface to better understand nat-
ural phenomena such as earthquakes, volcanic eruptions, and landslides, as well as anthropogenic
subsurface activities such as oil and gas extraction,CO2 storage sites, and hydrothermal energy pro-
duction [241]. Most seismic sensors continuously transmit their raw data to a central facility, where the
data is analyzed to detect and extract relevant seismic events for further analysis. This cloud-based
approach is e�ective in urban or well-connected areas, but it is impractical in harsh environments
such as underwater, subterranean, or remote locations with unreliable network infrastructure. In these
settings, communication is the most energy-consuming task, far outweighing the cost of sensing or
processing [242, 243]. As these sensors operate on limited energy reserves, continuously transmitting
raw seismic data is not feasible if a long system lifetime is desired. Since seismic events are rare and the
majority of recorded data consists of background noise, transmitting all data is highly ine�cient. In-
stead, our goal is to identify seismic events on the device and only communicate relevant ones, enabling
energy-e�cient �ltering and selective data transfer. This conserves power and extends the operational
lifetime of seismic monitoring systems, without sacri�cing data quality or requiring frequent physical
access.

This article extends the design and evaluation of LightEQ [5], a lightweight deep learning pipeline to
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run on tiny, low-power devices such as microcontrollers (MCUs). LightEQ enables on-device analysis of
recorded data from seismic sensors to detect seismic events such as earthquakes. By detecting seismic
events from raw data on the MCU, LightEQ signi�cantly reduces the amount of data that needs to be
transmitted, compared to sending all raw sensor data. The pipeline begins with a pre-�lter, namely
a Short-Time Average versus Long-Time Average (STA/LTA) �lter [79], applied to the continuously
sampled sensor data to e�ciently identify potential earthquake events [77]. The �ltered data is then
converted into a time-frequency map using the Short-Time Fourier Transform (STFT) and processed
by a lightweight NN (see Figure 2.1). STA/LTA, a simple pre-�lter, is prone to generating a high
number of false positives. LightEQ enhances detection accuracy by incorporating the NN to reduce
these false positives generated during the STA/LTA pre-�ltering step. Although pre-�ltering adds
processing overhead, it drastically reduces the frequency of NN execution and results in substantial
energy savings. For example, combining a pre-�lter with NN classi�cation to suppress irrelevant data
before transmission signi�cantly extends sensor lifetime by at least 3-fold compared to transmitting
all pre-�ltered events using STA/LTA alone.

For the NN, we design a set of lightweight quantized models tailored for resource-constrained devices
in the Internet of Things (IoT), enabling deployment of the complete pipeline on MCUs, such as the
Cortex-M4, with as little as 100 kB of RAM. In this article, we evaluate the NN with the latest software
optimizations, resulting in faster inference times and reduced memory usage. These improvements fur-
ther reinforce the suitability of LightEQ for deployment on resource-constrained MCUs. We achieve at
least 13-fold improvement in inference time on Cortex-M4 by using the built-in digital signal processor
(DSP) available on modern MCUs for hardware-accelerated inference compared to �oat inference, and
we also improve the inference time by 2-fold compared to our previous work [5]. Our smallest model
with 29k parameters achieves 99% accuracy. This NN, along with STFT, consumes only 1.9µWh when
processing one minute of raw data on a Cortex-M4. In this article, we use this model as part of our
pipeline, which includes receiving periodic sensor measurements over a serial interface (e.g., UART),
�ltering obvious noise, transforming the data to a time-frequency map, and executing the NN on a
resource-constrained MCU. However, receiving data at higher frequencies generates more interrupts
and keeps the microcontroller in active mode, signi�cantly increasing energy consumption. To miti-
gate this overhead, we further evaluate the use of larger UART bu�ers, which accumulate data at the
same sampling frequency but process it at lower frequencies. In our baseline setup, processing occurs
100 times per second. Reducing the processing rate to once per second through bu�ering extends the
sensor's operational lifetime by 73%.

We evaluate LightEQ against state-of-the-art (SOTA) models, including CRED [153], EQTrans-
former [76], LCANet [166], LEQNet [169], and SeismicSense [2], using the Stanford Earthquake Dataset
(STEAD) [244]. Unlike existing neural network (NN) models, LightEQ is over ten times smaller than
the smallest comparable model and remains deployable on MCU. SeismicSense [2] also o�ers com-
petitive performance and is the only other SOTA NN model deployable on MCUs besides LightEQ.
However, due to its more complex architecture, it requires �ve times more energy and has a �ve-fold
longer execution time compared to LightEQ. We release LightEQ as open source to the public1.

Contributions. Our previous work [5] on LightEQ focuses primarily on the NN component. In this
article, we extend the LightEQ's design, implementation, and evaluation to include additional pipeline
components beyond the NN. Further, we optimized and deployed the complete LightEQ pipeline on
a Cortex-M4 microcontroller, evaluating its performance with pre-recorded seismic data on resource-
constrained devices. We summarize the contributions of this work as follows:

1. We introduce a data processing pipeline that starts with a pre-�lter to identify potential earth-
quake events, which are then preprocessed and veri�ed by a lightweight NN. This demonstrates
the feasibility of on-device NN-based earthquake classi�cation on resource-constrained IoT de-
vices.

2. We present a set of lightweight earthquake detection models for microcontrollers with as little
as 100 kB of RAM. These models achieve 99% accuracy in detecting earthquakes in the STEAD

1 Implementation available at: https://github.com/ds-kiel/LightEQ_pipeline_extended.git .
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Figure 2.1: Overview of LightEQ: A lightweight STA/LTA �lter continuously monitors a raw seismic
data stream and identi�es potential earthquake events. When a frame is �agged, it is preprocessed
using STFT and passed to a lightweight neural network for on-device classi�cation. After classi�cation,
the event and associated metadata can be transmitted to the cloud over a low-bandwidth connection
for long-term storage or further analysis. Together, the STA/LTA �lter and LightEQ-NN enable
comprehensive on-device event detection.

dataset, with the smallest model having only 29k parameters.
3. We extend the design and evaluation, compared to the previous conference version, to investigate

the impact of combining pre-�ltering with the neural network (NN). This approach extends
battery life by at least 3-fold compared to the standalone pre-�lter. The evaluation also includes
exploring di�erent STA/LTA con�gurations and analyzing trade-o�s in accuracy, computational
cost, and memory usage.

4. We evaluate our NNs on MCUs and report a minimum of 13-fold reduction in inference time on
Cortex-M4 using DSP acceleration over �oat models, and a 2-fold improvement over previous
work.

5. We demonstrate the end-to-end deployment of the complete pipeline in a real-world setting,
covering sensor data acquisition through to processing. By reducing the processing rate from
every 10 milliseconds to once per second, we extend the operational lifetime of a Cortex-M4�based
device by approximately 73%.

Outline. We provide background in Ÿ2.2 and related literature in Ÿ2.3. Ÿ2.4 details our processing
pipeline: sensor data reception, pre-�ltering, preprocessing, and NN classi�cation, including lightweight
model derivation and implementation details. Ÿ2.5 introduces datasets, and an in-depth evaluation of
LightEQ and LightEQ-NN. Finally, we conclude in Ÿ2.6.

2.2 Background

This section outlines the key concepts and methods used in this article. We begin by explaining seismic
data and its role in monitoring geological activity. We then describe the Short-Time Average versus
Long-Time Average (STA/LTA) algorithm for seismic anomalies, followed by the Short-Time Fourier
Transform (STFT).

2.2.1 Seismic Data

Seismic waves, generated by subsurface processes like tectonic fault activity and magma movement,
carry crucial information about Earth's internal structure and dynamics. These waves are essential for
studying natural phenomena, such as volcanic eruptions, often preceded by numerous earthquakes due
to magma intrusion and crustal pressure increases [73], as well as anthropogenic subsurface activities
like oil and gas extraction or CO2 geological storage [74]. Seismometers record these ground motions,
typically capturing three components: vertical (Z), north/south (N), and east/west (E) movements [75].
Earthquakes primarily generate two types of body waves: faster, compressional P-waves, which travel
through solids and �uids, and slower, shear S-waves, which propagate only through solids and follow
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Figure 2.2: Three-component seismic waveform (Z: vertical, N: north-south, E: east-west) recorded
during an earthquake. The traces show the characteristic onset of a P-wave followed by an S-wave.
These recordings re�ect typical patterns used in seismic event analysis.

P-waves [74]. The arrival of P-waves, followed by S-waves, together constitute the seismic signal of an
event, as illustrated in Figure 2.2. Seismic sensors record these ground motions as time-series data,
providing continuous temporal traces for each component (Z, N, E). This data allows for identifying
signal patterns, including seismic phase arrival times, amplitude variations, and event durations, which
are fundamental for subsequent tasks like event detection and classi�cation [76].

2.2.2 STA/LTA

The Short-Term Average/Long-Term Average (STA/LTA) algorithm [77] is a standard technique in
seismological monitoring for detecting seismic events. It compares the average energy of a short
leading window (STA) with a long trailing window (LTA) for each seismic channel (see Figure 2.3).
STA identi�es sudden signal changes, indicating potential earthquakes, while LTA tracks background
noise. The ratio is computed by squaring amplitudes to represent energy, averaging over both windows,
and taking their quotient [78]. This is formalized in the equation below:

STA/LTA (t) =

1
Ns

tX

i = t � N s +1

x2(i )

1
N l

t � N sX

i = t � N s � N l +1

x2(i )

Here, x(i ) is the seismic amplitude at time i , Ns is the short-term window size, and N l is the
long-term window size. A high STA/LTA ratio at time t suggests a potential event onset. If this ratio
exceeds a user-de�ned threshold, an alert is triggered. Selecting this threshold is crucial: setting it too
low results in frequent false alarms, while setting it too high may cause true events to be missed. In our
pipeline, we use STA/LTA as a pre-�lter to detect potential earthquakes in the data stream [79, 80].
However, the traditional STA/LTA algorithm's O(n) computational cost per sample for recomputing
full window averages is ine�cient. Instead, we use a recursive STA/LTA formulation [81, 82], which
incrementally updates the short-term averageSt and long-term averageL t . This reduces complexity
to O(1) per sample, signi�cantly improving e�ciency for real-time detection on low-power embedded
devices. The recursive updates are:
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Figure 2.3: When the resulting ratio exceeds a prede�ned threshold, the corresponding data segment
is �agged as a potential earthquake event and forwarded to the preprocessing block, followed by neural
network-based classi�cation for veri�cation.

St = St � 1 +
1

Ns

�
x2(t) � x2(t � Ns)

�

L t = L t � 1 +
1

N l

�
x2(t � Ns) � x2(t � Ns � N l )

�

STA/LTA (t) =
St

L t

2.2.3 Frequency Spectrogram Using Short-Time Fourier Transform

The Fourier transform (FT) computes the amplitudes of frequencies within a given signal. As earth-
quakes usually have characteristic frequencies, di�erent from background noise [100], analyzing the
frequencies' amplitudes helps to characterize earthquake signals [245]. The short-time Fourier trans-
form (STFT) computes a time-localized frequency map, i.e., the frequency amplitudes for individual,
shorter windows: STFT segments the signal into smaller time intervals, computes a Fourier transform
for each segment, and integrates the amplitude spectra for each time step into a 2D frequency versus
time matrix referred to as a spectrogram or frequency-time map [98]. While the traditional FT only
identi�es the occurrence of an event, the STFT provides additional information by pinpointing the
exact start time of the signal, allowing for a more detailed analysis of its temporal characteristics (see
Figure 2.16).

2.3 Related Work

In the following, we discuss the state-of-the-art (SOTA) of traditional model-driven approaches and
the younger �eld of data-driven approaches for earthquake detection.

2.3.1 Model-Driven Analysis

One basic technique for event detection in seismic signals is "threshold triggering", which detects events
based on a user-de�ned threshold. However, this type of technique is highly sensitive to noise and does
not work in many environments [81, 151]. For example, in rural environments, transient ground vibra-
tions caused by livestock movement, agricultural machinery, or wind-blown vegetation can frequently
trigger false positives, making threshold-based detection impractical. A more robust approach is the
short-time average/long-time average (STA/LTA) method [83, 151], discussed in Ÿ2.2. STA/LTA per-
forms well with impulsive, high signal-to-noise ratio (SNR) signals. However, it is ine�cient under
conditions of low SNR or increased ambient noise, which can lead to false positives [82]. Like Liu at
el [79], we also use STA/LTA as a pre-�lter for anomaly detection. It causes many false positives on
noisy data, but also virtually zero false negatives if con�gured su�ciently sensitive. Another approach
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Table 2.1: Summary of state-of-the-art models in contrast to LightEQ, including their tasks, memory
requirements, and deployability on MCUs. The upper portion of the table lists event-level detection
methods that are directly comparable to LightEQ. The lower portion of the table presents models
that address the more complex task of phase detection and are therefore not directly comparable to
LightEQ, but are included for contextual completeness.

Models Model size
Task DNN

Detection
MCU

Event
Detection

Phase
Detection

STA/LTA [77] - -

CRED [153] 3.7 MB RNN

LightEQ 0.09 MB RNN

Phasenet [155] 3.2 MB CNN

Picknet [156] 72 MB CNN

EQTransformer [76] 5.2 MB Attention

LCANet [166] 3.7 MB Attention

LEQNet [169] 0.94 MB Attention

SeismicSense [2] 0.18 MB RNN

is "template matching" [151], also known as �lter matching, which uses waveform similarity to perform
a sensitive comparison of a candidate waveform with a template waveform. An event is detected if the
normalized correlation coe�cient is above a certain threshold. More sophisticated algorithms, such
as the �ngerprinting and similarity threshold algorithm(FAST) [151], use locality sensitive hashing to
improve the e�ciency of the similarity search. Lately, these traditional methods have been replaced by
data-driven approaches and, most recently, by neural networks, as described in the following sections.

2.3.2 Data-Driven Analysis

In recent years, machine learning has become an integral part of seismological data analysis [76, 153,
154]. For example, Chin et al. (2019) [154] utilize three machine learning algorithms for earthquake
detection: K-nearest neighbor, classi�cation tree, and support vector machine. K-nearest neighbor is
the simplest earthquake classi�er and calculates the Euclidean distance between the new observation
and the feature record. A majority vote of Top K shortest distance records drives this classi�cation.
The classi�cation tree is built based on the training data, where each branch of the tree is a feature
cuto� point that guides the decision to a potential class. Finally, their support vector machine deter-
mines the hyperplane that classi�es the training data into two groups with the maximum margin in
the high-dimensional feature space. While these are lightweight approaches in terms of computational
complexity and memory demands, they do not achieve the accuracy of modern approaches based on
neural networks.

2.3.2.1 Neural Networks for the Cloud

Recent research proposes using deep convolutional (CNN) [157�160], or combined convolutional and
recursive neural network (CNN-RNN) architectures like CRED [153], to capture both spatial and
temporal features from seismic spectrograms. CRED, for instance, utilizes a deep residual CNN with
14 convolutional layers and two bi-directional Long Short-Term Memory (LSTM) layers, achieving
a 98% F1 score. Other CNN-based models, such as PhaseNet [155] and PickNet [156], focus on
P- and S-wave picking but can also be adapted for general event detection. EQTransformer [76]
employs attention-based deep learning [40] for earthquake and P- and S-wave identi�cation in cloud
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environments, achieving close to 100% accuracy. However, these cloud-based approaches are resource-
intensive and unsuitable for deployment on resource-constrained edge devices, as we show in our
evaluation in Ÿ2.5.

2.3.2.2 Neural Networks for the Edge

Edge devices bridge the gap between cloud servers and microcontrollers, o�ering a platform for
lightweight NN models. Unlike the cloud's abundant resources, edge deployments necessitate architec-
tures that minimize memory and computational demands while maintaining accuracy. LCANet [166],
inspired by SqueezeNet [167], reduces parameters by 50% using 1x1 convolutional �lters while achieving
performance comparable to AlexNet [38]. LCANet speci�cally optimizes deep learning models for edge
devices using context-aware attention modules. Other edge-focused projects include NetQuakes [168],
which detects earthquakes using MEMS sensors, and Seo et al.'s work [82] using autoencoder-based
deep learning with MEMS sensors on Korean high-speed trains. LEQNet [169] proposes a deep neural
network that reduces model size by 87.68% compared to EQTransformer [76] and achieves an F1 score
of 99%, but its transformer architecture makes it impractical for MCU deployment due to high resource
demands [246]. Despite signi�cant progress in designing e�cient models for edge devices, these archi-
tectures remain too large or computationally intensive for deployment on MCUs, which have much
stricter memory and power constraints compared to edge devices. This highlights the need for even
more compact and optimized models speci�cally tailored to ultra-low-power environments.

2.3.2.3 Neural Networks for the Sensor Plane

To bridge the gap between edge-level models and the constraints of microcontroller-based deployment,
recent e�orts have shifted toward designing models that can run directly at the sensor level. This
challenge is not unique to seismology. Similar constraints arise in acoustic event detection [171], ship
or vessel detection [172, 173], structural health monitoring [247, 248], and keyword spotting [174].
These applications demand that on-device neural networks operate within strict resource budgets. In
seismology, other than LightEQ, SeismicSense [2] is the only other notable MCU-deployable NN. Like
LightEQ, it employs an STA/LTA pre-�lter to reduce NN execution, but it further identi�es P- and
S-wave arrivals through a modular design. Table 2.1 summarizes this section, highlighting that only
STA/LTA and SeismicSense are deployable on MCUs.

2.4 Design: LightEQ

Designing an earthquake detection pipeline for embedded devices requires addressing three core con-
straints: limited computational resources, real-time processing demands, and restricted communication
bandwidth. These factors shape LightEQ's overall design:

1. Resource Limitations: Embedded devices o�er limited processing power, memory, and en-
ergy. Continuously running NN models is challenging due to high computational demands, while
power-e�cient model-driven approaches often compromise accuracy. In addition, operation in
remote locations further emphasizes the need for power-e�cient solutions to ensure long-term
functionality.

2. Data Processing Under Latency Constraints: Raw seismic data requires low-latency pro-
cessing to avoid missing new samples. This demands a highly e�cient pipeline that minimizes
bu�ering delays and meets strict timing requirements for continuous data streams on low-power
hardware.

3. Low Communication Bandwidth: In infrastructure-limited environments (e.g., rural, un-
derwater), low-bandwidth connections (e.g., a few kilobits per second [249]) make continuous
raw data transmission impractical. Instead, devices must detect and verify seismic events lo-
cally, transmitting only critical data. This necessitates accurate on-device �ltering to reject false
positives while ensuring true events trigger communication.
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2. From Raw Waveforms to on-device Earthquake Detection: Real-Time Seismic Data Analysis for
MCUs

Figure 2.4: System design of LightEQ: We continuously monitor raw seismic data using STA/LTA
�lters to detect potential earthquake signals. When the STA/LTA is triggered, we send this seismic
data to a pre-processing unit, which converts it into a time-frequency map to support feature extraction.
We then feed it into a neural network, which processes it through convolutional and recurrent layers
and outputs a prediction vector. Finally, a threshold �lter processes this vector to produce a binary
decision.

To meet these constraints, LightEQ e�ciently classi�es seismic data on embedded devices, dis-
tinguishing earthquakes from noise with accuracy comparable to SOTA models despite stricter re-
source constraints. This section covers LightEQ's architectural overview (Ÿ2.4.1), the preprocessing
pipeline (Ÿ2.4.2) up to the neural network (Ÿ2.4.3.1), system design (Ÿ2.4.4), and implementation details
(Ÿ2.4.5).

2.4.1 LightEQ Overview

Earthquake detection using neural networks o�ers high accuracy, as discussed in Ÿ2.3. However, it
remains computationally demanding, even with lightweight models. Since earthquakes are rare events
and represent only a small fraction of the total seismic data, processing all incoming seismic data with
NN is ine�cient. Our evaluation shows that analyzing each minute of raw seismic data with the NN
consumes signi�cantly more energy compared to traditional signal processing methods. These �ndings
imply that continuous NN inference is not sustainable on energy-constrained devices. To address this,
LightEQ performs near real-time analysis of incoming seismic signals (within one sampling interval,
i.e., 10 msec) by incorporating an e�cient pre-�ltering step that triggers the NN only when necessary.
This section details the system design of LightEQ, a four-step on-device data analysis pipeline that
processes raw seismic signals through to �nal classi�cation (Figure 2.4). We start with a light pre-
�ltering using the STA/LTA algorithm on the continuously recorded data from the seismometer. This
step eliminates obvious noise samples and ensures that only potential earthquake signals are passed
to the NN component for further analysis. The NN processes a time-frequency map, generated by
the STFT, from the pre-�ltered seismic signals. The NN outputs a prediction vector corresponding to
smaller time intervals, called subframes. These predictions are then passed through a threshold �lter,
which converts the NN outputs into a binary classi�cation, identifying each subframe as either noise
or an earthquake signal based on a prede�ned threshold.

2.4.2 LightEQ Preprocessing Pipeline

As outlined in Ÿ2.4.1, the LightEQ pipeline consists of four stages, from raw data acquisition to
�nal classi�cation. In this article, we use the term preprocessing pipeline to refer speci�cally to
the stages up to the generation of the NN input, i.e., data sampling, STA/LTA �ltering, and the
STFT transformation. Below, we outline key design considerations for optimizing each preprocessing
component.

1. STA/LTA Threshold Selection: The STA/LTA algorithm serves as a preliminary �lter for
seismic activity. Tuning its threshold involves a trade-o�: a lower threshold increases sensitivity
but risks frequent, unnecessary NN activations, while a higher one reduces false positives but
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