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Zusammenfassung

Die Menge der rdumlich-zeitlichen Messungen rund um die Erde, in der Atmosphére, in vom Men-
schen geschaffenen stadtischen Umgebungen und in den Ozeanen nimmt mit der zunehmenden
Verftigbarkeit von Sensortechnologien zu. Verbesserte Kommunikationstechnologien ermoglichen
es, dass Sensoren nicht geostationédr sind, sondern ihre Positionen und die Semantik ihrer Mes-
sungen im Laufe der Zeit &ndern, was zu Datensédtzen mit dynamischen rdumlichen Verteilungen
fiihrt. Bestehende raumliche Lernansétze sind oft nicht in der Lage, raumlich-zeitliche Muster
aus diesen Verteilungen zu extrahieren. Ein betroffenes Anwendungsfeld ist die physikalische
Ozeanographie, die neben der Informatik die zweite Disziplin dieser interdisziplindren Arbeit
darstellt. Die immense Grofie der Weltmeere und die eingeschrankten Kommunikationsmoglich-
keiten von Messinstrumenten schaffen ein herausforderndes Umfeld, verglichen mit den besser
zu kontrollierenden stadtischen Umgebungen, in dem heute zunehmend treibende autonome
Instrumente eingesetzt werden.

Diese interdisziplindre Dissertation befasst sich mit dieser Herausforderung, indem sie raum-
lich-zeitliche Lernmethoden entwickelt und evaluiert, die auf diese Art von Herausforderung
zugeschnitten sind. Neben der Evaluierung dieser neuartigen Methoden in der Informatik zielt die-
se Dissertation darauf ab, sie auf ozeanografische Daten zu iibertragen und aus ozeanografischer
Sicht zu bewerten.

Methodisch entwickelt und adaptiert diese Dissertation raumlich-zeitliche Lernansitze, um
explizit mit dynamischen raumlichen Layouts umzugehen, bei denen sich die Positionen der Sen-
soren, ihre Verfiigbarkeit und die Semantik der Messungen im Laufe der Zeit d&ndern. Fiir das
tiberwachte Lernen werden rdumlich-zeitliche Graph Neuronale Netzwerke neu interpretiert,
indem die Eins-zu-Eins-Zuordnung zwischen Sensoren und Graphknoten aufgehoben wird. Feste
Sensoridentitdten werden durch kontextuelle Reprasentationen einzelner Messungen ersetzt, die
tiber dynamische rdumliche Verteilungen hinweg generalisieren. Im uniiberwachten Lernen wer-
den rdumliche Muster unabhédngig von raumlichen Verteilungen formuliert, indem globale und
lokale Strukturen direkt in den rdumlichen Referenzraum eingebettet werden. Diese Methoden
werden zundchst anhand etablierter raumlich-zeitlicher Benchmarks und anschlieffend anhand
ozeanografischer Datensdtze evaluiert, um die Fortschritte sowohl in der Informatik als auch in
der physikalischen Ozeanografie aufzuzeigen.

Anhand mehrerer Fallstudien zeigt diese Dissertation, dass neuartige Methoden erforderlich
sind, um das volle Potenzial unstrukturierter und weniger Beobachtungen auszuschopfen. Die
Ergebnisse zeigen, dass tiberwachte raumlich-zeitliche Graph Neuronale Netzwerke erfolgreich
eingesetzt werden konnen, um raumlich-zeitliche Korrelationen aus dynamischen und wenigen
Beobachtungen zu extrahieren. Die entwickelten Methoden rekonstruierten erfolgreich den inneren
Transport der Atlantischen Meridionalen Umwaélzstromung auf der Breite des RAPID-Arrays (26,5°
N) mit einer erklarten Varianz von bis zu 83% auf saisonalen Skalen. Dartiiber hinaus stellt diese
Arbeit eine Reihe von uniiberwachten Techniken vor, die globale und lokale raumlich-zeitliche
Muster in grofle Partikeldatenbanken, mit dhnlichen dynamischen Verteilungen, identifizieren.

Diese interdisziplindre Arbeit bietet eine neue Perspektive darauf, wie rdaumlich-zeitliche
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Lernmethoden und dynamische Umgebungen an Beispiele aus der Ozeanographie miteinander
verbunden werden konnen. Dieser Ansatz unterstreicht das Potenzial interdisziplindrer Forschung,
indem er datenreiche Ozeanumgebungen, ozeanographisches Fachwissen und moderne Methoden
des maschinellen Lernens zusammenfiihrt.
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Abstract

The amount of spatio-temporal measurements around Earth, its atmosphere, in human-made
urban settings, and in its oceans increases with affordable and smaller sensor technologies. Im-
proved communication technologies allow sensors to be not geostationary, changing their positions
and measurement semantics over time, resulting in datasets with dynamic spatial distributions.
Existing spatial learning approaches often fall short in capturing spatio-temporal patterns from
these distributions. One of the affected environmental fields is physical oceanography, which is
the second discipline, besides computer science, in this interdisciplinary work. The large extent
of the world’s oceans, and the limited communication of instruments, compared to more man-
ageable urban settings, form a challenging environment in which nowadays drifting and floating
autonomous instruments are deployed.

This interdisciplinary thesis addresses this challenge by developing and evaluating spatio-
temporal learning methods tailored to this kind of challenge. Besides these novel methods being
evaluated in computer science, this thesis aims to transfer them to oceanographic data and assess
them from an oceanographic point of view.

Methodologically, this thesis develops and adapts spatio-temporal learning approaches to
explicitly handle dynamic spatial layouts, where the sensors” location, availability, and the semantics
of their measurements change over time. For supervised learning, spatio-temporal Graph Neural
Networks are redesigned by breaking the one-to-one mapping between sensors and graph nodes.
Fixed sensor identities are replaced by contextual measurement representations that generalize
across dynamic spatial distributions. In the unsupervised setting, spatial patterns are formulated
independently of spatial distributions by embedding global and local structures directly in
the spatial reference frame. These methods are first evaluated on established spatio-temporal
benchmarks and then on oceanographic datasets, in order to demonstrate the advancements in
both computer science and physical oceanography.

Across multiple case studies, this thesis showcases that novel methods are required to utilize
the full potential from unstructured and sparse observations. The findings indicate that supervised
spatio-temporal Graph Neural Networks can be successfully enabled to extract spatio-temporal
correlations from dynamic and sparse observations. The developed methods successfully recon-
structed the interior transport of the Atlantic Meridional Overturning Circulation at the latitude of
the RAPID array (26.5° N) with up to 83% explained variance on seasonal scales. Furthermore, this
thesis presents a series of unsupervised techniques that identify global and local spatiotemporal
patterns in large-scale particle databases with similar dynamic distributions.

This interdisciplinary thesis provides a novel perspective on how to connect spatio-temporal
learning methods and dynamic environments, using oceanographic use cases as an example. This
approach underscores the potential of interdisciplinary work connecting the ocean full of data
with oceanographic knowledge and an advanced machine learning toolbox simultaneously.
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Chapter 1

Introduction

In recent years, the availability of spatio-temporal data [WCY22; MZC+26] representing physical
processes in various contexts, from urban environments and terrestrial processes to the interior of
the ocean, has increased. Such spatio-temporal data, which is assigned to a geo-referenced location
and a timestamp, is key to data-driven analysis of environmental processes. Advancements in
Big Data and the Internet of Things have increased the number of approaches to collect and store
spatio-temporal data, while measurement techniques have become more affordable. Approaches
that analyze spatio-temporal data are essential for identifying spatio-temporal correlations, which
set data points across space and time into dependency, forming patterns [AKK19; SJA+15]. These
patterns are further fundamental for any predictive (e.g., traf ¢ prediction [LXL+23], weather
forecast [RHM+24], or energy consumption [Tri1l5]) or descriptive analysis [Agal3] (e.g., main
pedestrian path identi cation, cloud segmentation), both connected to our environment and
helpful in our everyday life.

However, the growing availability of spatio-temporal measurements introduces new challenges
of highly irregular, sparse, and dynamically distributed observations, especially present in envi-
ronmental sciences [AAK+20]. A structured distribution of sensors can provide good coverage of
urban processes like road networks because the spatial extent is manageable. However, this does
not hold true for geosciences investigating large-scale processes, because the spatial extent is too
large, the sensor locations are hard to access, or only a limited budget is available. One strategy
to mitigate these problems is to deploy sensors that change their locations between consecutive
measurements to increase the effective spatial coverage. Examples are drifting instruments in the
ocean [WWR+20; MW10], airborne surveys [FVB+24], high-altitude (weather) balloons [BLL24],
or wildlife studies [KDB+22]. This strategy saves resources while covering a larger spatial extent.
However, the recorded spatio-temporal data from such sensors is unstructured from an Eulerian
perspective. While other environmental science disciplines face these challenges, this thesis uses
physical oceanography as an example. However, the conceptual ndings about handling dynamic
distributions also apply to other domains. In the ocean, large-scale interior analysis relies heavily
on mobile, irregularly sampled observations.

The ocean represents one of the largest and most complex measurement environments on
Earth, covering the majority of the planet's surface. Understanding and monitoring large-scale
phenomena in the ocean interior therefore requires substantial observational effort [MSJ+15].
Despite global satellite coverage, the ocean interior cannot be directly surveyed due to physical
limitations, such as the blocking of electromagnetic waves. Consequently, monitoring relies on a
combination of ship-based surveys, moored instruments, and, increasingly, mobile autonomous
platforms. Over the past two decades, drifting instruments that follow ocean currents have been
deployed to improve spatial coverage and reduce maintenance costs [JBB+22] in comparison to
moored or ship-based instruments. While these mobile sensors provide broader coverage than



1. Introduction

xed arrays of moored instruments, their locations change over time, creating the challenge of
dynamic and irregular spatial distributions. The ocean's large spatial extent, combined with
communication constraints and this dynamic nature, highlights the importance of developing
data-driven methods that learn spatio-temporal correlations from these sparse and unstructured
observations. Given the ocean's major role in the climate system, its unique ecosystems, and its
importance for human society [Int22; JKG+15], advancing such methods offers the potential to
unlock new insights, while also providing a challenging real-world testbed for machine learning
research.

Many existing machine learning methods assume structured, homogeneous, or stationary
data distributions, but such dynamically sampled and irregular datasets challenge these assump-
tions [AKK19]. In the eld of predictive analytics dealing with spatio-temporal data, the goal is to
identify spatio-temporal patterns that will correlate with future observations [JLF+24]. However,
established spatio-temporal benchmarks (e.g., traf ¢ prediction [LYS+18; LXL+23], wind turbine
prediction [BWS+23]) provide a set of xed locations at which full time series of measurements are
available. Generally, this problem is the multivariate time series problem and has been intensively
studied in the literature [WCY22; ATB22; MZC+26; HZL+21; PLP+23]. However, this problem
de nition does not account for the challenges when positions of sensors change with time, creating
dynamic spatial distributions of measurements. Therefore, the central research gap in this thesis
is handling such dynamic distributions of sensors with machine learning methods in predictive
and descriptive analytics. Developing these methods could signi cantly advance the analysis of
spatio-temporal data and reveal new spatio-temporal correlations across diverse environmental
settings, especially in oceans.

1.1 Research Scope

In general, spatio-temporal data consist of measurementsf physical quantities recorded at speci c
locations and times. Each measurement is recorded by asensor(e.g., traf ¢ loops in the road,
anemometers, autonomous oats), and is connected to metadatadescribing the context of the
measurement and the sensor itself (e.g., weather conditions, road name, depth, or deployment
information).

In this thesis, the term spatial layoutrefers to the spatial arrangement of sensors and their
measurements in space and time, including their locations, availability over time, and sampling
density. This abstraction focuses on how measurements are distributed in space and time, rather
than on the physical design of the sensors and their connections. The spatial layout can be seen as
function layout: T PNP(S), de ned on a temporal domain T, that maps to the power set of a
spatial domain S.

Existing approaches to spatio-temporal learning usually depend on xed-grid inputs or static
graph structures. This implicitly assumes a static spatial layout, in which a set of sensors is
tied to xed locations Sgatic» S. The layout function of the static spatial layout is: layout(t;) =
Sstaticc @ P T. Such assumptions make these approaches well suited to established benchmarks,
but limit their applicability to observation systems in which sensor locations or availability
change over time. In contrast, many environmental and geoscienti ¢ datasets exhibit dynamic
spatial layoutsin which the spatial distribution of measurements evolves over time due to sensor
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movement, restricted communication, or changing sensor deployments. The layout function for
dynamic spatial layouts is the same as the general version introduced earlier and is characterized
by irregular space, irregular time, and sparsity compared to a static spatial layout. Despite the
fact that most established benchmarks originate from urban environments with static sensor
placements, even such settings are subject to long-term changes due to factors such as sensor
relocation or the evolution of city districts. These effects are typically not represented in these urban
benchmarks due to their limited time horizon. Current approaches often apply preprocessing steps
to enforce static spatial layouts through spatial or temporal aggregation when facing dynamic
spatial layouts. This results in the discarding of information and the introduction of arti cial
resolution choices. Thus, there is a need to investigate how spatio-temporal learning methods can
be adapted to dynamic spatial layouts without relying on restrictive preprocessing.

Figure 1.1 illustrates the spectrum from static to dynamic spatial layouts, using traf ¢ sensors
in an urban setting as an example. The example is taken from the LargeST benchmark around
San Diego [LXL+23]. At one end of the spectrum is a static layout, in which the sensors are
geostationary and provide complete time series. At the other end are dynamic spatial layouts, in
which the number and location of measurements change over time. The degree of these dynamics
can vary continuously, motivating the interpretation of spatial layouts as a spectrum rather than a
binary distinction. A common intermediate case is an arti cially sparsenedayout, in which sensor
locations remain xed but only a subset of sensors reports measurements at each time step. For
this layout, the function maps into the power set of a static location set, Sgaiic € S, such that
layout: T PNP (Sstaiic). This setting is often used to emulate dynamic layouts in the absence of
dedicated benchmarks. Dynamic spatial layouts considered in this thesis are characterized by
three interrelated properties:

Irregular Space - The spatial relationships between measurements vary over time, and no xed
spatial structure can represent the data across time steps. Spatial dependencies must therefore
be inferred dynamically, for example, using graph-based representations [AKK19].

Irregular Time - When focusing on a local point as a geostationary observer, the observations
form an irregularly sampled time series rather than a regularly spaced one [AKK19].

Sparseness- At any given time step, only a subset of all potential sensors provides measure-
ments. This notion of sparsity refers to missing observations relative to a hypothetical complete

set of sensors, rather than to insuf cient coverage of the underlying physical phenomenon.

Causes may include limited communication, power constraints, or edge-computing strategies

that reduce data transfer [CSW+16].

This thesis investigates supervised and unsupervised spatio-temporal learning methods for
data with dynamic spatial layouts. The focus is on physical oceanography as a challenging and
representative application domain. In addition to the methodological advancements in computer
science, this includes, on the application side: (i) the development of new clustering approaches
for simulated ocean particle databases, and (ii) the advancement of spatio-temporal Graph Neural
Networks ( ST-GNNs) to handle observations from drifting ocean instruments.

While the ocean serves as the primary application domain, the methodological contributions
are designed to be general and applicable to other environmental settings with similar observation
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Figure 1.1. This shows a schematic of the static-to-dynamic dimension of a spatial layout over three time
steps. Blue dots show the location of measurements in a road network. The left side shows a static spatial
layout in which the locations of the measurements do not change over time. In contrast, the right side
illustrates a dynamic spatial layout, in which the location and availability of measurements change over time.
The arti cially sparsened spatial layout in the middle is a common technique for introducing dynamics into

a static spatial layout benchmark by taking a different subset of measurements from the static locations.

characteristics. At the same time, this thesis does not address questions of the optimal sensor
layout, or causal inference of physical processes, but instead focuses on the extraction of spatio-
temporal correlations from observed data under dynamic spatial constraints.

1.2 Ocean Observation Systems

Ocean sciences present challenges that are not yet addressed by established, data-driven solutions.
Therefore, focusing on the ocean has the potential to create novel methods tailored to oceanic
problems and generalize existing methods further. Many of the benchmarks used in spatio-
temporal learning are related to terrestrial or human-made data (e.g., image recognition, GPS
track clustering, and traf ¢ prediction). These benchmarks inherently make assumptions about
the domains they represent. However, these assumptions may not apply to the ocean because it
is a fundamentally different environment. For example, recognizing and stitching underwater
images is different from recognizing and stitching images in the atmosphere due to the different
properties of air and seawater [SSN+25]. Additionally, the physical state of the ocean can be
described by the spatial distribution of temperature and salinity. However, the horizontal and
vertical gradients differ greatly, to the extent that classical clustering methods cannot produce
a meaningful, smooth partition of the ocean's water masses. Despite other use cases that make
ocean sciences unigue, these two examples can have a signi cant impact on their respective elds
and have the potential to evolve into new paradigms for the overall data-driven toolbox. Therefore,

it is worthwhile to examine the ocean and its challenges, which, in this thesis, are predominantly
connected to the domain of physical oceanography.
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Monitoring large-scale processes in the ocean is dif cult because of the ocean's size, limited
accessibility, and communication constraints. Fixed observation arrays provide accurate, long-term
measurements from an Eulerian perspective. These arrays provide long-term, continuous obser-
vations that are crucial for detecting trends and understanding basin-scale transport. Therefore,
they require extensive sensor coverage to monitor large-scale ocean processes (e.g., basin-wide
overturning and movement of water masses) [HBM+03]. One of these large-scale variables is the
Atlantic Meridional Overturning Circulation (  AMOC) [BM16; LLB+19], a system of multiple ocean
currents in the Atlantic, responsible for the distribution of heat and nutrients. Changes in the
AMOC can in uence regional climate, sea level, and marine ecosystems, highlighting its importance
for human society [JKG+15; LSV+22]. The AMOC serves as a guiding example throughout this
thesis and is explained in more detail in Section 2.2.1. Despite their accuracy, these arrays leave
large regions of the ocean unsampled and are unable to capture the full variability of water parcels
moving through the basin. To complement the spatial gaps of xed arrays, mobile, autonomous
instruments have become increasingly important.

However, mobile platforms offer broader, Lagrangian perspectives with irregular coverage.
Autonomous measurement platforms, such as Argo oats [WWR+20] (see Section 2.2.2), drift
with ocean currents and provide temperature and salinity measurements from the ocean interior.
By moving through the ocean, these instruments sample regions which are not covered by xed
arrays and push the observed boundaries. From a data perspective, the Lagrangian perspective
of such measurements is equal to dynamic spatial layouts: the sensor locations are not xed
and change over time, creating irregularly sampled trajectories that pose unique challenges for
spatio-temporal learning methods. Although they do not yet replace Eulerian arrays, drifting
sensors can support them by providing basin-wide context and reducing their cost or extending
the coverage of Eulerian arrays.

Advancements in handling dynamic spatial layouts can have a direct impact on the eld of
oceanography, reducing the large-scale efforts or enabling the monitoring of large-scale ocean
features in other regions than the instrument arrays. The Eulerian and Lagrangian perspectives of
the ocean data sources are further described in Section 2.2.2, together with the simulation-based
counterparts, which exhibit similar spatial distributions.

1.3 Interdisciplinary Context

This work was conducted within an interdisciplinary framework combining computer science

as the primary eld and physical oceanography as the supporting eld, all within the context of
Marine Data Science. Previously, Verwega et al. [VTA+21] investigated the requirements, potential,
and limitations of this emerging interdisciplinary eld. As this discipline is still emerging, this work
contains a distinct perspective on the interdisciplinary work ow. The approach to interdisciplinary
research in the context of this project was a three-step process. First, the project started with an
overarching oceanographic question: How to identify major drivers of the AMOC variability with
neural networks? The second step was to isolate a computer-science-driven question within the
bounds of this project, which was necessary to solve for the rst step. Solving the oceanographic
guestion required investigating how spatio-temporal learning methods for predictive analytics can
handle dynamic spatial layouts. Therefore, this thesis contains novel computer science approaches
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driven by the methodological question and evaluated in a different spatiotemporal setting: traf ¢
forecasting. In the third step, these methods are embedded in an ocean environment and target
the main question of the project. Here, the focus was not on the methodological development, but
rather the domain science results and their interpretation, achieved by the new methods.

Overall, the interdisciplinary approach in this work was meant to assume either the method
or the dataset as given. Otherwise, there is a risk of back-and-forth discussions when both the
domain problem setting and the required future method are subject to ongoing research. In
such situations, it is important to have a strong interdisciplinary vocabulary [VTA+21] to bridge
the gap between the expectations of both domains. For this thesis, individual contributions in
both elds were made, creating an impact in both domains, while still connecting them. As
described earlier, physical oceanography is only one example of environmental sciences dealing
with dynamic spatial layouts, such that these computer science contributions can be generalized
to other domains.

1.4 Research Questions

The interplay between methodological development and oceanographic analysis sets the stage
for the central scienti ¢ challenges of this thesis. To make these challenges explicit and to guide
the subsequent chapters, the key research questions are formulated as follows, divided into the
computer science (CS) and oceanography (OS) parts.

RQ1 (OS) How can the variability of the main drivers of the AMOC be predicted based on
data-driven approaches in the Northern Atlantic?

RQ2 (CS) How can local and global patterns be identi ed in (ocean) particle databases, studying
the connectivity of ocean regions?

RQ3 (CS) How can ST-GNNs be adapted to handle dynamic spatial layouts to generalize to
drifting oceanographic sensors?

RQ4 (CS + OS) How to support transparency and trust when introducing novel machine
learning methods into oceanography?

1.5 Thesis Structure

Despite the variety of research questions in this thesis, the overarching theme is the development
of new methods to handle dynamic spatial layouts in the context of ocean observation instruments.
Therefore, the thesis follows a methodological-applied structure. First, new learning approaches
for spatio-temporal data with dynamic spatial layouts are developed and validated in controlled
benchmark environments. Subsequently, these are transferred to oceanographic applications,
where such data characteristics are naturally present. The three contributions in this work are
shown in Figure 1.2 on a spectrum between computer science and physical oceanography. These
contributions address questions in both disciplines while building upon each other. The rst
contributes to the computer science community, while the third contribution mainly contributes

to physical oceanography. Hence, the main conclusions of this thesis, as well as the individual
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Figure 1.2. This gure summarizes the three main contributions embedded in the dimension between the
domains: computer science (red) and physical oceanography (blue). The bottom outlines the main ndings
of this thesis, respectively, to each domain and for the interdisciplinary work ow.

contributions, are divided in their respective domains and into an interdisciplinary part, which
are outlined in the bottom of Figure 1.2. The three contributions are described in the following:

1. The rst contribution focuses on computer science and addresses RQ3. Two novel ST-GNNs
are part of this contribution that can handle dynamic spatial layouts, using traf ¢ prediction
as a well-established benchmark domain. This step isolates the computer science challenge
and ensures that the proposed methods are evaluated independently of domain-specic
uncertainties. State-of-the-art methods commonly use trainable weights for each sensor, which
breaks the primary assumptions of dynamic spatial layouts (see Section 1.1). This contribution
investigates and evaluates ST-GNNs that avoid such assumptions. Hence, shifting the paradigm
away from a sensor-centric approach towards the semantic context of each measurement.

2. The focal point of the second contribution are ocean particles from Lagrangian release ex-
periments (see Section 2.2.2). Local and global patterns in such particle data are identi ed,
studying ocean region connectivity analysis [FHB22] for global patterns, and the detection of
ocean eddies for the local patterns. In this contribution, the Research Questions RQ2 & RQ4
are addressed, demonstrating how dynamic spatial layouts affect descriptive analytics, and
how spatially embedded pattern de nitions can overcome these limitations. The evaluation is
based on these ocean patrticle data from ocean simulations, and the contribution contains both
the oceanographic and computer science perspectives of the application and the evaluation.

3. The third contribution contains a dedicated oceanographic perspective, different from the
previous contribution, in which the method and oceanographic evaluation are mixed. The main
guestion is how the large-scale ocean phenomenon, theAMoOC, can be reconstructed from sparse
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and unstructured observations, addressing Research QuestionsRQ1 & RQ4. The methods of
choice are the novel ST-GNNs from the rst contribution. Thus, this contribution investigates
the ability of ST-GNNs to reconstruct the interior transport of the AMOC based on drifting ocean
instruments.
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